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Hardware and Data Requirements


Hardware

PC or Mac computer capable of running python 3.



Data


	Numeric data file in the form of .csv or .xlsx file. There must be at least some target feature data, so that models can be fit.


	First row of file (each column) should have a text name (as string) which is how columns will be referenced later in the input file.


	If working in Jupyter environment, can also directly pass in a pandas dataframe








          

      

      

    

  

    
      
          
            
  
Terminal installation (Linux or linux-like terminal on Mac)


Install Python3

Install Python 3: for easier installation of numpy and scipy dependencies,
download Anaconda from https://www.continuum.io/downloads


Create a conda environment

Create an environment:

conda create --name MAST_ML python=3.7
conda activate MAST_ML
pip install mastml







Set up Juptyer notebooks

There is no separate setup for Jupyter notebooks necessary;
once MASTML has been run and created a notebook, then in the terminal,
navigate to a directory housing the notebook and type:

jupyter notebook





and a browser window with the notebook should appear.




Install the MAST-ML package

Pip install MAST-ML from PyPi:

pip install mastml





Alternatively, git clone the Github repository, for example:

git clone https://github.com/uw-cmg/MAST-ML





Clone from “master” unless instructed specifically to use another branch.
Ask for access if you cannot find this code.

Check status.github.com for issues if you believe github may be malfunctioning

Run:

python setup.py install






Imports that don’t work

First try anaconda install, and if that gives errors try pip install
Example: conda install numpy , or pip install numpy
Put the path to the installed MAST-ML folder in your PYTHONPATH if it isn’t already






          

      

      

    

  

    
      
          
            
  
Windows installation


Install Python3

Install Python 3: for easier installation of numpy and scipy dependencies,
download anaconda from https://www.continuum.io/downloads


Create a conda environment

From the Anaconda Navigator, go to Environments and create a new environment
Select python version 3.6

Under “Channels”, along with defaults channel, “Add” the “materials” channel.
The Channels list should now read:

defaults
materials





(may be the “matsci” channel instead of the “materials” channel;
this channel is used to install pymatgen)



Set up the Spyder IDE and Jupyter notebooks

From the Anaconda Navigator, go to Home
With the newly created environment selected, click on “Install” below Jupyter.
Click on “Install” below Spyder.

Once the MASTML has been run and has created a jupyter notebook (run MASTML
from a location inside the anaconda environment, so that the notebook will
also be inside the environment tree), from the Anaconda Navigator, go to
Environments, make sure the environment is selected, press the green arrow
button, and select Open jupyter notebook.




Install the MAST-ML package

Pip install MAST-ML from PyPi:

pip install mastml





Alternatively, git clone the Github repository, for example:

git clone https://github.com/uw-cmg/MAST-ML





Clone from “master” unless instructed specifically to use another branch.
Ask for access if you cannot find this code.

Check status.github.com for issues if you believe github may be malfunctioning

Run:

python setup.py install






Imports that don’t work

First try anaconda install, and if that gives errors try pip install
Example: conda install numpy , or pip install numpy
Put the path to the installed MAST-ML folder in your PYTHONPATH if it isn’t already




Windows 10 install: step-by-step guide (credit Joe Kern)

First, figure out if your computer is 32 or 64-bit. Type “system information” in your search bar. Look at system type. x86 is a 32-bit computer, x64 is a 64-bit.

Second, download an environment manager. Environments are directories in your computer that store dependencies. For instance, one program you run might be dependent on version 1.0 of another program x. However, another program you have might be dependent on version 2.0 of program x. Having multiple environments allows you utilize both programs and dependencies on your computer. I will recommend you download anaconda, not because it is the best, but because it is an environment manager I know how to get working with MAST-ML. Feel free to experiment with other managers. Download the Python 3.7 version at https://www.anaconda.com/distribution/, just follow the installation instructions. Pick the graphical installer that corresponds with your computer system (64 bit or 32 bit).

Third, download Visual studio. Some of the MAST-ML dependencies require C++ distributables in order to run. Visual Studio Code is a code editor made for Windows 10. The dependencies for MAST-ML will look in the Visual Studio Code folder for these C++ distributables when they download. There may be another way to download these these C++ distributables without Visual Studio Code, but I am not sure how to do that. Go here to download https://visualstudio.microsoft.com/downloads/#build-tools-for-visual-studio-2017

Fourth, download Visual Studio with C++ build tools and restart the computer

Fifth, Open anaconda navigator. Click Environments and create at the bottom. Name it MASTML and make it Python 3.6. DO NOT MAKE IT Python 3.7 or Python version 2.6 or 2.7. Some dependencies do not work with those other version.

Sixth, click the arrow next to your environment name and open a command shell. In the command line type “pip install “ and then copy paste the dependency names from the dependency file into your command prompt.

Seventh, test if MAST-ML runs. There are multiple ways to do this, but I will outline one. Navigate to your MAST-ML folder in the command prompt. To do this, you need to know the command ‘cd’. Typing ‘cd’ will let you change the directory you command prompt is operating in. In order to navigate to your mast-ml folder, right click the folder and click properties. Copy the location and in the command prompt type ‘cd’ and paste the location after. Add a ‘Mast-ml’ or whatever your folder is called to the end of the pasted value so you can get to mastml

Finally, copy paste python -m mastml.mastml_driver mastml/tests/conf/example_input.conf mastml/tests/csv/example_data.csv -o results/mastml_tutorial into your command prompt and run. If it all works, you’re good to go.





          

      

      

    

  

    
      
          
            
  
Startup


Locate the examples folder

In the installed MASTML directory, navigate to the tests folder.

Under tests/conf, The file example_input.conf will use the example_data.xlsx data file located in tests/csv to run an example.



Run the MASTML command

The format is python3 -m mastml.mastml_driver <path to config file> <path to data .xlsx file> -o <path to results folder>

For example, to conduct the test run above, while in the MASTML install directory:

python3 -m mastml.mastml_driver tests/conf/example_input.conf tests/csv/example_data.xlsx -o results/example_results





This is a terminal command.
For Windows, assuming setup has been followed
as above, go to the Anaconda Navigator, Environments, select the environment,
click the green arrow button, and Open terminal.

When you execute the above command, you’ll know it’s working if you begin to see output on your screen.



Check output

index.html should be created, linking to certain representative plots for each test

For this example, output will be located in subfolders in the results/example_results folder.

Check the following to see if the run completed successfully:

A log.log file is generated and the last line contains the phrase "Making html file of all run stats..."
An index.html file that gives some summary plots from all the tests that were run
A series of subfolders with names "StandardScaler"->"DoNothing"->"KernelRidge", with the following three directories
within the "KernelRidge" directory: "LeaveOneGroupOut_host", "NoSplit", and "RepeatedKFold"





You can compare all of these files with those given in the /example_results directory which should match.





          

      

      

    

  

    
      
          
            
  
MAST-ML Input File

This document provides an overview of the various sections and fields of the MAST-ML input file.

A full template input file can be downloaded here: MASTML_InputFile


Input file sections


General Setup

The “GeneralSetup” section of the input file allows the user to specify an assortment of basic MAST-ML parameters, ranging
from which column names in the .xlsx file to use as features for fitting (i.e. X data) or to fit to (i.e. y data), as well
as which metrics to employ in fitting a model, among other things.

Example:

[GeneralSetup]
    input_features = feature_1, feature_2, etc. or "Auto"
    input_target = target_feature
    randomizer = False
    metrics = root_mean_squared_error, mean_absolute_error, etc. or "Auto"
    input_other = additional_feature_1, additional_feature_2
    input_grouping = grouping_feature_1
    input_testdata = validation_feature_1






	input_features List of input X features


	input_target Target y feature


	randomizer Whether or not to randomize y feature data. Useful for establishing a null “baseline” test


	metrics Which metrics to evaluate model fits


	input_other Additional features that are not to be fitted on (i.e. not X features)


	input_grouping Feature names that provide information on data grouping


	input_test Feature name that designates whether data will be used for validation (set rows as 1 or 0 in csv file)






Data Cleaning

The “DataCleaning” section of the input file allows the user to clean their data to remove rows or columns that contain
empty or NaN fields, or fill in these fields using imputation or principal component analysis methods.

Example:

[DataCleaning]
    cleaning_method = remove, imputation, ppca
    imputation_strategy = mean, median






	cleaning_method  Method of data cleaning. “remove” simply removes columns with missing data. “imputation” uses basic operation to fill in missing values. “ppca” uses principal component analysis to fill in missing values.


	imputation_strategy Only valid field if doing imputation, selects method to impute missing data by using mean, median, etc. of the column






Clustering

Optional section to perform clustering of data using well-known clustering algorithms available in scikit-learn.
Note that the subsection names must match the corresponding name of the routine in scikit-learn. More information on
clustering routines and the parameters to set for each routine can be found here:
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.cluster
For the purpose of this full input file, we use the scikit-learn default parameter values. Note that not all parameters are listed.

Example:

[Clustering]
    [[AffinityPropagation]]
        damping = 0.5
        max_iter = 200
        convergence_iter = 15
        affinity = euclidean
    [[AgglomerativeClustering]]
        n_clusters = 2
        affinity = euclidean
        compute_full_tree = auto
        linkage = ward
    [[Birch]]
        threshold = 0.5
        branching_factor = 50
        n_clusters = 3
    [[DBSCAN]]
        eps = 0.5
        min_samples = 5
        metric = euclidean
        algorithm = auto
        leaf_size = 30
    [[KMeans]]
        n_clusters = 8
        n_init = 10
        max_iter = 300
        tol = 0.0001
    [[MiniBatchKMeans]]
        n_clusters = 8
        max_iter = 100
        batch_size = 100
    [[MeanShift]]
    [[SpectralClustering]]
        n_clusters = 8
        n_init = 10
        gamma = 1.0
        affinity = rbf







Feature Generation

Optional section to perform feature generation based on properties of the constituent elements. These routines were
custom written for MAST-ML, except for PolynomialFeatures. For more information on the MAST-ML custom routines, consult
the MAST-ML online documentation. For more information on PolynomialFeatures, see:
http://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.PolynomialFeatures.html

Example:

[FeatureGeneration]
    [[Magpie]]
        composition_feature = Material Compositions
        feature_types = composition_avg, arithmetic_avg, max, min, difference
    [[MaterialsProject]]
        composition_feature = Material Compositions
        api_key = my_api_key
    [[Citrine]]
        composition_feature = Material Compositions
        api_key = my_api_key
    [[ContainsElement]]
        composition_feature = Host element
        all_elements = False
        element = Al
        new_name = has_Al
    [[PolynomialFeatures]]
        degree=2
        interaction_only=False
        include_bias=True






	composition_feature Name of column in csv file containing material compositions


	feature_types Types of elemental features to output. If None is specified, all features are output. Note “elements” refers to properties of constituent elements


	api_key Your API key to access the Materials Project or Citrine. Register for your account at Materials Project: https://materialsproject.org or at Citrine: https://citrination.com


	all_elements For ContainsElement, whether or not to scan all data rows to assess all elements present in data set


	element For ContainsElement, name of element of interest. Ignored if all_elements = True


	new_name For ContainsElement, name of new feature column to generate. Ignored if all_elements = True






Feature Normalization

Optional section to perform feature normalization of the input or generated features using well-known
feature normalization algorithms available in scikit-learn. Note that the subsection names must match the corresponding
name of the routine in scikit-learn. More information on normalization routines and the parameters to set for each
routine can be found here: http://scikit-learn.org/stable/modules/classes.html#module-sklearn.preprocessing .
For the purpose of this full input file, we use the scikit-learn default parameter values. Note that not all parameters are listed,
and only the currently listed normalization routines are supported. In addition, MeanStdevScaler is a custom written normalization
routine for MAST-ML. Additional information on MeanStdevScaler can be found in the online MAST-ML documentation.

Example:

[FeatureNormalization]
    [[Binarizer]]
        threshold = 0.0
    [[MaxAbsScaler]]
    [[MinMaxScaler]]
    [[Normalizer]]
        norm = l2
    [[QuantileTransformer]]
        n_quantiles = 1000
        output_distribution = uniform
    [[RobustScaler]]
        with_centering = True
        with_scaling = True
    [[StandardScaler]]
    [[MeanStdevScaler]]
        mean = 0
        stdev = 1







Learning Curve

Optional section to perform learning curve analysis on a dataset. Two types of learning curves will be generated: a
data learning curve (score vs. amount of training data) and a feature learning curve (score vs. number of features).

Example:

[LearningCurve]
    estimator = KernelRidge_learn
    cv = RepeatedKFold_learn
    scoring = root_mean_squared_error
    n_features_to_select = 5
    selector_name = MASTMLFeatureSelector






	estimator A scikit-learn model/estimator. The name needs to match an entry in the [Models] section. Note this model will be removed from the [Models] list after the learning curve is generated.


	cv A scikit-learn cross validation generator. The name needs to match an entry in the [DataSplits] section. Note this method will be removed from the [DataSplits] list after the learning curve is generated.


	scoring A scikit-learn scoring method compatible with MAST-ML. See the MAST-ML online documentation at https://htmlpreview.github.io/?https://raw.githubusercontent.com/uw-cmg/MAST-ML/dev_Ryan_2018-10-29/docs/build/html/3_metrics.html for more information.


	n_features_to_select The max number of features to use for the feature learning curve.


	selector_name Method to conduct feature selection for the feature learning curve. The name needs to match an entry in the [FeatureSelection] section. Note this method will be removed from the [FeatureSelection] section after the learning curve is generated.






Feature Selection

Optional section to perform feature selection using routines in scikit-learn, mlxtend and custom-written for MAST-ML.
Note that the subsection names must match the corresponding name of the routine in scikit-learn. More information on
selection routines and the parameters to set for each routine can be found here:
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.feature_selection . For the purpose of this full
input file, we use the scikit-learn default parameter values. Note that not all parameters are listed, and only the
currently listed selection routines are supported. In addition, MASTMLFeatureSelector is a custom written selection
routine for MAST-ML. Additional information on MASTMLFeatureSelector can be found in the online MAST-ML documentation.
Finally, SequentialFeatureSelector is a routine available from the mlxtend package, which documention can be found
here: http://rasbt.github.io/mlxtend/

Example:

[FeatureSelection]
    [[GenericUnivariateSelect]]
    [[SelectPercentile]]
    [[SelectKBest]]
    [[SelectFpr]]
    [[SelectFdr]]
    [[SelectFwe]]
    [[RFE]]
        estimator = RandomForestRegressor_selectRFE
        n_features_to_select = 5
        step = 1
    [[SequentialFeatureSelector]]
        estimator = RandomForestRegressor_selectSFS
        k_features = 5
    [[RFECV]]
        estimator = RandomForestRegressor_selectRFECV
        step = 1
        cv = LeaveOneGroupOut_selectRFECV
        min_features_to_select = 1
    [[SelectFromModel]]
        estimator = KernelRidge_selectfrommodel
        max_features = 5
    [[VarianceThreshold]]
        threshold = 0.0
    [[PCA]]
        n_components = 5
    [[MASTMLFeatureSelector]]
        estimator = KernelRidge_selectMASTML
        n_features_to_select = 5
        cv = LeaveOneGroupOut_selectMASTML
        # Any features you want to keep from the start, then use these to subsequently do forward selection
        manually_selected_features = myfeature_1, myfeature_2
    [[EnsembleModelFeatureSelector]]
        # A scikit-learn model/estimator. Needs to have estimator feature ranking. The name needs to match an entry in the [Models] section.
        estimator = RandomForestRegressor_selectEnsemble
        # number of features to select
        k_features = 5
    [[PearsonSelector]]
        # threshold for removal of redundant features
        threshold_between_features = 0.9
        # threshold for removal of features not sufficiently correlated with target
        threshold_with_target = 0.8
        # whether to remove features that are highly correlated with each other (i.e. redundant)
        remove_highly_correlated_features = True
        # number of features to select
        k_features = 5






	estimator  A scikit-learn model/estimator. The name needs to match an entry in the [Models] section. Note this model will be removed from the [Models] list after the learning curve is generated.


	n_features_to_select The max number of features to select


	step For RFE and RFECV, the number of features to remove in each step


	k_features For SequentialFeatureSelector, the max number of features to select.


	cv A scikit-learn cross validation generator. The name needs to match an entry in the [DataSplits] section. Note this method will be removed from the [DataSplits] list after the learning curve is generated.






Data Splits

Optional section to perform data splits using cross validation routines in scikit-learn, and custom-written for MAST-ML.
Note that the subsection names must match the corresponding name of the routine in scikit-learn. More information on
selection routines and the parameters to set for each routine can be found here:
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.model_selection . For the purpose of this full
input file, we use the scikit-learn default parameter values. Note that not all parameters are listed, and only the
currently listed data split routines are supported. In addition, NoSplit is a custom written selection routine for
MAST-ML, which simply produces a full data fit with no cross validation. Additional information on NoSplit can be found
in the online MAST-ML documentation.

Example:

[DataSplits]
    [[NoSplit]]
    [[KFold]]
        shuffle = True
        n_splits = 10
    [[RepeatedKFold]]
        n_splits = 5
        n_repeats = 10
    # Here, an example of another instance of RepeatedKFold, this one being used in the [LearningCurve] section above.
    [[RepeatedKFold_learn]]
        n_splits = 5
        n_repeats = 10
    [[GroupKFold]]
        n_splits = 3
    [[LeaveOneOut]]
    [[LeavePOut]]
        p = 10
    [[RepeatedStratifiedKFold]]
        n_splits = 5
        n_repeats = 10
    [[StratifiedKFold]]
        n_splits = 3
    [[ShuffleSplit]]
        n_splits = 10
    [[StratifiedShuffleSplit]]
        n_splits = 10
    [[LeaveOneGroupOut]]
        # The column name in the input csv file containing the group labels
        grouping_column = Host element
    # Here, an example of another instance of LeaveOneGroupOut, this one being used in the [FeatureSelection] section above.
    [[LeaveOneGroupOut_selectMASTML]]
        # The column name in the input csv file containing the group labels
        grouping_column = Host element
    # Here, an example of another instance of LeaveOneGroupOut, this one being used based on the creation of the "has_Al"
    # group from the [[ContainsElement]] routine present in the [FeatureGeneration] section.
    [[LeaveOneGroupOut_Al]]
        grouping_column = has_Al
    # Here, an example of another instance of LeaveOneGroupOut, this one being used based on the creation of clusters
    # from the [[KMeans]] routine present in the [Clustering] section.
    [[LeaveOneGroupOut_kmeans]]
        grouping_column = KMeans
    [[LeaveCloseCompositionsOut]]
        # Set the distance threshold in composition space
        dist_threshold=0.1
    [[Bootstrap]]
        # Data set size
        n = 378
        # Number of bootstrap resamplings to perform
        n_bootstraps = 10
        # Training set size
        train_size = 303
        # Validation/test set size
        test_size = 75







Models

Optional section to denote different models/estimators for model fitting from scikit-learn. Note that the subsection
names must match the corresponding name of the routine in scikit-learn. More information on different model routines
and the parameters to set for each routine can be found here for ensemble methods:
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.ensemble and here for kernel ridge and linear methods:
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.kernel_ridge and here for neural network methods:
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.neural_network and here for support vector machine
and decision tree methods: http://scikit-learn.org/stable/modules/classes.html#module-sklearn.svm . For the purpose of
this full input file, we use the scikit-learn default parameter values. Note that not all parameters are listed, and only
the currently listed data split routines are supported.

Example:

[Models]
    # Ensemble methods

    [[AdaBoostClassifier]]
        n_estimators = 50
        learning_rate = 1.0
    [[AdaBoostRegressor]]
        n_estimators = 50
        learning_rate = 1.0
    [[BaggingClassifier]]
        n_estimators = 50
        max_samples = 1.0
        max_features = 1.0
    [[BaggingRegressor]]
        n_estimators = 50
        max_samples = 1.0
        max_features = 1.0
    [[ExtraTreesClassifier]]
        n_estimators = 10
        criterion = gini
        min_samples_split = 2
        min_samples_leaf = 1
    [[ExtraTreesRegressor]]
        n_estimators = 10
        criterion = mse
        min_samples_split = 2
        min_samples_leaf = 1
    [[GradientBoostingClassifier]]
        loss = deviance
        learning_rate = 1.0
        n_estimators = 100
        subsample = 1.0
        criterion = friedman_mse
        min_samples_split = 2
        min_samples_leaf = 1
    [[GradientBoostingRegressor]]
        loss = ls
        learning_rate = 0.1
        n_estimators = 100
        subsample = 1.0
        criterion = friedman_mse
        min_samples_split = 2
        min_samples_leaf = 1
    [[RandomForestClassifier]]
        n_estimators = 10
        criterion = gini
        min_samples_leaf = 1
        min_samples_split = 2
    [[RandomForestRegressor]]
        n_estimators = 10
        criterion = mse
        min_samples_leaf = 1
        min_samples_split = 2
    # Here, an example of another instance of RandomForestRegressor, this one being used based by the [[EnsembleFeatureSelector]]
    # method from the [FeatureSelection] section.
    [[RandomForestRegressor_selectEnsemble]]
        n_estimators = 100
        criterion = mse
    [[XGBoostClassifier]]
        [[XGBoostRegressor]]
        n_estimators = 100
        objective = reg:squarederror

    # Kernel ridge and linear methods

    [[KernelRidge]]
        alpha = 1
        kernel = linear
    # Here, an example of another instance of KernelRidge, this one being used based by the [[MASTMLFeatureSelector]]
    # method from the [FeatureSelection] section.
    [[KernelRidge_selectMASTML]]
        alpha = 1
        kernel = linear
    # Here, an example of another instance of KernelRidge, this one being used based in the [LearningCurve] section.
    [[KernelRidge_learn]]
        alpha = 1
        kernel = linear

    [[ARDRegression]]
        n_iter = 300
    [[BayesianRidge]]
        n_iter = 300
    [[ElasticNet]]
        alpha = 1.0
    [[HuberRegressor]]
        epsilon = 1.35
        max_iter = 100
    [[Lars]]
    [[Lasso]]
        alpha = 1.0
    [[LassoLars]]
        alpha = 1.0
        max_iter = 500
    [[LassoLarsIC]]
        criterion = aic
        max_iter = 500
    [[LinearRegression]]
    [[LogisticRegression]]
        penalty = l2
        C = 1.0
    [[Perceptron]]
        alpha = 0.0001
    [[Ridge]]
        alpha = 1.0
    [[RidgeClassifier]]
        alpha = 1.0
    [[SGDClassifier]]
        loss = hinge
        penalty = l2
        alpha = 0.0001
    [[SGDRegressor]]
        loss = squared_loss
        penalty = l2
        alpha = 0.0001

    # Neural networks

    [[MLPClassifier]]
        hidden_layer_sizes = 100,
        activation = relu
        solver = adam
        alpha = 0.0001
        batch_size = auto
        learning_rate = constant
    [[MLPRegressor]]
        hidden_layer_sizes = 100,
        activation = relu
        solver = adam
        alpha = 0.0001
        batch_size = auto
        learning_rate = constant
    [[KerasRegressor]]
        [[[Layer1]]]
             layer_type = Dense
             neuron_num= 100
             input_dim= 287   #typically equal to n_features
             kernel_initializer= random_normal
             activation=relu
        [[[Layer2]]]
             layer_type = Dense
             neuron_num= 50
             kernel_initializer= random_normal
             activation=relu
        [[[Layer3]]]
             layer_type = Dense
             neuron_num= 25
             kernel_initializer= random_normal
             activation=relu
        [[[Layer4]]]
             layer_type = Dense
             neuron_num= 1
             kernel_initializer= random_normal
             activation=linear
        [[[FitParams]]]
             epochs=20
             batch_size=25
             loss = mean_squared_error
             optimizer = adam
             metrics = mse
             verbose=1
             shuffle = True
             #validation_split = 0.2

    # Support vector machine methods

    [[LinearSVC]]
        penalty = l2
        loss = squared_hinge
        tol = 0.0001
        C = 1.0
    [[LinearSVR]]
        epsilon = 0.1
        loss = epsilon_insensitive
        tol = 0.0001
        C = 1.0
    [[NuSVC]]
        nu = 0.5
        kernel = rbf
        degree = 3
    [[NuSVR]]
        nu = 0.5
        C = 1.0
        kernel = rbf
        degree = 3
    [[SVC]]
        C = 1.0
        kernel = rbf
        degree = 3
    [[SVR]]
        C = 1.0
        kernel = rbf
        degree = 3

    # Decision tree methods

    [[DecisionTreeClassifier]]
        criterion = gini
        splitter = best
        min_samples_split = 2
        min_samples_leaf = 1
    [[DecisionTreeRegressor]]
        criterion = mse
        splitter = best
        min_samples_split = 2
        min_samples_leaf = 1
    [[ExtraTreeClassifier]]
        criterion = gini
        splitter = random
        min_samples_split = 2
        min_samples_leaf = 1
    [[ExtraTreeRegressor]]
        criterion = mse
        splitter = random
        min_samples_split = 2
        min_samples_leaf = 1







Misc Settings

This section controls which types of plots MAST-ML will write to the results directory and other miscellaneous settings.

Example:

[MiscSettings]
    plot_target_histogram = True
    plot_train_test_plots = True
    plot_predicted_vs_true = True
    plot_predicted_vs_true_average = True
    plot_best_worst_per_point = True
    plot_each_feature_vs_target = False
    plot_error_plots = True
    rf_error_method = stdev
    rf_error_percentile = 95
    normalize_target_feature = False






	plot_target_histogram Whether or not to output target data histograms


	plot_train_test_plots Whether or not to output parity plots within each CV split


	plot_predicted_vs_true Whether or not to output summarized parity plots


	plot_predicted_vs_true_average Whether or not to output averaged parity plots


	plot_best_worst_per_point Whether or not to output parity plot showing best and worst split per point


	plot_each_feature_vs_target Whether or not to show plots of target feature as a function of each individual input feature


	plot_error_method Whether or not to show the individual and average plots of the normalized errors


	rf_error_method If using random forest, whether to calculate error bars with stdev or confidence intervals (confint)


	rf_error_percentile If using confint above, the confidence interval to use to calculate the error bars


	normalize_target_feature Whether or not to normalize the target feature values









          

      

      

    

  

    
      
          
            
  
MAST-ML overview slides

The information for this MAST-ML overview shown on this page is available for download here:

MASTMLoverview

Let’s begin with an overview of what MAST-ML is and what it can do:

[image: _images/WhatisMASTML.png]
Here is currently what MAST-ML can do as well as how to acquire it:

[image: _images/MASTMLscope.png]
An overview of the general machine learning workflow that MAST-ML executes. Continuing development will focus on making the workflows more flexible and general

[image: _images/MASTMLworkflow.png]
MAST-ML uses a text-based input file (.conf extension) which consists of different sections (corresponding to each part of the workflow) and specific subsections (e.g. different machine learning models to test, different feature selection algorithms, etc.). The input file is discussed in much greater detail here:

MAST-ML Input File

and an input file with the full range of capabilities can be downloaded here:

MASTMLinputfile

[image: _images/MASTMLsampleinput.png]
Running MAST-ML is easily done with a single-line command in a Terminal/command line, your favorite IDE, or within a Jupyter notebook

[image: _images/RunningMASTML.png]
MAST-ML output takes the form of a full directory tree of results, with each level of the tree corresponding to a different portion of the machine learning workflow

[image: _images/MASTMLhighleveloutput.png]
The last three figures demonstrate some example output of a few machine learning analysis features MAST-ML offers. Here, the ability to generate and select features is shown.

[image: _images/MASTMLfeaturegenerationselection.png]
A core feature of MAST-ML is the many pieces of statistical analysis regarding model assessment, which forms the basis of interpreting the quality and extensibility of a machine learning model.

[image: _images/MASTMLmodelassessment.png]
Finally, MAST-ML offers the ability to easily optimize the model hyperparameters used in your analysis

[image: _images/MASTMLhyperparameter.png]



          

      

      

    

  

    
      
          
            
  
Running MAST-ML on Google Colab

In addition to running MAST-ML on your own machine or computing cluster, MAST-ML
can be run using cloud resources on Google Colab. This can be advantageous as you
don’t have to worry about installing MAST-ML yourself, and all output files can be
saved directly to your Google Drive.

MAST-ML comes with a notebook called MASTML_Colab.ipynb that you can open in Google Colab

MASTML_Colab.ipynb

Once you open the notebook in Google Colab, it will look something like this:

[image: _images/ColabHome.png]
There are a few blocks of code in this notebook. The first block performs a pip install of MAST-ML for this
Colab session. The second block links your Google Drive to the Colab instance so MAST-ML can save your run
output directly to your Google Drive.

The one thing you’ll need to do from here is to upload a data file (.csv or .xlsx format) and MAST-ML
input file (.conf format) to this Colab session. Files can be uploaded by pressing the vertical arrow
on the left side of the screen, by the file directory tree.

example_input.conf

example_data.xlsx

Note that when a Colab session ends, the files you upload will be deleted. Since your output will be saved
to your Google Drive, the data an input files will be deleted. Note that MAST-ML automatically saves a copy
of both of these files to your output directory for each run you do.
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Introduction

This document provides step-by-step tutorials of conducting and analyzing different MAST-ML runs. For this tutorial,
we will be using the dataset example_data.xlsx in the tests/csv/ folder and input file example_input.conf in tests/conf/.

MAST-ML requires two files to run: The first is the text-based input file (.conf extension). This file contains all of
the key settings for MAST-ML, for example, which models to fit and how to normalize your input feature matrix. The
second file is the data file (.csv or .xlsx extension). This is the data file containing the input feature columns and
values (X values) and the corresponding y data to fit models to. The data file may contain other columns that are
dedicated to constructing groups of data for specific tests, or miscellaneous notes, which columns can be selectively
left out so they are not used in the fitting. This will be discussed in more detail below.

Throughout this tutorial, we will be modifying the input file to add and remove different sections and values. For a
complete and more in-depth discussion of the input file and its myriad settings, the reader is directed to the dedicated
input file section:

MAST-ML Input File

The data contained in the example_data.csv file consist of a previously selected matrix of X features created from
combinations of elemental properties, for example the average atomic radius of the elements in the material. The y data
values used for fitting are listed in the “Scaled activation energy (eV)” column, and are DFT-calculated migration barriers of
dilute solute diffusion, referenced to the host system. For example, the value of Ag solute diffusing through a Ag host
is set to zero. The “Host element” and “Solute element” columns denote which species comprise the corresponding reduced
migration barrier.




          

      

      

    

  

    
      
          
            
  
Your first MAST-ML run

It’s time to conduct your very first MAST-ML run! First, we will set up the most basic input file, which will only
import your data and input file, and do nothing else except copy the input files to the results directory and output a
basic histogram of the target data. Open the example_input.conf file (or create your own new file), and write the following
in your input file:

Example:

[GeneralSetup]
    input_features = Auto
    input_target = Scaled activation energy (eV)
    randomizer = False
    metrics = Auto
    input_other = Material composition, Host element, Solute element, predict_Pt





The General Setup section contains high-level control about how your input data file is parsed. Additional details of
each parameter can be found in the MAST-ML Input File section in this documentation. Briefly, setting “input_features” to
“Auto” will automatically assign all columns to be part of the X feature matrix, except those that are associated with
target_feature or not_input_features. The option “randomizer” will shuffle all of your y-data, which can be useful for
running a “null” test. The “metrics” option is used to denote which metrics to eventually evaluate your models on, such
as mean_absolute_error. Using “Auto” provides a catalogue of standard metrics which is generally sufficient for many
problems. Finally, the “not_input_features” field is used to denote any feature columns you don’t want to use in fitting.
If some columns contain text notes, these will need to be added here too.

There are two ways to execute a MAST-ML run. The first is to run it via a Terminal or IDE command line by directly calling
the main MAST-ML driver module. Here, the python -m (for module) command is invoked on the mastml.masml_driver module, and
the paths containing the input file and data file are passed in. Lastly, the argument -o (for output) is used together
with the path to put all results files and folders.

Example:

python3 -m mastml.mastml_driver tests/conf/example_input.conf tests/csv/example_data.xlsx -o results/mastml_tutorial





The second way is to run MAST-ML through a Jupyter notebook by importing mastml and running the mastml_driver main()
method and supply the paths to the input file, data file

Example:

import mastml_driver
conf_path = 'tests/conf/example_input.conf'
data_path = 'tests/conf/example_data.csv'
results_path = 'results/mastml_tutorial'
mastml_driver.main(conf_path, data_path, results_path)





Let’s examine the output from this first run. Below is a screenshot of a Mac directory output tree in the results/mastml_tutorial
folder. Note that you can re-use the same output folder name, and the date and time of the run will be appended so no
work will be lost. Each level of the directory tree corresponds to a step in the general supervised learning workflow that
MAST-ML uses. The first level is general data input and feature generation, the second level is numerical manipulation
of features, and the third level is selection of features. Since we did not do any feature manipulation in this run, the
output selected.csv, normalized.csv and generated_features.csv are all the same, and are the same file as the copied
input data file, example_data.csv. In the main directory tree, there is also a log.log and errors.log file, which summarize
the inner details of the MAST-ML run and flag any errors that may have occurred. There are two .html files which provide
very high-level summaries of data plots and file links that may be of interest, to make searching for these files easier.
Finally, there is some generated data about the statistics of your input target data. A histogram named target_histogram.png
is created, and basic statistical summary of your data is saved in the input_data_statistics.csv file.

[image: _images/MASTMLtutorial_run1.png]



          

      

      

    

  

    
      
          
            
  
Cleaning input data

Now, let’s imagine a slightly more complicated (but realistic) scenario where some of the value of your X feature matrix
are not known. Open your example_data.csv file, and randomly remove some values of the X feature columns in your dataset.
Don’t remove any y data values in the “Reduced Barrier (eV)” column. You’ll need to add the following section to your
input file to handle cleaning of the input data:

Example:

[DataCleaning]
    cleaning_method = imputation
    imputation_strategy = mean





What this does is perform data imputation, where each missing value will be replaced with the mean value for that particular
feature column. Other data cleaning options include imputation with median values, simply removing rows of data with
missing values, or performing a probabilistic principal component analysis to fill in missing values.

From inspecting the data file in the parent directory to that in the subsequent directories, you can see that the missing
values (here, the first 10 rows of the first several features were removed) have been replaced with the mean values for
each respective feature column:

[image: _images/MASTMLtutorial_run2_1.png]
After data cleaning with imputation:

[image: _images/MASTMLtutorial_run2_2.png]



          

      

      

    

  

    
      
          
            
  
Feature generation and normalization

For this run, we are going to first generate a large X feature matrix based on a suite of elemental properties. Then,
we are going to normalize the feature matrix so that all values in a given feature column have a mean of zero and a
standard deviation equal to one.

To perform the feature generation and normalization steps, add these sections to your input file. Use the same file from
the previous run, which contains the GeneralSetup and DataCleaning sections, and use your data file with the values you
previously removed. (Note that you can use the pristine original data file too, and the data cleaning step will simply
do nothing). For the purpose of this example, we are going to generate elemental features using the MAGPIE approach,
using compositions as specified in the “Solute element” column of the data file. Note that if multiple elements are
present, features containing the average (both mean and composition-weighted averages) of the elements present will be
calculated. The value specified in the composition_feature parameter must be a column name in your data file which
contains the material compositions.

Example:

[FeatureGeneration]
    [[Magpie]]
        composition_feature = Solute element
        feature_types = composition_avg, arithmetic_avg, max, min, difference, elements

[FeatureNormalization]
    [[StandardScaler]]





After performing this run, we can see that the .csv files in the feature generation and normalization folders of the
results directory tree are now updated to reflect the generated and normalized X feature matrices. There are now many
more features in the generated_features.csv file:

[image: _images/MASTMLtutorial_run3_1.png]
Note that feature columns that are identical in all values are removed automatically. We can see that the normalized
feature set consists of each column having mean zero and standard deviation of one:

[image: _images/MASTMLtutorial_run3_2.png]



          

      

      

    

  

    
      
          
            
  
Training and evaluating your first model

Now that we have a full X feature matrix that has been normalized appropriately, it is time to train and evaluate your
first model. For this tutorial, we will train a Kernel Ridge model with a radial basis function kernel (also known as
Gaussian Kernel Ridge Regression, GKRR). We need to add two sections of our input file.

The first is the Models section, which provides a list of model types to train and the associated parameter values for
each model. Here, we have chosen values of alpha and gamma equal to 1. There is no reason to think that these are the
optimal parameter values, they were simply chosen as an example. Later in this tutorial we will optimize these
parameters. Note that if you don’t specify the model parameter values, the values used will be the scikit-learn default values.

The second is the DataSplits section, which controls what types of fits and cross-validation tests will be applied to
each specified model. Here, we have chosen “NoSplit”, which is simply a full y versus X fit of the data, without any
form of cross-validation. We have also denoted “RepeatedKFold”, which is random leave-out cross-validation test. In this
instance, we have 5 splits (so leave out 20%) and do the test two times.

Example:

[Models]
    [[KernelRidge]]
        kernel = rbf
        alpha = 1
        gamma = 1

[DataSplits]
    [[NoSplit]]
    [[RepeatedKFold]]
        n_splits = 5
        n_repeats = 2





Below is a snapshot of the resulting directory tree generated from this MAST-ML run. You’ll immediately notice the tree
is deeper now, with a new level corresponding to each model we’ve fit (here just the single KernelRidge model), and, for
each model, folders corresponding to each DataSplit test we denoted in the input file. For each data split method, there
are folders and corresponding data plots and files for each hold-out split of the test. For instance, with the
RepeatedKFold test, there were 10 total splits, which are labeled as split_0 through split_9. Contained in each folder
are numerous files, such as different data parity plots of predicted vs. actual values, histograms of residuals, .csv
files for all plotted data, a .pkl file of the exported trained model, and .ipynb Jupyter notebooks useful for custom
modifications of the data plots.

[image: _images/MASTMLtutorial_run4_1.png]
Below is a parity plot from the NoSplit (full data fit) run. The R-squared value is high, but there is significant mean
error. This suggests that the model parameters are not optimal (which shouldn’t be surprising considering we just picked
them arbitrarily).

[image: _images/MASTMLtutorial_run4_2.png]
From examining the parity plot from the RepeatedKFold run (this is the ‘average_points_with_bars.png’ plot), which has
the averaged values over all 10 splits, we can see that the predictions from random cross validation result in both a very
low R-squared value and a high error. Essentially, cross-validation has shown that this model has no predictive ability.
It seems our issues are two-fold: nonoptimal hyperparameters, and over-fitting. The over-fitting is evident due to the much
worse before of the cross-validated parity plot compared to the full fit.

[image: _images/MASTMLtutorial_run4_3.png]



          

      

      

    

  

    
      
          
            
  
Feature selection and learning curves

As mentioned above, one problem with our current model is over-fitting. To further understand and minimize the effect of
over-fitting, it is often necessary to construct learning curves and perform feature selection to obtain a reduced feature
set which most accurately describes your data. To do this, we are going to add two additional sections to our input file.

The first section is related to feature selection. Here, we will use the SequentialFeatureSelector algorithm, which
performs forward selection of features. We will select a total of 20 features, and use a KernelRidge model to evaluate
the selected features. Here, we ahve denoted our estimator as “KernelRidge_select”. The models used in feature selection
and learning curves are removed from the model queue, because in general one may want to use a different model for this
step of the analysis than what will ultimately be used for fitting. Therefore, we need to also amend our models list to
have this new KernelRidge_select model, as shown below.

Example:

[FeatureSelection]
    [[SequentialFeatureSelector]]
        estimator = KernelRidge_select
        k_features = 20

[Models]
    [[KernelRidge]]
        kernel = rbf
        alpha = 1
        gamma = 1
    [[KernelRidge_select]]
        kernel = rbf
        alpha = 1
        gamma = 1





The second section we will add is to plot learning curves. There are two types of learning curves MAST-ML can make: a
data learning curve and feature learning curve. The former is a plot of the metric of interest versus the amount of
training data used in the fits. The latter is a plot of the metric of interest versus the number of features comprising
the X feature matrix. In the example LearningCurve input file section shown below, we are going to use a KernelRidge
model, a random k-fold cross-validation and the root_mean_square_error to evaluate our learning curves. We will also
use a maximum of 20 features, and use the SelectKBest algorithm to assess the choice of features.

Example:

[LearningCurve]
    estimator = KernelRidge_learn
    cv = RepeatedKFold_learn
    scoring = root_mean_squared_error
    n_features_to_select = 20
    selector_name = SelectKBest





As with the above example of FeatureSelection, we need to add the KernelRidge_learn and RepeatedKFold_learn entries to
the Models and DataSplits sections of our input file, respectively. At this point in the tutorial, the complete input
file should look like this:

Example:

[GeneralSetup]
    input_features = Auto
    input_target = Reduced barrier (eV)
    randomizer = False
    metrics = Auto
    input_other = Host element, Solute element, predict_Pt

[DataCleaning]
    cleaning_method = imputation
    imputation_strategy = mean

[FeatureGeneration]
    [[Magpie]]
        composition_feature = Solute element

[FeatureNormalization]
    [[StandardScaler]]

[FeatureSelection]
    [[SequentialFeatureSelector]]
        estimator = KernelRidge_select
        k_features = 20

[LearningCurve]
    estimator = KernelRidge_learn
    cv = RepeatedKFold_learn
    scoring = root_mean_squared_error
    n_features_to_select = 20
    selector_name = SelectKBest

[Models]
    [[KernelRidge]]
        kernel = rbf
        alpha = 1
        gamma = 1
    [[KernelRidge_select]]
        kernel = rbf
        alpha = 1
        gamma = 1
    [[KernelRidge_learn]]
        kernel = rbf
        alpha = 1
        gamma = 1

[DataSplits]
    [[NoSplit]]
    [[RepeatedKFold]]
        n_splits = 5
        n_repeats = 2
    [[RepeatedKFold_learn]]
        n_splits = 5
        n_repeats = 2





Let’s take a look at the same full fit and RepeatedKFold random cross-validation tests for this run:

Full-fit:

[image: _images/MASTMLtutorial_run5_1.png]
Random leave out cross-validation:

[image: _images/MASTMLtutorial_run5_2.png]
What we can see is, now that we down-selected features from more than 300 features in the previous run to just 20 here,
that the fits have noticeably improved and the problem of over-fitting has been minimized. Below, we can look at the
plotted learning curves

Data learning curve:

[image: _images/MASTMLtutorial_run5_3.png]
Feature learning curve:

[image: _images/MASTMLtutorial_run5_4.png]
We can clearly see that, as expected, having more training data will result in better test scores, and adding more features
(up to a certain point) will also result in better fits. Based on these learning curves, one may be able to argue that
additional features should could be used to further lower the error.




          

      

      

    

  

    
      
          
            
  
Hyperparameter optimization

Next, we will consider optimization of the model hyperparameters, in order to use a better optimized model with a
selected feature set to minimize the model errors. To do this, we need to add the HyperOpt section to our input file,
as shown below. Here, we are optimzing our KernelRidge model, specifically its root_mean_squared_error, by using our
RepeatedKFold random leave-out cross-validation scheme. The param_names field provides the parameter names to optimize.
Here, we are optimizing the KernelRidge alpha and gamma parameters. Parameters must be delineated with a semicolon. The
param_values field provides a bound on the values to search over. Here, the minimum value is -5, max is 5, 100 points are
analyzed, and the numerical scaling is logarithmic, meaning it ranges from 10^-5 to 10^5. If “lin” instead of “log” would
have been specified, the scale would be linear with 100 values ranging from -5 to 5.

Example:

[HyperOpt]
    [[GridSearch]]
        estimator = KernelRidge
        cv = RepeatedKFold
        param_names = alpha ; gamma
        param_values = -5 5 100 log float ; -5 5 100 log float
        scoring = root_mean_squared_error





Let’s take a final look at the same full fit and RepeatedKFold random cross-validation tests for this run:

Full-fit:

[image: _images/MASTMLtutorial_run6_1.png]
Random leave out cross-validation:

[image: _images/MASTMLtutorial_run6_2.png]
What we can see is, now that we down-selected features from more than 300 features in the previous run to just 20, along
with optimizing the hyperparameters of our KernelRidge model, our fits are once again improved. The hyperparameter
optimization portion of this workflow outputs the hyperparameter values and cross-validation scores for each step of,
in this case, the GridSearch that we performed. All of this information is saved in the KerenlRidge.csv file in the
GridSearch folder in the results directory tree. For this run, the optimal hyperparameters were alpha = 0.034 and gamma = 0.138




          

      

      

    

  

    
      
          
            
  
Random leave-out versus leave-out-group cross-validation

Here, we will use our selected feature set and optimized KernelRidge hyperparameters from the previous section to do a
new kind of cross-validation test: leave out group (LOG) CV. To do this, you will modify the alpha and gamma values in the
Models section, KernelRidge model in your input file. In addition, you can rename the selected.csv data file to a
new name, for example “example_data_selected.csv”, and use the path to this new data file for this new run, as we
will not be performing feature selection again (to save time).

We will compare these results to the results of LOG cross-validation with the random cross-validation. Our input data file
had a column called “Host element”. This is a natural grouping to use for this problem, as it is interesting to assess our
fits when training on a set of host elements and predicted the values of an entirely new host element set, without having
ever trained on that set. Modify your input file to match what is shown below. Note that we have commented out the sections
that we no longer want with the # symbol. You can either comment out the sections or remove them entirely.

Example:

[GeneralSetup]
    input_features = Auto
    input_target = Reduced barrier (eV)
    randomizer = False
    metrics = Auto
    input_other = Host element, Solute element, predict_Pt
    input_grouping = Host element

#[DataCleaning]
#    cleaning_method = imputation
#    imputation_strategy = mean

#[FeatureGeneration]
#    [[Magpie]]
#        composition_feature = Solute element

[FeatureNormalization]
    [[StandardScaler]]

#[FeatureSelection]
#    [[SequentialFeatureSelector]]
#        estimator = KernelRidge_select
#        k_features = 20

#[LearningCurve]
#    estimator = KernelRidge_learn
#    cv = RepeatedKFold_learn
#    scoring = root_mean_squared_error
#    n_features_to_select = 20
#    selector_name = SelectKBest

[Models]
    [[KernelRidge]]
        kernel = rbf
        alpha = 0.034
        gamma = 0.138
    #[[KernelRidge_select]]
    #    kernel = rbf
    #    alpha = 1
    #    gamma = 1
    #[[KernelRidge_learn]]
    #    kernel = rbf
    #    alpha = 1
    #    gamma = 1

[DataSplits]
    [[NoSplit]]
    [[RepeatedKFold]]
        n_splits = 5
        n_repeats = 2
    #[[RepeatedKFold_learn]]
    #    n_splits = 5
    #    n_repeats = 2
    [[LeaveOneGroupOut]]
        grouping_column = Host element

#[HyperOpt]
#    [[GridSearch]]
#        estimator = KernelRidge
#        cv = RepeatedKFold
#        param_names = alpha ; gamma
#        param_values = -5 5 100 log ; -5 5 100 log
#        scoring = root_mean_squared_error





The main new additions to this input file is under the General Setup section, where the parameter grouping_feature needs
to be added, and the addition of LeaveOutGroup to the DataSplits section.

By doing this run, we can assess the model fits resulting from the random cross-validation and the LOG cross-validation.

Random cross-validation:

[image: _images/MASTMLtutorial_run7_1.png]
LOG cross-validation:

[image: _images/MASTMLtutorial_run7_2.png]
We can immediately see the R-squared and errors are both worse for the LOG cross-validation test compared to the random
cross-validation test. This is likely because the LOG test is a more rigorous test of model extrapolation, because the test
scores in each case are for data for which host elements were never included in the training set. In addition, a minor
effect contributing to the reduced accuracy may be due to the fact that the model hyperparameters were optimized by evaluating
the root mean squared error for a random cross-validation test. If instead the parameters were optimized using the LOG test,
the resulting fits would likely be improved.

There are a couple additional plots that are usual output for a LOG test that are worth drawing attention to. The first
is a plot of each metric test value for each group. This enables one to quickly assess which groups perform better or worse
than others.

[image: _images/MASTMLtutorial_run7_3.png]
In addition, the parity plots for each split are now plotted with symbols denoting each group, which can help assess clustering
of groups and goodness of fit on a per-group basis.

Training on all groups except Ag:

[image: _images/MASTMLtutorial_run7_4.png]
Testing on just Ag as the left-out host element:

[image: _images/MASTMLtutorial_run7_5.png]



          

      

      

    

  

    
      
          
            
  
Making predictions by importing a previously fit model

Here, we are going to import a previously fit model, and use it to predict the migration barriers for
those data points with Pt as the host element.

In your previous run, the LOG test split where the Pt host values were predicted is in the split_12 folder. The parity
plot for Pt test data should look like the below plot for your previous run:

[image: _images/MASTMLtutorial_run8_1.png]
Here, we are going to import the model that was fitted to all the groups except Pt, and use MAST-ML’s data validation function
as detailed above to obtain this same plot, but with using Pt as the validation data and the imported, previously trained model.
If one were to extend this data set to include, for example, U as a host element, any number of previously trained models
could be used to predict the migration barrier values for U. To import this model, save the KernelRidge_split_12.pkl file
from your previous run into the /models/ folder (it is as the the same level as the /tests/ folder in your main MAST-ML
directory). To import this model into your next run, you can create a new field in the Models section, as shown below:

Example:

[Models]
    #[[KernelRidge]]
    #    kernel = rbf
    #    alpha = 0.034
    #    gamma = 0.138
    #[[KernelRidge_select]]
    #    kernel = rbf
    #    alpha = 1
    #    gamma = 1
    #[[KernelRidge_learn]]
    #    kernel = rbf
    #    alpha = 1
    #    gamma = 1
    [[ModelImport]]
        model_path = models/KernelRidge_split_12.pkl





As we are only interested in assessing the fit on Pt for this example, we can change the DataSplits section to only have
the LOG test:

Example:

[DataSplits]
    #[[NoSplit]]
    [[RepeatedKFold]]
        n_splits = 5
        n_repeats = 2
    #[[RepeatedKFold_learn]]
    #    n_splits = 5
    #    n_repeats = 2
    [[LeaveOneGroupOut]]
        grouping_column = Host element





From running this model and inspecting the test data parity plot in split_12 (the folder for Pt group, we obtain this parity plot:

[image: _images/MASTMLtutorial_run8_2.png]
As a comparison, this plot is exactly the same as the above plot from the previous run. This is the expected result, and
demonstrates that the previously fit model was successfully imported and used to predict the Pt values. By inspecting the
other groups, for example split_1, which is for Ag, the R squared and errors indicate a better fit than our previous run.
This better fit is expected, as the model we saved from the previous run contained Ag in the training data, so these predictions
on Ag should be improved (note that this is defeats the purpose of the LOG test, but shows that the trained model we imported
is behaving as expected).




          

      

      

    

  

    
      
          
            
  
Predicting values for new, extrapolated data

As a final example, we are going to use our model to predict the migration barriers for those data points with Pt as the
host element. Your data file already has a column with the title “predict_Pt”, with values equal to 0 in all rows except
where Pt is the host, in which case the value is 1. In the GeneralSetup section of your input file, add the parameter
validation_columns, and have it equal to “predict_Pt”, as shown below. This will make it so that the data with Pt as the
host element will never be involved in the model training. This feature is a convenient way to isolate part of your data,
or some new part of your data, to only function as a validation data set. This way, whenever a model is trained and tested
on the remaining data, an additional prediction will also be calculated, which here is for the Pt host data.

Example:

[GeneralSetup]
    input_features = Auto
    input_target = Reduced barrier (eV)
    randomizer = False
    metrics = Auto
    input_other = Host element, Solute element, predict_Pt
    input_grouping = Host element
    input_testdata = predict_Pt





For this test, let’s run both the random cross-validation and LOG test. As a reminder, we need to un-comment the random
cross-validation test in the DataSplits section:

Example:

[DataSplits]
    #[[NoSplit]]
    [[RepeatedKFold]]
        n_splits = 5
        n_repeats = 2
    #[[RepeatedKFold_learn]]
    #    n_splits = 5
    #    n_repeats = 2
    [[LeaveOneGroupOut]]
        grouping_column = Host element





When running this test, you’ll notice there are fewer splits in the LOG test folder now. This is because Pt is only treated
as a final “validation” or “extrapolation” data set, and is never involved in the training or test set in any split. For
each split in the random and LOG CV tests, there is a “stats.txt” file which is written, which provides the average train, test
and prediction results. The prediction results are for the Pt validation data. Below are screenshots of the stats.txt file
for the random and LOG tests.

Random cross-validation:

[image: _images/MASTMLtutorial_run9_1.png]
LOG cross-validation:

[image: _images/MASTMLtutorial_run9_2.png]
For the random cross-validation, the R-squared and error values are higher for the predict_Pt dataset compared to the
average of the testing datasets. This is to be expected, as Pt is never involved in model training. Further, we can see
that the predictions for predict_Pt are slightly worse in the case of the LOG cross-validation test compared to the
random cross-validation test. This also makes sense, as each training split of the LOG test tends to result in worse
predictive performance (i.e. worse model training), relative to the random cross-validation case, as discussed in the
above test when we compared the results of the random and LOG cross-validation tests.

This concludes the MAST-ML tutorial document! There are some other features of MAST-ML which were not explicitly discussed
in this tutorial, such as forming data clusters. Consult the MAST-ML Input File section of this documentation for a more
in-depth overview of all the possible options for different MAST-ML runs.




          

      

      

    

  

    
      
          
            
  
Code Documentation: Metrics


mastml.metrics Module

This module contains constructors for different model score metrics. Most model metrics are obtained from scikit-learn,
while others are custom variations.

The full list of score functions in scikit-learn can be found at: http://scikit-learn.org/stable/modules/model_evaluation.html


Functions







	adjusted_r2_score(y_true, y_pred[, n_features])

	Method that calculates the adjusted R^2 value



	check_and_fetch_names(metric_names, …)

	Method that checks whether chosen metrics to evaluate models are appropriate for user-specified models (e.g.



	r2_score_fitted(y_true, y_pred)

	Method that calculates the R^2 value



	r2_score_noint(y_true, y_pred)

	Method that calculates the R^2 value without fitting the y-intercept



	rmse_over_stdev(y_true, y_pred[, train_y])

	Method that calculates the root mean squared error (RMSE) of a set of data, divided by the standard deviation of the training data set.



	root_mean_squared_error(y_true, y_pred)

	Method that calculates the root mean squared error (RMSE)











          

      

      

    

  

    
      
          
            
  
adjusted_r2_score


	
mastml.metrics.adjusted_r2_score(y_true, y_pred, n_features=None)[source]

	Method that calculates the adjusted R^2 value


	Args:

	y_true: (numpy array), array of true y data values
y_pred: (numpy array), array of predicted y data values
n_features: (int), number of features used in the fit



	Returns:

	(float): score of adjusted R^2












          

      

      

    

  

    
      
          
            
  
check_and_fetch_names


	
mastml.metrics.check_and_fetch_names(metric_names, is_classification)[source]

	Method that checks whether chosen metrics to evaluate models are appropriate for user-specified models (e.g.
classification vs. regression models)


	Args:

	metric_names: (numpy array), array of true y data values
is_classification: (bool), whether the task is a classification task



	Returns:

	functions (dict): dict containing the appropriate metric objects (e.g. classification vs. regression metrics)












          

      

      

    

  

    
      
          
            
  
r2_score_fitted


	
mastml.metrics.r2_score_fitted(y_true, y_pred)[source]

	Method that calculates the R^2 value


	Args:

	y_true: (numpy array), array of true y data values
y_pred: (numpy array), array of predicted y data values



	Returns:

	(float): score of R^2












          

      

      

    

  

    
      
          
            
  
r2_score_noint


	
mastml.metrics.r2_score_noint(y_true, y_pred)[source]

	Method that calculates the R^2 value without fitting the y-intercept


	Args:

	y_true: (numpy array), array of true y data values
y_pred: (numpy array), array of predicted y data values



	Returns:

	(float): score of R^2 with no y-intercept












          

      

      

    

  

    
      
          
            
  
rmse_over_stdev


	
mastml.metrics.rmse_over_stdev(y_true, y_pred, train_y=None)[source]

	Method that calculates the root mean squared error (RMSE) of a set of data, divided by the standard deviation of
the training data set.


	Args:

	y_true: (numpy array), array of true y data values
y_pred: (numpy array), array of predicted y data values
train_y: (numpy array), array of training y data values



	Returns:

	(float): score of RMSE divided by standard deviation of training data












          

      

      

    

  

    
      
          
            
  
root_mean_squared_error


	
mastml.metrics.root_mean_squared_error(y_true, y_pred)[source]

	Method that calculates the root mean squared error (RMSE)


	Args:

	y_true: (numpy array), array of true y data values
y_pred: (numpy array), array of predicted y data values



	Returns:

	(float): score of RMSE












          

      

      

    

  

    
      
          
            
  
Code Documentation: Configuration file parser


mastml.conf_parser Module

The conf_parser module is used for handling, parsing, and checking MAST-ML input configuration files


Functions







	check_models_mixed(model_names)

	Method used to check whether the user has mixed regression and classification tasks



	fix_types(maybe_list)

	Method that returns true datatype of values passed as string or list of strings, parsed from configuration file



	make_scorer(score_func, *[, …])

	Make a scorer from a performance metric or loss function.



	mybool(string)

	Method that converts a string equal to ‘True’ or ‘False’ into type bool



	parse_conf_file(filepath[, from_dict])

	Method that accepts the filepath of an input configuration file and returns its parsed dictionary











          

      

      

    

  

    
      
          
            
  
fix_types


	
mastml.conf_parser.fix_types(maybe_list)[source]

	Method that returns true datatype of values passed as string or list of strings, parsed from configuration file


	Args:

	maybe_list: (list, str), a list of strings or just a string whose datatype should be e.g. int or list of float



	Returns:

	maybe_list: (list, bool, int, float): a list of items or other data type converted from string to correct data type












          

      

      

    

  

    
      
          
            
  
mybool


	
mastml.conf_parser.mybool(string)[source]

	Method that converts a string equal to ‘True’ or ‘False’ into type bool


	Args:

	string: (str), a string as ‘True’ or ‘False’



	Returns:

	bool: (bool): bool as True or False












          

      

      

    

  

    
      
          
            
  
parse_conf_file


	
mastml.conf_parser.parse_conf_file(filepath, from_dict=False)[source]

	Method that accepts the filepath of an input configuration file and returns its parsed dictionary


	Args:

	filepath: (str), path to config file, or a dict of config values directly



	Returns:

	conf: (dict): dictionary parsed from config file












          

      

      

    

  

    
      
          
            
  
Code Documentation: Data cleaner


mastml.data_cleaner Module

The data_cleaner module is used to clean missing or NaN values from pandas dataframes (e.g. removing NaN, imputation, etc.)


Functions







	columns_with_strings(df)

	Method that ascertains which columns in data contain string entries



	flag_outliers(df, conf_not_input_features, …)

	Method that scans values in each X feature matrix column and flags values that are larger than 3 standard deviations from the average of that column value.



	imputation(df, strategy[, cols_to_leave_out])

	Method that imputes values to the missing places based on the median, mean, etc.



	orth(A[, rcond])

	Construct an orthonormal basis for the range of A using SVD



	ppca(df[, cols_to_leave_out])

	Method that performs a recursive PCA routine to use PCA of known columns to fill in missing values in particular column



	remove(df, axis)

	Method that removes a full column or row of data values if one column or row contains NaN or is blank








Classes







	PPCA()

	Class to perform probabilistic principal component analysis (PPCA) to fill in missing data.



	SimpleImputer(*[, missing_values, strategy, …])

	Imputation transformer for completing missing values.








Class Inheritance Diagram

[image: Inheritance diagram of mastml.data_cleaner.PPCA]








          

      

      

    

  

    
      
          
            
  
columns_with_strings


	
mastml.data_cleaner.columns_with_strings(df)[source]

	Method that ascertains which columns in data contain string entries


	Args:

	df: (dataframe), pandas dataframe containing data



	Returns:

	str_columns: (list), list containing indices of columns containing strings












          

      

      

    

  

    
      
          
            
  
flag_outliers


	
mastml.data_cleaner.flag_outliers(df, conf_not_input_features, savepath, n_stdevs=3)[source]

	Method that scans values in each X feature matrix column and flags values that are larger than 3 standard deviations
from the average of that column value. The index and column values of potentially problematic points are listed and
written to an output file.


	Args:

	df: (dataframe), pandas dataframe containing data



	Returns:

	None, just writes results to file












          

      

      

    

  

    
      
          
            
  
imputation


	
mastml.data_cleaner.imputation(df, strategy, cols_to_leave_out=None)[source]

	Method that imputes values to the missing places based on the median, mean, etc. of the data in the column


	Args:

	df: (dataframe), pandas dataframe containing data
strategy: (str), method of imputation, e.g. median, mean, etc.
cols_to_leave_out: (list), list of column indices to not include in imputation



	Returns:

	df: (dataframe): dataframe with NaN or missing values resolved via imputation












          

      

      

    

  

    
      
          
            
  
ppca


	
mastml.data_cleaner.ppca(df, cols_to_leave_out=None)[source]

	Method that performs a recursive PCA routine to use PCA of known columns to fill in missing values in particular column


	Args:

	df: (dataframe), pandas dataframe containing data
cols_to_leave_out: (list), list of column indices to not include in imputation



	Returns:

	df: (dataframe): dataframe with NaN or missing values resolved via imputation












          

      

      

    

  

    
      
          
            
  
remove


	
mastml.data_cleaner.remove(df, axis)[source]

	Method that removes a full column or row of data values if one column or row contains NaN or is blank


	Args:

	df: (dataframe), pandas dataframe containing data
axis: (int), whether to remove rows (axis=0) or columns (axis=1)



	Returns:

	df: (dataframe): dataframe with NaN or missing values removed












          

      

      

    

  

    
      
          
            
  
PPCA


	
class mastml.data_cleaner.PPCA[source]

	Bases: object

Class to perform probabilistic principal component analysis (PPCA) to fill in missing data.

This PPCA routine was taken directly from https://github.com/allentran/pca-magic. Due to import errors, for ease of use
we have elected to copy the module here. This github repo was last accessed on 8/27/18. The code comprising the PPCA
class below was not developed by and is not owned by the University of Wisconsin-Madison MAST-ML development team.

Methods Summary







	fit(data[, d, tol, min_obs, verbose])

	



	load(fpath)

	



	save(fpath)

	



	transform([data])

	






Methods Documentation


	
fit(data, d=None, tol=0.0001, min_obs=10, verbose=False)[source]

	




	
load(fpath)[source]

	




	
save(fpath)[source]

	




	
transform(data=None)[source]

	










          

      

      

    

  

    
      
          
            
  
Code Documentation: Data loader


mastml.data_loader Module

The data_loader module is used for importing data from user-specified csv or xlsx file to MAST-ML


Functions







	load_data(file_path[, input_features, …])

	Method that accepts the filepath of an input data file and returns a full dataframe and parsed X and y dataframes











          

      

      

    

  

    
      
          
            
  
load_data


	
mastml.data_loader.load_data(file_path, input_features=None, input_target=None, input_grouping=None, feature_blacklist=[])[source]

	Method that accepts the filepath of an input data file and returns a full dataframe and parsed X and y dataframes


	Args:

	file_path: (str), path to data file

input_features: (str), column names to be used as input features (X data). If ‘Auto’, then takes all columns that are not
listed in target_feature or feature_blacklist fields.

target_feature: (str), column name for data to be fit to (y data).

grouping_feature: (str), column names used to group data in user-defined grouping scheme



	Returns:

	df: (dataframe), full dataframe of the input X data (y data is removed)

X: (dataframe), dataframe containing only the X data from the data file

X_noinput: (dataframe), dataframe containing the columns of the original X data that are not used as input features

X_grouped: (dataframe), dataframe containing the columns of hte original X data that correspond to a data grouping scheme

y: (dataframe), dataframe containing only the y data from the data file












          

      

      

    

  

    
      
          
            
  
Code Documentation: Learning curve


mastml.learning_curve Module

This module contains methods to construct learning curves, which evaluate some cross-validation performance metric (e.g. RMSE)
as a function of amount of training data (i.e. a sample learning curve) or as a function of the number of features used
in the fitting (i.e. a feature learning curve).


Functions







	f_regression(X, y, *[, center])

	Univariate linear regression tests.



	feature_learning_curve(X, y, estimator, cv, …)

	Method that calculates data used to plot a feature learning curve, e.g.



	learning_curve(estimator, X, y, *[, groups, …])

	Learning curve.



	sample_learning_curve(X, y, estimator, cv, …)

	Method that calculates data used to plot a sample learning curve, e.g.











          

      

      

    

  

    
      
          
            
  
feature_learning_curve


	
mastml.learning_curve.feature_learning_curve(X, y, estimator, cv, scoring, selector_name, savepath, n_features_to_select=None, Xgroups=None)[source]

	Method that calculates data used to plot a feature learning curve, e.g. the RMSE of a cross-validation routine using a
specified model and a given number of features


	Args:

	X: (numpy array), array of X data values

y: (numpy array), array of y data values

estimator: (scikit-learn model object), a scikit-learn model used for fitting

cv: (scikit-learn cross validation object), a scikit-learn cross validation object to construct train/test splits

scoring: (scikit-learn metric object), a scikit-learn metric to use as a scorer

selector_name: (str), name of a scikit-learn or MAST-ML feature selection routine

n_features_to_select: (int), total number of features to select, i.e. stopping criterion for number of features

Xgroups: (list), list of row indices corresponding to each group



	Returns:

	train_sizes: (numpy array), array of fractions of training data used in learning curve

train_mean: (numpy array), array of means of training data scores for each number of features

test_mean: (numpy array), array of means of testing data scores for each number of features

train_stdev: (numpy array), array of standard deviations of training data scores for each number of features

test_stdev: (numpy array), array of standard deviations of testing data scores for each number of features












          

      

      

    

  

    
      
          
            
  
sample_learning_curve


	
mastml.learning_curve.sample_learning_curve(X, y, estimator, cv, scoring, Xgroups=None)[source]

	Method that calculates data used to plot a sample learning curve, e.g. the RMSE of a cross-validation routine using a
specified model and a given fraction of the total training data


	Args:

	X: (numpy array), array of X data values

y: (numpy array), array of y data values

estimator: (scikit-learn model object), a scikit-learn model used for fitting

cv: (scikit-learn cross validation object), a scikit-learn cross validation object to construct train/test splits

scoring: (scikit-learn metric object), a scikit-learn metric to use as a scorer

Xgroups: (list), list of row indices corresponding to each group



	Returns:

	train_sizes: (numpy array), array of fractions of training data used in learning curve

train_mean: (numpy array), array of means of training data scores for each training data fraction

test_mean: (numpy array), array of means of testing data scores for each training data fraction

train_stdev: (numpy array), array of standard deviations of training data scores for each training data fraction

test_stdev: (numpy array), array of standard deviations of testing data scores for each training data fraction












          

      

      

    

  

    
      
          
            
  
Code Documentation: Clusterers


mastml.legos.clusterers Module

The clusterers module is used for instantiating cluster algorithm objects from scikit-learn.
More information is available at http://scikit-learn.org/stable/modules/classes.html#module-sklearn.cluster





          

      

      

    

  

    
      
          
            
  
Code Documentation: Data splitters


mastml.legos.data_splitters Module

The data_splitters module contains a collection of classes for generating (train_indices, test_indices) pairs from
a dataframe or a numpy array.


	For more information and a list of scikit-learn splitter classes, see:

	http://scikit-learn.org/stable/modules/classes.html#module-sklearn.model_selection






Classes







	BaseEstimator

	Base class for all estimators in scikit-learn.



	Bootstrap(n[, n_bootstraps, train_size, …])

	# Note: Bootstrap taken directly from sklearn Github (https://github.com/scikit-learn/scikit-learn/blob/0.11.X/sklearn/cross_validation.py) # which was necessary as it was later removed from more recent sklearn releases Random sampling with replacement cross-validation iterator Provides train/test indices to split data in train test sets while resampling the input n_bootstraps times: each time a new random split of the data is performed and then samples are drawn (with replacement) on each side of the split to build the training and test sets.



	JustEachGroup()

	Class to train the model on one group at a time and test it on the rest of the data This class wraps scikit-learn’s LeavePGroupsOut with P set to n-1.



	LeaveCloseCompositionsOut([dist_threshold, …])

	Leave-P-out where you exclude materials with compositions close to those the test set



	LeaveOutPercent([percent_leave_out, n_repeats])

	Class to train the model using a certain percentage of data as training data



	NearestNeighbors(*[, n_neighbors, radius, …])

	Unsupervised learner for implementing neighbor searches.



	NoSplit()

	Class to just train the model on the training data and test it on that same data.



	SplittersUnion(splitters)

	Class to take the union of two separate splitting routines, so that many splitting routines can be performed at once



	TransformerMixin

	Mixin class for all transformers in scikit-learn.








Class Inheritance Diagram

[image: Inheritance diagram of mastml.legos.data_splitters.Bootstrap, mastml.legos.data_splitters.JustEachGroup, mastml.legos.data_splitters.LeaveCloseCompositionsOut, mastml.legos.data_splitters.LeaveOutPercent, mastml.legos.data_splitters.NoSplit, mastml.legos.data_splitters.SplittersUnion]













          

      

      

    

  

    
      
          
            
  
Bootstrap


	
class mastml.legos.data_splitters.Bootstrap(n, n_bootstraps=3, train_size=0.5, test_size=None, n_train=None, n_test=None, random_state=0)[source]

	Bases: object

# Note: Bootstrap taken directly from sklearn Github (https://github.com/scikit-learn/scikit-learn/blob/0.11.X/sklearn/cross_validation.py)
# which was necessary as it was later removed from more recent sklearn releases
Random sampling with replacement cross-validation iterator
Provides train/test indices to split data in train test sets
while resampling the input n_bootstraps times: each time a new
random split of the data is performed and then samples are drawn
(with replacement) on each side of the split to build the training
and test sets.
Note: contrary to other cross-validation strategies, bootstrapping
will allow some samples to occur several times in each splits. However
a sample that occurs in the train split will never occur in the test
split and vice-versa.
If you want each sample to occur at most once you should probably
use ShuffleSplit cross validation instead.


	Args:

	
	nint

	Total number of elements in the dataset.



	n_bootstrapsint (default is 3)

	Number of bootstrapping iterations



	train_sizeint or float (default is 0.5)

	If int, number of samples to include in the training split
(should be smaller than the total number of samples passed
in the dataset).
If float, should be between 0.0 and 1.0 and represent the
proportion of the dataset to include in the train split.



	test_sizeint or float or None (default is None)

	If int, number of samples to include in the training set
(should be smaller than the total number of samples passed
in the dataset).
If float, should be between 0.0 and 1.0 and represent the
proportion of the dataset to include in the test split.
If None, n_test is set as the complement of n_train.



	random_stateint or RandomState

	Pseudo number generator state used for random sampling.









Attributes Summary







	indices

	






Methods Summary







	get_n_splits([X, y, groups])

	



	split(X, y[, groups])

	






Attributes Documentation


	
indices = True

	



Methods Documentation


	
get_n_splits(X=None, y=None, groups=None)[source]

	




	
split(X, y, groups=None)[source]

	










          

      

      

    

  

    
      
          
            
  
JustEachGroup


	
class mastml.legos.data_splitters.JustEachGroup[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class to train the model on one group at a time and test it on the rest of the data
This class wraps scikit-learn’s LeavePGroupsOut with P set to n-1. More information is available at:
http://scikit-learn.org/stable/modules/generated/sklearn.model_selection.LeavePGroupsOut.html


	Args:

	None (only object instance)



	Methods:

	get_n_splits: method to calculate the number of splits to perform



	Args:

	groups: (numpy array), array of group labels



	Returns:

	(int), number of unique groups, indicating number of splits to perform








split: method to perform split into train indices and test indices



	Args:

	X: (numpy array), array of X features
y: (numpy array), array of y data
groups: (numpy array), array of group labels



	Returns:

	(numpy array), array of train and test indices












Methods Summary







	get_n_splits([X, y, groups])

	



	split(X, y, groups)

	






Methods Documentation


	
get_n_splits(X=None, y=None, groups=None)[source]

	




	
split(X, y, groups)[source]

	










          

      

      

    

  

    
      
          
            
  
LeaveCloseCompositionsOut


	
class mastml.legos.data_splitters.LeaveCloseCompositionsOut(dist_threshold=0.1, nn_kwargs=None)[source]

	Bases: sklearn.model_selection._split.BaseCrossValidator

Leave-P-out where you exclude materials with compositions close to those the test set

Computes the distance between the element fraction vectors. For example, the \(L_2\)
distance between Al and Cu is \(\sqrt{2}\) and the \(L_1\) distance between Al
and Al0.9Cu0.1 is 0.2.

Consequently, this splitter requires a list of compositions as the input to split rather
than the features.


	Args:

	
	dist_threshold (float): Entries must be farther than this distance to be included in the

	training set



	nn_kwargs (dict): Keyword arguments for the scikit-learn NearestNeighbor class used

	to find nearest points









Methods Summary







	get_n_splits([X, y, groups])

	Returns the number of splitting iterations in the cross-validator



	split(X[, y, groups])

	Generate indices to split data into training and test set.






Methods Documentation


	
get_n_splits(X=None, y=None, groups=None)[source]

	Returns the number of splitting iterations in the cross-validator






	
split(X, y=None, groups=None)[source]

	Generate indices to split data into training and test set.


	Xarray-like of shape (n_samples, n_features)

	Training data, where n_samples is the number of samples
and n_features is the number of features.



	yarray-like of shape (n_samples,)

	The target variable for supervised learning problems.



	groupsarray-like of shape (n_samples,), default=None

	Group labels for the samples used while splitting the dataset into
train/test set.






	trainndarray

	The training set indices for that split.



	testndarray

	The testing set indices for that split.
















          

      

      

    

  

    
      
          
            
  
LeaveOutPercent


	
class mastml.legos.data_splitters.LeaveOutPercent(percent_leave_out=0.2, n_repeats=5)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class to train the model using a certain percentage of data as training data


	Args:

	percent_leave_out (float): fraction of data to use in training (must be > 0 and < 1)

n_repeats (int): number of repeated splits to perform (must be >= 1)



	Methods:

	get_n_splits: method to return the number of splits to perform



	Args:

	groups: (numpy array), array of group labels



	Returns:

	(int), number of unique groups, indicating number of splits to perform








split: method to perform split into train indices and test indices



	Args:

	X: (numpy array), array of X features
y: (numpy array), array of y data
groups: (numpy array), array of group labels



	Returns:

	(numpy array), array of train and test indices












Methods Summary







	get_n_splits([X, y, groups])

	



	split(X, y[, groups])

	






Methods Documentation


	
get_n_splits(X=None, y=None, groups=None)[source]

	




	
split(X, y, groups=None)[source]

	










          

      

      

    

  

    
      
          
            
  
NoSplit


	
class mastml.legos.data_splitters.NoSplit[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class to just train the model on the training data and test it on that same data. Sometimes referred to as a “Full fit”
or a “Single fit”, equivalent to just plotting y vs. x.


	Args:

	None (only object instance)



	Methods:

	get_n_splits: method to calculate the number of splits to perform



	Args:

	None



	Returns:

	(int), always 1 as only a single split is performed








split: method to perform split into train indices and test indices



	Args:

	X: (numpy array), array of X features



	Returns:

	(numpy array), array of train and test indices (all data used as train and test for NoSplit)












Methods Summary







	get_n_splits([X, y, groups])

	



	split(X, y[, groups])

	






Methods Documentation


	
get_n_splits(X=None, y=None, groups=None)[source]

	




	
split(X, y, groups=None)[source]

	










          

      

      

    

  

    
      
          
            
  
SplittersUnion


	
class mastml.legos.data_splitters.SplittersUnion(splitters)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class to take the union of two separate splitting routines, so that many splitting routines can be performed at once


	Args:

	splitters: (list), a list of scikit-learn splitter objects



	Methods:

	get_n_splits: method to calculate the number of splits to perform across all splitters



	Args:

	X: (numpy array), array of X features
y: (numpy array), array of y data
groups: (numpy array), array of group labels



	Returns:

	(int), number of total splits to be conducted








split: method to perform split into train indices and test indices



	Args:

	X: (numpy array), array of X features
y: (numpy array), array of y data
groups: (numpy array), array of group labels



	Returns:

	(numpy array), array of train and test indices












Methods Summary







	get_n_splits(X, y[, groups])

	



	split(X, y[, groups])

	






Methods Documentation


	
get_n_splits(X, y, groups=None)[source]

	




	
split(X, y, groups=None)[source]

	










          

      

      

    

  

    
      
          
            
  
Code Documentation: Utils


mastml.utils Module

The utils module contains a collection of miscellaneous methods and error handling used throughout MAST-ML


Functions







	activate_logging(savepath, paths[, …])

	Method to create MAST-ML logger file



	ceil

	Return the ceiling of x as an Integral.



	floor

	Return the floor of x as an Integral.



	join(a, *p)

	Join two or more pathname components, inserting ‘/’ as needed.



	log(x, [base=math.e])

	Return the logarithm of x to the given base.



	log_header(paths, log)

	Method to create header for MAST-ML logger



	nice_range(lower, upper)

	Method to create a range of values, including the specified start and end points, with nicely spaced intervals



	verbosalize_logger(log, verbosity)

	








Classes







	BetweenFilter(min_level, max_level)

	Class to aid in handling logger display levels



	ConfError

	Class representing error in input configuration file



	FileNotFoundError

	Class representing error raised when a needed file cannot be found



	FiletypeError

	Class representing error raised when an improper file extension is used



	InvalidConfParameters

	Class representing error raised when you have invalid input configuration file parameters



	InvalidConfSection

	Class representing error raised when an invalid section name is present in the input configuration file



	InvalidConfSubSection

	Class representing error raised when an invalid subsection name is present in the input configuration file



	InvalidModel

	Class representing error when model does not exist



	InvalidValue

	Class representing error raised when an invalid value has been used



	MastError

	Base class for MAST-ML specific errors that should be shown to the user



	MissingColumnError

	Class representing error raised when your csv doesn’t have the specified column



	defaultdict

	defaultdict(default_factory[, …]) –> dict with default factory








Class Inheritance Diagram

[image: Inheritance diagram of mastml.utils.BetweenFilter, mastml.utils.ConfError, mastml.utils.FileNotFoundError, mastml.utils.FiletypeError, mastml.utils.InvalidConfParameters, mastml.utils.InvalidConfSection, mastml.utils.InvalidConfSubSection, mastml.utils.InvalidModel, mastml.utils.InvalidValue, mastml.utils.MastError, mastml.utils.MissingColumnError]


















          

      

      

    

  

    
      
          
            
  
activate_logging


	
mastml.utils.activate_logging(savepath, paths, logger_name='mastml', to_screen=True, to_file=True, verbosity=0)[source]

	Method to create MAST-ML logger file

Args:


savepath: (str), string specifying the save path

paths: (list), list containing strings of path locations for config file, data file, and results folder

logger_name: (str), name of logger file

to_screen: (bool), whether or not to write the log contents to the screen during a run

to_file: (bool), whether or not to write the log contents to a file in the savepath

verbosity: (int), controls the amount of output produced in the logger. Accepted values:


0 shows everything

-1 hides debug

-2 hides info (so no stdout except print)

-3 hides warning

-4 hides error

-5 hides all output







Returns:


None











          

      

      

    

  

    
      
          
            
  
log_header


	
mastml.utils.log_header(paths, log)[source]

	Method to create header for MAST-ML logger

Args:


paths: (list), list containing strings of path locations for config file, data file, and results folder

log: (logging object), a python log




Returns:


None











          

      

      

    

  

    
      
          
            
  
nice_range


	
mastml.utils.nice_range(lower, upper)[source]

	Method to create a range of values, including the specified start and end points, with nicely spaced intervals

Args:


lower: (float or int), lower bound of range to create

upper: (float or int), upper bound of range to create




Returns:


(list), list of numerical values in established range











          

      

      

    

  

    
      
          
            
  
verbosalize_logger


	
mastml.utils.verbosalize_logger(log, verbosity)[source]

	






          

      

      

    

  

    
      
          
            
  
BetweenFilter


	
class mastml.utils.BetweenFilter(min_level, max_level)[source]

	Bases: object

Class to aid in handling logger display levels

Args:


min_level: (int), minimum verbosity level

max_level: (int), maximum verbosity level




Methods:


filter: Method to return logging level of logging.logRecord object


Args:


logRecord: (python logging.logRecord object)




Returns:


(int) logging level of logging.logRecord object, which is between the min and max provided levels










Methods Summary







	filter(logRecord)

	






Methods Documentation


	
filter(logRecord)[source]

	










          

      

      

    

  

    
      
          
            
  
ConfError


	
exception mastml.utils.ConfError[source]

	Class representing error in input configuration file








          

      

      

    

  

    
      
          
            
  
FileNotFoundError


	
exception mastml.utils.FileNotFoundError[source]

	Class representing error raised when a needed file cannot be found








          

      

      

    

  

    
      
          
            
  
FiletypeError


	
exception mastml.utils.FiletypeError[source]

	Class representing error raised when an improper file extension is used








          

      

      

    

  

    
      
          
            
  
InvalidConfParameters


	
exception mastml.utils.InvalidConfParameters[source]

	Class representing error raised when you have invalid input configuration file parameters








          

      

      

    

  

    
      
          
            
  
InvalidConfSection


	
exception mastml.utils.InvalidConfSection[source]

	Class representing error raised when an invalid section name is present in the input configuration file








          

      

      

    

  

    
      
          
            
  
InvalidConfSubSection


	
exception mastml.utils.InvalidConfSubSection[source]

	Class representing error raised when an invalid subsection name is present in the input configuration file








          

      

      

    

  

    
      
          
            
  
InvalidModel


	
exception mastml.utils.InvalidModel[source]

	Class representing error when model does not exist








          

      

      

    

  

    
      
          
            
  
InvalidValue


	
exception mastml.utils.InvalidValue[source]

	Class representing error raised when an invalid value has been used








          

      

      

    

  

    
      
          
            
  
MastError


	
exception mastml.utils.MastError[source]

	Base class for MAST-ML specific errors that should be shown to the user








          

      

      

    

  

    
      
          
            
  
MissingColumnError


	
exception mastml.utils.MissingColumnError[source]

	Class representing error raised when your csv doesn’t have the specified column








          

      

      

    

  

    
      
          
            
  
Code Documentation: MAST-ML Driver


mastml.mastml_driver Module

Main MAST-ML module responsible for executing the workflow of a MAST-ML run


Functions







	check_paths(conf_path, data_path, outdir)

	This method is responsible for error handling of the user-specified paths for the configuration file, data file, and output directory.



	clone(estimator, *[, safe])

	Constructs a new unfitted estimator with the same parameters.



	deepcopy(x[, memo, _nil])

	Deep copy operation on arbitrary Python objects.



	get_commandline_args()

	This method is responsible for parsing and checking the command-line execution of MAST-ML inputted by the user.



	join(a, *p)

	Join two or more pathname components, inserting ‘/’ as needed.



	main(conf_path, data_path[, outdir, verbosity])

	This method is responsible for setting up the initial stage of the MAST-ML run, such as parsing input directories to designate where data will be imported and results saved to, as well as creation of the MAST-ML run log.



	make_scorer(score_func, *[, …])

	Make a scorer from a performance metric or loss function.



	mastml_run(conf_path, data_path, outdir)

	This method is responsible for conducting the main MAST-ML run workflow



	reduce(function, sequence[, initial])

	Apply a function of two arguments cumulatively to the items of a sequence, from left to right, so as to reduce the sequence to a single value.











          

      

      

    

  

    
      
          
            
  
check_paths


	
mastml.mastml_driver.check_paths(conf_path, data_path, outdir)[source]

	This method is responsible for error handling of the user-specified paths for the configuration file, data file,
and output directory.

Args:


conf_path: (str), the path supplied by the user which contains the input configuration file

data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

outdir: (str), the path supplied by the user which determines where the output results are saved to




Returns:


conf_path: (str), the path supplied by the user which contains the input configuration file

data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

outdir: (str), the path supplied by the user which determines where the output results are saved to











          

      

      

    

  

    
      
          
            
  
get_commandline_args


	
mastml.mastml_driver.get_commandline_args()[source]

	This method is responsible for parsing and checking the command-line execution of MAST-ML inputted by the user.

Args:


None




Returns:


(str), the path supplied by the user which contains the input configuration file

(str), the path supplied by the user which contains the input data file (as CSV or XLSX)

(str), the path supplied by the user which determines where the output results are saved to

verbosity: (int), the verbosity level of the MAST-ML log, which determines the amount of information writtent to the log.











          

      

      

    

  

    
      
          
            
  
main


	
mastml.mastml_driver.main(conf_path, data_path, outdir='/home/docs/checkouts/readthedocs.org/user_builds/mastmldocs/checkouts/version_2.0/docs/source/results_mastml_run', verbosity=0)[source]

	This method is responsible for setting up the initial stage of the MAST-ML run, such as parsing input directories to
designate where data will be imported and results saved to, as well as creation of the MAST-ML run log.

Args:


conf_path: (str), the path supplied by the user which contains the input configuration file

data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

outdir: (str), the path supplied by the user which determines where the output results are saved to

verbosity: (int), the verbosity level of the MAST-ML log, which determines the amount of information written to the log.




Returns:


outdir: (str), the path supplied by the user which determines where the output results are saved to (needed by other calls in MAST-ML)











          

      

      

    

  

    
      
          
            
  
mastml_run


	
mastml.mastml_driver.mastml_run(conf_path, data_path, outdir)[source]

	This method is responsible for conducting the main MAST-ML run workflow

Args:


conf_path: (str), the path supplied by the user which contains the input configuration file

data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

outdir: (str), the path supplied by the user which determines where the output results are saved to




Returns:


None











          

      

      

    

  

    
      
          
            
  
Code Documentation: Plot Helper


mastml.plot_helper Module

This module contains a collection of functions which make plots (saved as png files) using matplotlib, generated from
some model fits and cross-validation evaluation within a MAST-ML run.

This module also contains a method to create python notebooks containing plotted data and the relevant source code from
this module, to enable the user to make their own modifications to the created plots in a straightforward way (useful for
tweaking plots for a presentation or publication).


Functions







	auc(x, y)

	Compute Area Under the Curve (AUC) using the trapezoidal rule.



	ceil

	Return the ceiling of x as an Integral.



	confusion_matrix(y_true, y_pred, *[, …])

	Compute confusion matrix to evaluate the accuracy of a classification.



	figaspect(arg)

	Calculate the width and height for a figure with a specified aspect ratio.



	floor

	Return the floor of x as an Integral.



	get_divisor(high, low)

	Method to obtain a sensible divisor based on range of two values



	get_histogram_bins(y_df)

	Method to obtain the number of bins to use when plotting a histogram



	ipynb_maker(plot_func)

	This method creates Jupyter Notebooks so user can modify and regenerate the plots produced by MAST-ML.



	join(a, *p)

	Join two or more pathname components, inserting ‘/’ as needed.



	log(x, [base=math.e])

	Return the logarithm of x to the given base.



	make_axes_locatable(axes)

	



	make_axis_same(ax, max1, min1)

	Method to make the x and y ticks for each axis the same.



	make_error_plots(run, path, …[, groups])

	



	make_fig_ax([aspect_ratio, x_align, left])

	Method to make matplotlib figure and axes objects.



	make_fig_ax_square([aspect, aspect_ratio])

	Method to make square shaped matplotlib figure and axes objects.



	make_train_test_plots(run, path, …[, groups])

	General plotting method used to execute sequence of specific plots of train-test data analysis



	mark_inset(parent_axes, inset_axes, loc1, …)

	Draw a box to mark the location of an area represented by an inset axes.



	nice_mean(ls)

	Method to return mean of a list or equivalent array with NaN values



	nice_names()

	



	nice_range(lower, upper)

	Method to create a range of values, including the specified start and end points, with nicely spaced intervals



	nice_std(ls)

	Method to return standard deviation of a list or equivalent array with NaN values



	parse_error_data(dataset_stdev, …)

	



	plot_1d_heatmap(xs, heats, savepath[, …])

	Method to plot a heatmap for values of a single variable; used for plotting GridSearch results in hyperparameter optimization.



	plot_2d_heatmap(xs, ys, heats, savepath[, …])

	Method to plot a heatmap for values of two variables; used for plotting GridSearch results in hyperparameter optimization.



	plot_3d_heatmap(xs, ys, zs, heats, savepath)

	Method to plot a heatmap for values of three variables; used for plotting GridSearch results in hyperparameter optimization.



	plot_average_cumulative_normalized_error(…)

	Method to plot the cumulative normalized residual errors of a model prediction



	plot_average_normalized_error(y_true, …[, …])

	Method to plot the normalized residual errors of a model prediction



	plot_best_worst_per_point(y_true, …[, …])

	Method to create a parity plot (predicted vs.



	plot_best_worst_split(y_true, best_run, …)

	Method to create a parity plot (predicted vs.



	plot_confusion_matrix(y_true, y_pred, …[, …])

	Method used to generate a confusion matrix for a classification run.



	plot_cumulative_normalized_error(y_true, …)

	Method to plot the cumulative normalized residual errors of a model prediction



	plot_keras_history(model_history, savepath, …)

	



	plot_learning_curve(train_sizes, train_mean, …)

	Method used to plot both data and feature learning curves



	plot_learning_curve_convergence(train_sizes, …)

	Method used to plot both the convergence of data and feature learning curves as a function of amount of data or features



	plot_metric_vs_group(metric, groups, stats, …)

	Method to plot the value of a particular calculated metric (e.g.



	plot_metric_vs_group_size(metric, groups, …)

	Method to plot the value of a particular calculated metric (e.g.



	plot_normalized_error(y_true, y_pred, …[, …])

	Method to plot the normalized residual errors of a model prediction



	plot_precision_recall_curve(y_true, y_pred, …)

	Method to calculate and plot the precision-recall curve for classification model results



	plot_predicted_vs_true(train_quad, …)

	Method to create a parity plot (predicted vs.



	plot_predicted_vs_true_bars(y_true, …[, …])

	Method to calculate parity plot (predicted vs.



	plot_real_vs_predicted_error(y_true, …)

	



	plot_residuals_histogram(y_true, y_pred, …)

	Method to calculate and plot the histogram of residuals from regression model



	plot_roc_curve(y_true, y_pred, savepath)

	Method to calculate and plot the receiver-operator characteristic curve for classification model results



	plot_scatter(x, y, savepath[, groups, …])

	Method to create a general scatter plot



	plot_stats(fig, stats[, x_align, y_align, …])

	Method that prints stats onto the plot.



	plot_target_histogram(y_df, savepath[, …])

	Method to plot the histogram of true y values



	precision_recall_curve(y_true, probas_pred, *)

	Compute precision-recall pairs for different probability thresholds.



	prediction_intervals(model, X, …)

	Method to calculate prediction intervals when using Random Forest and Gaussian Process regression models.



	r2_score(y_true, y_pred, *[, sample_weight, …])

	R^2 (coefficient of determination) regression score function.



	recursive_max(arr)

	Method to recursively find the max value of an array of iterables.



	recursive_max_and_min(arr)

	Method to recursively return max and min of values or iterables in array



	recursive_min(arr)

	Method to recursively find the min value of an array of iterables.



	roc_curve(y_true, y_score, *[, pos_label, …])

	Compute Receiver operating characteristic (ROC).



	round_down(num, divisor)

	Method to return a rounded down number



	round_up(num, divisor)

	Method to return a rounded up number



	rounder(delta)

	Method to obtain number of decimal places to report on plots



	stat_to_string(name, value, nice_names)

	Method that converts a metric object into a string for displaying on a plot



	trim_array(arr_list)

	Method used to trim a set of arrays to make all arrays the same shape



	wraps(wrapped[, assigned, updated])

	Decorator factory to apply update_wrapper() to a wrapper function



	zoomed_inset_axes(parent_axes, zoom[, loc, …])

	Create an anchored inset axes by scaling a parent axes.











          

      

      

    

  

    
      
          
            
  
get_divisor


	
mastml.plot_helper.get_divisor(high, low)[source]

	Method to obtain a sensible divisor based on range of two values

Args:


high: (float), a max data value

low: (float), a min data value




Returns:


divisor: (float), a number used to make sensible axis ticks











          

      

      

    

  

    
      
          
            
  
get_histogram_bins


	
mastml.plot_helper.get_histogram_bins(y_df)[source]

	Method to obtain the number of bins to use when plotting a histogram

Args:


y_df: (pandas Series or numpy array), array of y data used to construct histogram




Returns:


num_bins: (int), the number of bins to use when plotting a histogram











          

      

      

    

  

    
      
          
            
  
ipynb_maker


	
mastml.plot_helper.ipynb_maker(plot_func)[source]

	This method creates Jupyter Notebooks so user can modify and regenerate the plots produced by MAST-ML.

Args:


plot_func: (plot_helper method), a plotting method contained in plot_helper.py which contains the

@ipynb_maker decorator




Returns:


(plot_helper method), the same plot_func as used as input, but after having written the Jupyter notebook with source code to create plot











          

      

      

    

  

    
      
          
            
  
make_axis_same


	
mastml.plot_helper.make_axis_same(ax, max1, min1)[source]

	Method to make the x and y ticks for each axis the same. Useful for parity plots

Args:


ax: (matplotlib axis object), a matplotlib axes object

max1: (float), the maximum value of a particular axis

min1: (float), the minimum value of a particular axis




Returns:


None











          

      

      

    

  

    
      
          
            
  
make_error_plots


	
mastml.plot_helper.make_error_plots(run, path, is_classification, label, model, train_X, test_X, rf_error_method, rf_error_percentile, is_validation, validation_column_name, validation_X, groups=None)[source]

	






          

      

      

    

  

    
      
          
            
  
make_fig_ax


	
mastml.plot_helper.make_fig_ax(aspect_ratio=0.5, x_align=0.65, left=0.1)[source]

	Method to make matplotlib figure and axes objects. Using Object Oriented interface from https://matplotlib.org/gallery/api/agg_oo_sgskip.html

Args:


aspect_ratio: (float), aspect ratio for figure and axes creation

x_align: (float), x position to draw edge of figure. Needed so can display stats alongside plot

left: (float), the leftmost position to draw edge of figure




Returns:


fig: (matplotlib fig object), a matplotlib figure object with the specified aspect ratio

ax: (matplotlib ax object), a matplotlib axes object with the specified aspect ratio











          

      

      

    

  

    
      
          
            
  
make_fig_ax_square


	
mastml.plot_helper.make_fig_ax_square(aspect='equal', aspect_ratio=1)[source]

	Method to make square shaped matplotlib figure and axes objects. Using Object Oriented interface from

https://matplotlib.org/gallery/api/agg_oo_sgskip.html

Args:


aspect: (str), ‘equal’ denotes x and y aspect will be equal (i.e. square)

aspect_ratio: (float), aspect ratio for figure and axes creation




Returns:


fig: (matplotlib fig object), a matplotlib figure object with the specified aspect ratio

ax: (matplotlib ax object), a matplotlib axes object with the specified aspect ratio











          

      

      

    

  

    
      
          
            
  
make_train_test_plots


	
mastml.plot_helper.make_train_test_plots(run, path, is_classification, label, model, train_X, test_X, groups=None)[source]

	General plotting method used to execute sequence of specific plots of train-test data analysis

Args:


run: (dict), a particular split_result from masml_driver

path: (str), path to save the generated plots and analysis of split_result designated in ‘run’

is_classification: (bool), whether or not the analysis is a classification task

label: (str), name of the y data variable being fit

model: (scikit-learn model object), a scikit-learn model/estimator

train_X: (numpy array), array of X features used in training

test_X: (numpy array), array of X features used in testing

groups: (numpy array), array of group names




Returns:


None











          

      

      

    

  

    
      
          
            
  
nice_mean


	
mastml.plot_helper.nice_mean(ls)[source]

	Method to return mean of a list or equivalent array with NaN values

Args:


ls: (list), list of values




Returns:


(numpy array), array containing mean of list of values or NaN if list has no values











          

      

      

    

  

    
      
          
            
  
nice_names


	
mastml.plot_helper.nice_names()[source]

	






          

      

      

    

  

    
      
          
            
  
nice_range


	
mastml.plot_helper.nice_range(lower, upper)[source]

	Method to create a range of values, including the specified start and end points, with nicely spaced intervals

Args:


lower: (float or int), lower bound of range to create

upper: (float or int), upper bound of range to create




Returns:


(list), list of numerical values in established range











          

      

      

    

  

    
      
          
            
  
nice_std


	
mastml.plot_helper.nice_std(ls)[source]

	Method to return standard deviation of a list or equivalent array with NaN values

Args:


ls: (list), list of values




Returns:


(numpy array), array containing standard deviation of list of values or NaN if list has no values











          

      

      

    

  

    
      
          
            
  
parse_error_data


	
mastml.plot_helper.parse_error_data(dataset_stdev, path_to_test, data_test_type)[source]

	






          

      

      

    

  

    
      
          
            
  
plot_1d_heatmap


	
mastml.plot_helper.plot_1d_heatmap(xs, heats, savepath, xlabel='x', heatlabel='heats')[source]

	Method to plot a heatmap for values of a single variable; used for plotting GridSearch results in hyperparameter optimization.

Args:


xs: (numpy array), array of first variable values to plot heatmap against

heats: (numpy array), array of heat values to plot

savepath: (str), path to save the 1D heatmap to

xlabel: (str), the x-axis label

heatlabel: (str), the heat value axis label











          

      

      

    

  

    
      
          
            
  
plot_2d_heatmap


	
mastml.plot_helper.plot_2d_heatmap(xs, ys, heats, savepath, xlabel='x', ylabel='y', heatlabel='heat')[source]

	Method to plot a heatmap for values of two variables; used for plotting GridSearch results in hyperparameter optimization.

Args:


xs: (numpy array), array of first variable values to plot heatmap against

ys: (numpy array), array of second variable values to plot heatmap against

heats: (numpy array), array of heat values to plot

savepath: (str), path to save the 2D heatmap to

xlabel: (str), the x-axis label

ylabel: (str), the y-axis label

heatlabel: (str), the heat value axis label











          

      

      

    

  

    
      
          
            
  
plot_3d_heatmap


	
mastml.plot_helper.plot_3d_heatmap(xs, ys, zs, heats, savepath, xlabel='x', ylabel='y', zlabel='z', heatlabel='heat')[source]

	Method to plot a heatmap for values of three variables; used for plotting GridSearch results in hyperparameter optimization.

Args:


xs: (numpy array), array of first variable values to plot heatmap against

ys: (numpy array), array of second variable values to plot heatmap against

zs: (numpy array), array of third variable values to plot heatmap against

heats: (numpy array), array of heat values to plot

savepath: (str), path to save the 2D heatmap to

xlabel: (str), the x-axis label

ylabel: (str), the y-axis label

zlabel: (str), the z-axis label

heatlabel: (str), the heat value axis label











          

      

      

    

  

    
      
          
            
  
plot_average_cumulative_normalized_error


	
mastml.plot_helper.plot_average_cumulative_normalized_error(y_true, y_pred, savepath, has_model_errors, err_avg=None)[source]

	Method to plot the cumulative normalized residual errors of a model prediction

Args:


y_true: (numpy array), array containing the true y data values

y_pred: (numpy array), array containing the predicted y data values

savepath: (str), path to save the plotted cumulative normalized error plot

model: (scikit-learn model/estimator object), a scikit-learn model object

X: (numpy array), array of X features

avg_stats: (dict), dict of calculated average metrics over all CV splits




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_average_normalized_error


	
mastml.plot_helper.plot_average_normalized_error(y_true, y_pred, savepath, has_model_errors, err_avg=None)[source]

	Method to plot the normalized residual errors of a model prediction

Args:


y_true: (numpy array), array containing the true y data values

y_pred: (numpy array), array containing the predicted y data values

savepath: (str), path to save the plotted normalized error plot

model: (scikit-learn model/estimator object), a scikit-learn model object

X: (numpy array), array of X features

avg_stats: (dict), dict of calculated average metrics over all CV splits




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_best_worst_per_point


	
mastml.plot_helper.plot_best_worst_per_point(y_true, y_pred_list, savepath, metrics_dict, avg_stats, title='best worst per point', label='target_value')[source]

	Method to create a parity plot (predicted vs. true values) of the set of best and worst CV scores for each

individual data point.

Args:


y_true: (numpy array), array of true y data

y_pred_list: (list), list of numpy arrays containing predicted y data for each CV split

savepath: (str), path to save plots to

metrics_dict: (dict), dict of scikit-learn metric objects to calculate score of predicted vs. true values

avg_stats: (dict), dict of calculated average metrics over all CV splits

title: (str), title of the best_worst_per_point plot

label: (str), label used for axis labeling




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_best_worst_split


	
mastml.plot_helper.plot_best_worst_split(y_true, best_run, worst_run, savepath, title='Best Worst Overlay', label='target_value')[source]

	Method to create a parity plot (predicted vs. true values) of just the best scoring and worst scoring CV splits

Args:


y_true: (numpy array), array of true y data

best_run: (dict), the best scoring split_result from mastml_driver

worst_run: (dict), the worst scoring split_result from mastml_driver

savepath: (str), path to save plots to

title: (str), title of the best_worst_split plot

label: (str), label used for axis labeling




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_confusion_matrix


	
mastml.plot_helper.plot_confusion_matrix(y_true, y_pred, savepath, stats, normalize=False, title='Confusion matrix', cmap=<matplotlib.colors.LinearSegmentedColormap object>)[source]

	Method used to generate a confusion matrix for a classification run. Additional information can be found
at: http://scikit-learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html

Args:


y_true: (numpy array), array containing the true y data values

y_pred: (numpy array), array containing the predicted y data values

savepath: (str), path to save the plotted confusion matrix

stats: (dict), dict of training or testing statistics for a particular run

normalize: (bool), whether or not to normalize data output as truncated float vs. double

title: (str), title of the confusion matrix plot

cmap: (matplotlib colormap), the color map to use for confusion matrix plotting




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_cumulative_normalized_error


	
mastml.plot_helper.plot_cumulative_normalized_error(y_true, y_pred, savepath, model, rf_error_method, rf_error_percentile, X=None, Xtrain=None, Xtest=None)[source]

	Method to plot the cumulative normalized residual errors of a model prediction

Args:


y_true: (numpy array), array containing the true y data values

y_pred: (numpy array), array containing the predicted y data values

savepath: (str), path to save the plotted cumulative normalized error plot

model: (scikit-learn model/estimator object), a scikit-learn model object

X: (numpy array), array of X features

avg_stats: (dict), dict of calculated average metrics over all CV splits




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_keras_history


	
mastml.plot_helper.plot_keras_history(model_history, savepath, plot_type)[source]

	






          

      

      

    

  

    
      
          
            
  
plot_learning_curve


	
mastml.plot_helper.plot_learning_curve(train_sizes, train_mean, test_mean, train_stdev, test_stdev, score_name, learning_curve_type, savepath='data_learning_curve')[source]

	Method used to plot both data and feature learning curves

Args:


train_sizes: (numpy array), array of x-axis values, such as fraction of data used or number of features

train_mean: (numpy array), array of training data mean values, averaged over some type/number of CV splits

test_mean: (numpy array), array of test data mean values, averaged over some type/number of CV splits

train_stdev: (numpy array), array of training data standard deviation values, from some type/number of CV splits

test_stdev: (numpy array), array of test data standard deviation values, from some type/number of CV splits

score_name: (str), type of score metric for learning curve plotting; used in y-axis label

learning_curve_type: (str), type of learning curve employed: ‘sample_learning_curve’ or ‘feature_learning_curve’

savepath: (str), path to save the plotted learning curve to




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_learning_curve_convergence


	
mastml.plot_helper.plot_learning_curve_convergence(train_sizes, test_mean, score_name, learning_curve_type, savepath)[source]

	Method used to plot both the convergence of data and feature learning curves as a function of amount of data or features

used, respectively.

Args:


train_sizes: (numpy array), array of x-axis values, such as fraction of data used or number of features

test_mean: (numpy array), array of test data mean values, averaged over some type/number of CV splits

score_name: (str), type of score metric for learning curve plotting; used in y-axis label

learning_curve_type: (str), type of learning curve employed: ‘sample_learning_curve’ or ‘feature_learning_curve’

savepath: (str), path to save the plotted convergence learning curve to




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_metric_vs_group


	
mastml.plot_helper.plot_metric_vs_group(metric, groups, stats, avg_stats, savepath)[source]

	Method to plot the value of a particular calculated metric (e.g. RMSE, R^2, etc) for each data group

Args:


metric: (str), name of a calculation metric

groups: (numpy array), array of group names

stats: (dict), dict of training or testing statistics for a particular run

avg_stats: (dict), dict of calculated average metrics over all CV splits

savepath: (str), path to save plots to




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_metric_vs_group_size


	
mastml.plot_helper.plot_metric_vs_group_size(metric, groups, stats, avg_stats, savepath)[source]

	Method to plot the value of a particular calculated metric (e.g. RMSE, R^2, etc) as a function of the size of each group.

Args:


metric: (str), name of a calculation metric

groups: (numpy array), array of group names

stats: (dict), dict of training or testing statistics for a particular run

avg_stats: (dict), dict of calculated average metrics over all CV splits

savepath: (str), path to save plots to




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_normalized_error


	
mastml.plot_helper.plot_normalized_error(y_true, y_pred, savepath, model, rf_error_method, rf_error_percentile, X=None, Xtrain=None, Xtest=None)[source]

	Method to plot the normalized residual errors of a model prediction

Args:


y_true: (numpy array), array containing the true y data values

y_pred: (numpy array), array containing the predicted y data values

savepath: (str), path to save the plotted normalized error plot

model: (scikit-learn model/estimator object), a scikit-learn model object

X: (numpy array), array of X features

avg_stats: (dict), dict of calculated average metrics over all CV splits




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_precision_recall_curve


	
mastml.plot_helper.plot_precision_recall_curve(y_true, y_pred, savepath)[source]

	Method to calculate and plot the precision-recall curve for classification model results

Args:


y_true: (numpy array), array of true y data values

y_pred: (numpy array), array of predicted y data values

savepath: (str), path to save the plotted precision-recall curve




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_predicted_vs_true


	
mastml.plot_helper.plot_predicted_vs_true(train_quad, test_quad, outdir, label)[source]

	Method to create a parity plot (predicted vs. true values)

Args:


train_quad: (tuple), tuple containing 4 numpy arrays: true training y data, predicted training y data,

training metric data, and groups used in training

test_quad: (tuple), tuple containing 4 numpy arrays: true test y data, predicted test y data,

testing metric data, and groups used in testing

outdir: (str), path to save plots to

label: (str), label used for axis labeling




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_predicted_vs_true_bars


	
mastml.plot_helper.plot_predicted_vs_true_bars(y_true, y_pred_list, avg_stats, savepath, title='best worst with bars', label='target_value', groups=None)[source]

	Method to calculate parity plot (predicted vs. true) of average predictions, averaged over all CV splits, with error

bars on each point corresponding to the standard deviation of the predicted values over all CV splits.

Args:


y_true: (numpy array), array of true y data

y_pred_list: (list), list of numpy arrays containing predicted y data for each CV split

avg_stats: (dict), dict of calculated average metrics over all CV splits

savepath: (str), path to save plots to

title: (str), title of the best_worst_per_point plot

label: (str), label used for axis labeling




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_real_vs_predicted_error


	
mastml.plot_helper.plot_real_vs_predicted_error(y_true, savepath, model, data_test_type)[source]

	






          

      

      

    

  

    
      
          
            
  
plot_residuals_histogram


	
mastml.plot_helper.plot_residuals_histogram(y_true, y_pred, savepath, stats, title='residuals histogram', label='residuals')[source]

	Method to calculate and plot the histogram of residuals from regression model

Args:


y_true: (numpy array), array of true y data values

y_pred: (numpy array), array of predicted y data values

savepath: (str), path to save the plotted precision-recall curve

stats: (dict), dict of training or testing statistics for a particular run

title: (str), title of residuals histogram

label: (str), label used for axis labeling




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_roc_curve


	
mastml.plot_helper.plot_roc_curve(y_true, y_pred, savepath)[source]

	Method to calculate and plot the receiver-operator characteristic curve for classification model results

Args:


y_true: (numpy array), array of true y data values

y_pred: (numpy array), array of predicted y data values

savepath: (str), path to save the plotted ROC curve




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_scatter


	
mastml.plot_helper.plot_scatter(x, y, savepath, groups=None, xlabel='x', label='target data')[source]

	Method to create a general scatter plot

Args:


x: (numpy array), array of x data

y: (numpy array), array of y data

savepath: (str), path to save plots to

groups: (list), list of group labels

xlabel: (str), label used for x-axis labeling

label: (str), label used for y-axis labeling




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_stats


	
mastml.plot_helper.plot_stats(fig, stats, x_align=0.65, y_align=0.9, font_dict={}, fontsize=14)[source]

	Method that prints stats onto the plot. Goes off screen if they are too long or too many in number.

Args:


fig: (matplotlib figure object), a matplotlib figure object

stats: (dict), dict of statistics to be included with a plot

x_align: (float), float denoting x position of where to align display of stats on a plot

y_align: (float), float denoting y position of where to align display of stats on a plot

font_dict: (dict), dict of matplotlib font options to alter display of stats on plot

fontsize: (int), the fontsize of stats to display on plot




Returns:


None











          

      

      

    

  

    
      
          
            
  
plot_target_histogram


	
mastml.plot_helper.plot_target_histogram(y_df, savepath, title='target histogram', label='target values')[source]

	Method to plot the histogram of true y values

Args:


y_df: (pandas dataframe), dataframe of true y data values

savepath: (str), path to save the plotted precision-recall curve

title: (str), title of residuals histogram

label: (str), label used for axis labeling




Returns:


None











          

      

      

    

  

    
      
          
            
  
prediction_intervals


	
mastml.plot_helper.prediction_intervals(model, X, rf_error_method, rf_error_percentile, Xtrain, Xtest)[source]

	Method to calculate prediction intervals when using Random Forest and Gaussian Process regression models.

Prediction intervals for random forest adapted from https://blog.datadive.net/prediction-intervals-for-random-forests/

Args:


model: (scikit-learn model/estimator object), a scikit-learn model object

X: (numpy array), array of X features

method: (str), type of error bar to formulate (e.g. “stdev” is standard deviation of predicted errors, “confint”
is error bar as confidence interval

percentile: (int), percentile for which to form error bars




Returns:


err_up: (list), list of upper bounds of error bars for each data point

err_down: (list), list of lower bounds of error bars for each data point











          

      

      

    

  

    
      
          
            
  
recursive_max


	
mastml.plot_helper.recursive_max(arr)[source]

	Method to recursively find the max value of an array of iterables.

Credit: https://www.linkedin.com/pulse/ask-recursion-during-coding-interviews-identify-good-talent-veteanu/

Args:


arr: (numpy array), an array of values or iterables




Returns:


(float), max value in arr











          

      

      

    

  

    
      
          
            
  
recursive_max_and_min


	
mastml.plot_helper.recursive_max_and_min(arr)[source]

	Method to recursively return max and min of values or iterables in array

Args:


arr: (numpy array), an array of values or iterables




Returns:


(tuple), tuple containing max and min of arr











          

      

      

    

  

    
      
          
            
  
recursive_min


	
mastml.plot_helper.recursive_min(arr)[source]

	Method to recursively find the min value of an array of iterables.

Credit: https://www.linkedin.com/pulse/ask-recursion-during-coding-interviews-identify-good-talent-veteanu/

Args:


arr: (numpy array), an array of values or iterables




Returns:


(float), min value in arr











          

      

      

    

  

    
      
          
            
  
round_down


	
mastml.plot_helper.round_down(num, divisor)[source]

	Method to return a rounded down number

Args:


num: (float), a number to round down

divisor: (int), divisor to denote how to round down




Returns:


(float), the rounded-down number











          

      

      

    

  

    
      
          
            
  
round_up


	
mastml.plot_helper.round_up(num, divisor)[source]

	Method to return a rounded up number

Args:


num: (float), a number to round up

divisor: (int), divisor to denote how to round up




Returns:


(float), the rounded-up number











          

      

      

    

  

    
      
          
            
  
rounder


	
mastml.plot_helper.rounder(delta)[source]

	Method to obtain number of decimal places to report on plots

Args:


delta: (float), a float representing the change in two y values on a plot, used to obtain the plot axis spacing size




Return:


(int), an integer denoting the number of decimal places to use











          

      

      

    

  

    
      
          
            
  
stat_to_string


	
mastml.plot_helper.stat_to_string(name, value, nice_names)[source]

	Method that converts a metric object into a string for displaying on a plot

Args:


name: (str), long name of a stat metric or quantity

value: (float), value of the metric or quantity




Return:


(str), a string of the metric name, adjusted to look nicer for inclusion on a plot











          

      

      

    

  

    
      
          
            
  
trim_array


	
mastml.plot_helper.trim_array(arr_list)[source]

	Method used to trim a set of arrays to make all arrays the same shape

Args:


arr_list: (list), list of numpy arrays, where arrays are different sizes




Returns:


arr_list: (), list of trimmed numpy arrays, where arrays are same size











          

      

      

    

  

    
      
          
            
  
Code Documentation: HTML Helper


mastml.html_helper Module

Module for generating an HTML file, called index.html, which contains an overview of the key data and plots from a
MAST-ML run. Images of cross-validation parity plots, data histograms, data statistics, and links to the relevant files
are all provided.


Functions







	attr(*args, **kwargs)

	Set attributes on the current active tag context



	get_current([default])

	get the current tag being used as a with context or decorated function.



	gmtime([seconds])

	tm_sec, tm_wday, tm_yday, tm_isdst)



	is_test_image(path)

	Method used to assess whether an image is for testing data



	is_train_image(path)

	Method used to assess whether an image is for training data



	join(a, *p)

	Join two or more pathname components, inserting ‘/’ as needed.



	make_html(outdir)

	Method used to create the main index.html file



	make_image(src[, title])

	Method used to generate and show an image of a fixed width.



	make_link(href)

	Method used to generate a link to a particular file created from a MAST-ML run.



	relpath(path[, start])

	Return a relative version of a path



	show_combo(combo_dir, outdir)

	Method used to collect combinations of data analysis (e.g.



	simple_section(filepath, outdir)

	Method used to create a section name for a particular analysis combination that will be displayed in the index.html file.



	strftime(format[, tuple])

	Convert a time tuple to a string according to a format specification.











          

      

      

    

  

    
      
          
            
  
is_test_image


	
mastml.html_helper.is_test_image(path)[source]

	Method used to assess whether an image is for testing data

Args:


path: (str), source path of the image to be displayed




Returns:


(bool), True if path is an image (.png) and is for testing data (has ‘test’ in path)











          

      

      

    

  

    
      
          
            
  
is_train_image


	
mastml.html_helper.is_train_image(path)[source]

	Method used to assess whether an image is for training data

Args:


path: (str), source path of the image to be displayed




Returns:


(bool), True if path is an image (.png) and is for training data (has ‘train’ in path)











          

      

      

    

  

    
      
          
            
  
make_html


	
mastml.html_helper.make_html(outdir)[source]

	Method used to create the main index.html file

Args:


outdir: (str), user-specified output path which designates where all results of MAST-ML run are written




Returns:


None











          

      

      

    

  

    
      
          
            
  
make_image


	
mastml.html_helper.make_image(src, title=None)[source]

	Method used to generate and show an image of a fixed width. The image will be displayed in the appropriate
section of the index.html file

Args:


src: (str), source path of the image to be displayed

title: (str), title for the image




Returns:


None











          

      

      

    

  

    
      
          
            
  
make_link


	
mastml.html_helper.make_link(href)[source]

	Method used to generate a link to a particular file created from a MAST-ML run. The link will be displayed next to the
appropriate data or image in the index.html file

Args:


href: (str), filename to generate link for




Returns:


(dominate.tags html_tag object), hyperlink to filename











          

      

      

    

  

    
      
          
            
  
show_combo


	
mastml.html_helper.show_combo(combo_dir, outdir)[source]

	Method used to collect combinations of data analysis (e.g. parity plots of train and test data in a CV split) and
required file paths and display them in the output index.html file.

Args:


combo_dir: (str), path containing the relevant data to combine as output in the index.html file

outdir: (str), user-specified output path which designates where all results of MAST-ML run are written




Returns:


None











          

      

      

    

  

    
      
          
            
  
simple_section


	
mastml.html_helper.simple_section(filepath, outdir)[source]

	Method used to create a section name for a particular analysis combination that will be displayed in the index.html file.

Args:


filepath: (str), path containing the relevant data to combine as output in the index.html file

outdir: (str), user-specified output path which designates where all results of MAST-ML run are written




Returns:


None











          

      

      

    

  

    
      
          
            
  
Code Documentation: Feature Selectors


mastml.legos.feature_selectors Module

This module contains a collection of classes and methods for selecting features, and interfaces with scikit-learn feature
selectors. More information on scikit-learn feature selectors is available at:

http://scikit-learn.org/stable/modules/classes.html#module-sklearn.feature_selection


Functions







	cov(m[, y, rowvar, bias, ddof, fweights, …])

	Estimate a covariance matrix, given data and weights.



	dataframify_new_column_names(transform, name)

	Method which transforms output of scikit-learn feature selectors to dataframe, and adds column names



	dataframify_selector(transform)

	Method which transforms output of scikit-learn feature selectors from array to dataframe.



	fitify_just_use_values(fit)

	Method which enables a feature selector fit method to operate on dataframes



	pearsonr(x, y)

	Pearson correlation coefficient and p-value for testing non-correlation.



	root_mean_squared_error(y_true, y_pred)

	Method that calculates the root mean squared error (RMSE)



	wraps(wrapped[, assigned, updated])

	Decorator factory to apply update_wrapper() to a wrapper function








Classes







	BaseEstimator

	Base class for all estimators in scikit-learn.



	EnsembleModelFeatureSelector(estimator, …)

	Class custom-written for MAST-ML to conduct selection of features with ensemble model feature importances



	MASTMLFeatureSelector(estimator, …[, …])

	Class custom-written for MAST-ML to conduct forward selection of features with flexible model and cv scheme



	PCA([n_components, copy, whiten, …])

	Principal component analysis (PCA).



	PearsonSelector(threshold_between_features, …)

	Class custom-written for MAST-ML to conduct selection of features based on Pearson correlation coefficent between features and target.



	SequentialFeatureSelector(estimator[, …])

	Sequential Feature Selection for Classification and Regression.



	TransformerMixin

	Mixin class for all transformers in scikit-learn.



	constructor

	alias of sklearn.feature_selection._variance_threshold.VarianceThreshold








Class Inheritance Diagram

[image: Inheritance diagram of mastml.legos.feature_selectors.EnsembleModelFeatureSelector, mastml.legos.feature_selectors.MASTMLFeatureSelector, mastml.legos.feature_selectors.PearsonSelector]










          

      

      

    

  

    
      
          
            
  
dataframify_new_column_names


	
mastml.legos.feature_selectors.dataframify_new_column_names(transform, name)[source]

	Method which transforms output of scikit-learn feature selectors to dataframe, and adds column names

Args:


transform: (function), a scikit-learn feature selector that has a transform method

name: (str), name of the feature selector




Returns:


new_transform: (function), an amended version of the transform method that returns a dataframe











          

      

      

    

  

    
      
          
            
  
dataframify_selector


	
mastml.legos.feature_selectors.dataframify_selector(transform)[source]

	Method which transforms output of scikit-learn feature selectors from array to dataframe. Enables preservation of column names.

Args:


transform: (function), a scikit-learn feature selector that has a transform method




Returns:


new_transform: (function), an amended version of the transform method that returns a dataframe











          

      

      

    

  

    
      
          
            
  
fitify_just_use_values


	
mastml.legos.feature_selectors.fitify_just_use_values(fit)[source]

	Method which enables a feature selector fit method to operate on dataframes

Args:


fit: (function), a scikit-learn feature selector object with a fit method




Returns:


new_fit: (function), an amended version of the fit method that uses dataframes as input











          

      

      

    

  

    
      
          
            
  
EnsembleModelFeatureSelector


	
class mastml.legos.feature_selectors.EnsembleModelFeatureSelector(estimator, k_features)[source]

	Bases: object

Class custom-written for MAST-ML to conduct selection of features with ensemble model feature importances

Args:


estimator: (scikit-learn model/estimator object), a scikit-learn model/estimator

k_features: (int), the number of features to select




Methods:


fit: performs feature selection


Args:


X: (dataframe), dataframe of X features

y: (dataframe), dataframe of y data




Returns:


None







transform: performs the transform to generate output of only selected features


Args:


X: (dataframe), dataframe of X features




Returns:


dataframe: (dataframe), dataframe of selected X features










Methods Summary







	fit(X[, y])

	



	transform(X)

	






Methods Documentation


	
fit(X, y=None)[source]

	




	
transform(X)[source]

	










          

      

      

    

  

    
      
          
            
  
MASTMLFeatureSelector


	
class mastml.legos.feature_selectors.MASTMLFeatureSelector(estimator, n_features_to_select, cv, manually_selected_features=[])[source]

	Bases: object

Class custom-written for MAST-ML to conduct forward selection of features with flexible model and cv scheme

Args:


estimator: (scikit-learn model/estimator object), a scikit-learn model/estimator

n_features_to_select: (int), the number of features to select

cv: (scikit-learn cross-validation object), a scikit-learn cross-validation object

manually_selected_features: (list), a list of features manually set by the user. The feature selector will first
start from this list of features and sequentially add features until n_features_to_select is met.




Methods:


fit: performs feature selection


Args:


X: (dataframe), dataframe of X features

y: (dataframe), dataframe of y data

Xgroups: (dataframe), dataframe of group labels




Returns:


None







transform: performs the transform to generate output of only selected features


Args:


X: (dataframe), dataframe of X features




Returns:


dataframe: (dataframe), dataframe of selected X features










Methods Summary







	fit(X, y, savepath[, Xgroups])

	



	transform(X)

	






Methods Documentation


	
fit(X, y, savepath, Xgroups=None)[source]

	




	
transform(X)[source]

	










          

      

      

    

  

    
      
          
            
  
PearsonSelector


	
class mastml.legos.feature_selectors.PearsonSelector(threshold_between_features, threshold_with_target, remove_highly_correlated_features, k_features)[source]

	Bases: object

Class custom-written for MAST-ML to conduct selection of features based on Pearson correlation coefficent between
features and target. Can also be used for dimensionality reduction by removing redundant features highly correlated
with each other.

Args:


threshold_between_features: (float), the threshold to decide whether redundant features are removed. Should be
a decimal value between 0 and 1. Only used if remove_highly_correlated_features is True

threshold_with_target: (float), the threshold to decide whether a given feature is sufficiently correlated with
the target feature and thus kept as a selected feature. Should be a decimal value between 0 and 1.

remove_highly_correlated_features: (bool), whether to remove features highly correlated with each other

k_features: (int), the number of features to select




Methods:


fit: performs feature selection


Args:


X: (dataframe), dataframe of X features

y: (dataframe), dataframe of y data




Returns:


None







transform: performs the transform to generate output of only selected features


Args:


X: (dataframe), dataframe of X features




Returns:


dataframe: (dataframe), dataframe of selected X features










Methods Summary







	fit(X, savepath[, y, Xgroups])

	



	transform(X)

	






Methods Documentation


	
fit(X, savepath, y=None, Xgroups=None)[source]

	




	
transform(X)[source]

	










          

      

      

    

  

    
      
          
            
  
Code Documentation: Feature Normalizers


mastml.legos.feature_normalizers Module

This module contains a collection of classes and methods for normalizing features. Also included is connection with
scikit-learn methods. See http://scikit-learn.org/stable/modules/classes.html#module-sklearn.preprocessing for more info.


Functions







	dataframify(transform)

	Method which is a decorator transforms output of scikit-learn feature normalizers from array to dataframe.



	wraps(wrapped[, assigned, updated])

	Decorator factory to apply update_wrapper() to a wrapper function








Classes







	BaseEstimator

	Base class for all estimators in scikit-learn.



	Binarizer(*[, threshold, copy])

	Binarize data (set feature values to 0 or 1) according to a threshold.



	MaxAbsScaler(*[, copy])

	Scale each feature by its maximum absolute value.



	MeanStdevScaler([features, mean, stdev])

	Class designed to normalize input data to a specified mean and standard deviation



	MinMaxScaler([feature_range, copy, clip])

	Transform features by scaling each feature to a given range.



	Normalizer([norm, copy])

	Normalize samples individually to unit norm.



	OneHotEncoder(*[, categories, drop, sparse, …])

	Encode categorical features as a one-hot numeric array.



	QuantileTransformer(*[, n_quantiles, …])

	Transform features using quantiles information.



	RobustScaler(*[, with_centering, …])

	Scale features using statistics that are robust to outliers.



	StandardScaler(*[, copy, with_mean, with_std])

	Standardize features by removing the mean and scaling to unit variance



	TransformerMixin

	Mixin class for all transformers in scikit-learn.








Class Inheritance Diagram

[image: Inheritance diagram of mastml.legos.feature_normalizers.MeanStdevScaler]








          

      

      

    

  

    
      
          
            
  
dataframify


	
mastml.legos.feature_normalizers.dataframify(transform)[source]

	Method which is a decorator transforms output of scikit-learn feature normalizers from array to dataframe.
Enables preservation of column names.

Args:


transform: (function), a scikit-learn feature selector that has a transform method




Returns:


new_transform: (function), an amended version of the transform method that returns a dataframe











          

      

      

    

  

    
      
          
            
  
MeanStdevScaler


	
class mastml.legos.feature_normalizers.MeanStdevScaler(features=None, mean=0, stdev=1)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class designed to normalize input data to a specified mean and standard deviation

Args:


mean: (int/float), specified normalized mean of the data

stdev: (int/float), specified normalized standard deviation of the data




Methods:


fit: Obtains initial mean and stdev of data


Args:


df: (dataframe), dataframe of values to be normalized




Returns:


(self, the object instance)







transform: Normalizes the data to new mean and stdev values


Args:


df: (dataframe), dataframe of values to be normalized




Returns:


(dataframe), dataframe containing re-normalized data and any data that wasn’t normalized







inverse_transform: Un-normalizes the data to the old mean and stdev values


Args:


df: (dataframe), dataframe of values to be un-normalized




Returns:


(dataframe), dataframe containing un-normalized data and any data that wasn’t normalized










Methods Summary







	fit(df[, y])

	



	inverse_transform(df)

	



	transform(df)

	






Methods Documentation


	
fit(df, y=None)[source]

	




	
inverse_transform(df)[source]

	




	
transform(df)[source]

	










          

      

      

    

  

    
      
          
            
  
Code Documentation: Randomizers


mastml.legos.randomizers Module

This module contains a class used to randomize the input y data, in order to create a “null model” for testing how
rigorous other machine learning model predictions are.


Classes







	Randomizer()

	Class which randomizes X-y pairings by shuffling the y values








Class Inheritance Diagram

[image: Inheritance diagram of mastml.legos.randomizers.Randomizer]








          

      

      

    

  

    
      
          
            
  
Randomizer


	
class mastml.legos.randomizers.Randomizer[source]

	Bases: object

Class which randomizes X-y pairings by shuffling the y values

Args:


None




Methods:


fit: just passes through; present to maintain scikit-learn structure


Args:


None







transform: randomizes the values of a dataframe


Args:


df: (dataframe), a dataframe with data to be randomized




Returns:


(dataframe), a dataframe with randomized data










Methods Summary







	fit()

	



	transform(df)

	






Methods Documentation


	
fit()[source]

	




	
transform(df)[source]

	










          

      

      

    

  

    
      
          
            
  
Code Documentation: Model Finder


mastml.legos.model_finder Module

This module provides a name_to_constructor dict for all models/estimators in scikit-learn, plus a couple test models and
error handling functions


Functions







	check_models_mixed(model_names)

	Method used to check whether the user has mixed regression and classification tasks



	find_model(model_name)

	Method used to check model names conform to scikit-learn model/estimator names








Classes







	AlwaysFive([constant])

	Class used as a test model that always predicts a value of 5.



	EnsembleRegressor(n_estimators, num_samples, …)

	



	KerasRegressor(conf_dict)

	



	ModelImport(model_path)

	Class used to import pickled models from previous machine learning fits



	RandomGuesser()

	Class used as a test model that always predicts random values for y data.








Class Inheritance Diagram

[image: Inheritance diagram of mastml.legos.model_finder.AlwaysFive, mastml.legos.model_finder.EnsembleRegressor, mastml.legos.model_finder.KerasRegressor, mastml.legos.model_finder.ModelImport, mastml.legos.model_finder.RandomGuesser]












          

      

      

    

  

    
      
          
            
  
check_models_mixed


	
mastml.legos.model_finder.check_models_mixed(model_names)[source]

	Method used to check whether the user has mixed regression and classification tasks

Args:


model_names: (list), list containing names of models/estimators




Returns:


(bool), whether or not a classifier was found, or raises exception if both regression and classification models present.











          

      

      

    

  

    
      
          
            
  
find_model


	
mastml.legos.model_finder.find_model(model_name)[source]

	Method used to check model names conform to scikit-learn model/estimator names

Args:


model_name: (str), the name of a model/estimator




Returns:


(str), the scikit-learn model name or raises InvalidModel error











          

      

      

    

  

    
      
          
            
  
AlwaysFive


	
class mastml.legos.model_finder.AlwaysFive(constant=5)[source]

	Bases: sklearn.base.RegressorMixin

Class used as a test model that always predicts a value of 5.

Args:


constant: (int), the value to predict. Always 5 by default




Methods:


fit: Just passes through to maintain scikit-learn structure

predict: Provides predicted model values based on X features


Args:


X: (numpy array), array of X features




Returns:


(numpy array), prediction array where all values are equal to constant










Methods Summary







	fit(X, y[, groups])

	



	predict(X)

	






Methods Documentation


	
fit(X, y, groups=None)[source]

	




	
predict(X)[source]

	










          

      

      

    

  

    
      
          
            
  
EnsembleRegressor


	
class mastml.legos.model_finder.EnsembleRegressor(n_estimators, num_samples, model_list, num_models)[source]

	Bases: object

Methods Summary







	build_models()

	



	fit(X, Y)

	



	predict(X[, return_std])

	



	setup(path)

	



	stats_check_models(X, Y)

	






Methods Documentation


	
build_models()[source]

	




	
fit(X, Y)[source]

	




	
predict(X, return_std=False)[source]

	




	
setup(path)[source]

	




	
stats_check_models(X, Y)[source]

	










          

      

      

    

  

    
      
          
            
  
KerasRegressor


	
class mastml.legos.model_finder.KerasRegressor(conf_dict)[source]

	Bases: object

Methods Summary







	build_model()

	



	fit(X, Y)

	



	predict(X)

	



	summary()

	






Methods Documentation


	
build_model()[source]

	




	
fit(X, Y)[source]

	




	
predict(X)[source]

	




	
summary()[source]

	










          

      

      

    

  

    
      
          
            
  
ModelImport


	
class mastml.legos.model_finder.ModelImport(model_path)[source]

	Bases: object

Class used to import pickled models from previous machine learning fits

Args:


model_path (str): string designating the path to load the saved .pkl model file




Methods:


fit: Does nothing, present for compatibility purposes


Args:


X: Nonetype

y: Nonetype

groups: Nonetype







predict: Provides predicted model values based on X features


Args:


X: (numpy array), array of X features




Returns:


(numpy array), prediction array using imported model










Methods Summary







	fit([X, y, groups])

	Only here for compatibility



	predict(X)

	






Methods Documentation


	
fit(X=None, y=None, groups=None)[source]

	Only here for compatibility






	
predict(X)[source]

	










          

      

      

    

  

    
      
          
            
  
RandomGuesser


	
class mastml.legos.model_finder.RandomGuesser[source]

	Bases: sklearn.base.RegressorMixin

Class used as a test model that always predicts random values for y data.

Args:


None




Methods:


fit: Constructs possible predicted values based on y data


Args:


y: (numpy array), array of y data







predict: Provides predicted model values based on X features


Args:


X: (numpy array), array of X features




Returns:


(numpy array), prediction array where all values are random selections of y data










Methods Summary







	fit(X, y[, groups])

	



	predict(X)

	






Methods Documentation


	
fit(X, y, groups=None)[source]

	




	
predict(X)[source]

	










          

      

      

    

  

    
      
          
            
  
Code Documentation: Utility Legos


mastml.legos.util_legos Module

This module contains a collection of classes for debugging and control flow


Classes







	BaseEstimator

	Base class for all estimators in scikit-learn.



	DataFrameFeatureUnion(transforms)

	Class for unioning dataframe generators (sklearn.pipeline.FeatureUnion always puts out arrays)



	DoNothing()

	Class for having a “null” transform where the output is the same as the input.



	TransformerMixin

	Mixin class for all transformers in scikit-learn.








Class Inheritance Diagram

[image: Inheritance diagram of mastml.legos.util_legos.DataFrameFeatureUnion, mastml.legos.util_legos.DoNothing]









          

      

      

    

  

    
      
          
            
  
DataFrameFeatureUnion


	
class mastml.legos.util_legos.DataFrameFeatureUnion(transforms)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class for unioning dataframe generators (sklearn.pipeline.FeatureUnion always puts out arrays)

Args:


transforms: (list), list of scikit-learn functions, i.e. objects with a .fit or .transform method




Methods:


fit: Applies the .fit method for each transform

Args:


X: (numpy array), array of X features




transform: Transforms the output of the scikit-learn transformer into a dataframe

Args:


X: (numpy array), array of X features




Returns:


(dataframe), concatenated dataframe after all scikit-learn transforms have been completed







Methods Summary







	fit(X[, y])

	



	transform(X)

	






Methods Documentation


	
fit(X, y=None)[source]

	




	
transform(X)[source]

	










          

      

      

    

  

    
      
          
            
  
DoNothing


	
class mastml.legos.util_legos.DoNothing[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class for having a “null” transform where the output is the same as the input. Needed by MAST-ML as a placeholder if
certain workflow aspects are not performed.

Args:


None




Methods:


fit: does nothing, just returns object instance. Needed to maintain same structure as scikit-learn classes

Args:


X: (numpy array), array of X features




transform: passes the input back out, in this case the array of X features

Args:


X: (numpy array), array of X features




Returns:


X: (numpy array), array of X features







Methods Summary







	fit(X[, y])

	



	transform(X)

	






Methods Documentation


	
fit(X, y=None)[source]

	




	
transform(X)[source]

	










          

      

      

    

  

    
      
          
            
  
Code Documentation: Feature Generators


mastml.legos.feature_generators Module

This module contains a collection of classes for generating input features to fit machine learning models to.


Functions







	clean_dataframe(df)

	Method to clean dataframes after feature generation has occurred, to remove columns that have a single missing or NaN value, or remove a row that is fully empty








Classes







	BaseEstimator

	Base class for all estimators in scikit-learn.



	ContainsElement(composition_feature, …[, …])

	Class to generate new categorical features (i.e.



	DataframeUtilities

	Class of basic utilities for dataframe manipulation, and exchanging between dataframes and numpy arrays



	Magpie(composition_feature[, feature_types])

	Class that wraps MagpieFeatureGeneration, giving it scikit-learn structure



	MagpieFeatureGeneration(dataframe, …)

	Class to generate new features using Magpie data and dataframe containing material compositions



	MaterialsProject(composition_feature, api_key)

	Class that wraps MaterialsProjectFeatureGeneration, giving it scikit-learn structure



	MaterialsProjectFeatureGeneration(dataframe, …)

	Class to generate new features using Materials Project data and dataframe containing material compositions Datarame must have a column named “Material compositions”.



	Matminer(structural_features, structure_col)

	Class to generate structural features from matminer structure module Args:     structural_features: the structure feature(s) the user wants to instantiate and generate     structure_col: the dataframe column that contains the pymatgen structure object.



	NoGenerate()

	Class for having a “null” transform where the output is the same as the input.



	PolynomialFeatures([features, degree, …])

	Class to generate polynomial features using scikit-learn’s polynomial features method More info at: http://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.PolynomialFeatures.html



	SklearnPolynomialFeatures

	alias of sklearn.preprocessing._data.PolynomialFeatures



	TransformerMixin

	Mixin class for all transformers in scikit-learn.








Class Inheritance Diagram

[image: Inheritance diagram of mastml.legos.feature_generators.ContainsElement, mastml.legos.feature_generators.DataframeUtilities, mastml.legos.feature_generators.Magpie, mastml.legos.feature_generators.MagpieFeatureGeneration, mastml.legos.feature_generators.MaterialsProject, mastml.legos.feature_generators.MaterialsProjectFeatureGeneration, mastml.legos.feature_generators.Matminer, mastml.legos.feature_generators.NoGenerate, mastml.legos.feature_generators.PolynomialFeatures]
















          

      

      

    

  

    
      
          
            
  
clean_dataframe


	
mastml.legos.feature_generators.clean_dataframe(df)[source]

	Method to clean dataframes after feature generation has occurred, to remove columns that have a single missing or
NaN value, or remove a row that is fully empty

Args:


df: (dataframe), a post feature generation dataframe that needs cleaning




Returns:


df: (dataframe), the cleaned dataframe











          

      

      

    

  

    
      
          
            
  
ContainsElement


	
class mastml.legos.feature_generators.ContainsElement(composition_feature, element, new_name, all_elements=False)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class to generate new categorical features (i.e. values of 1 or 0) based on whether an input composition contains a
certain designated element

Args:


composition_feature: (str), string denoting a chemical composition to generate elemental features from

element: (str), string representing the name of an element

new_name: (str), the name of the new feature column to be generated

all_elments: (bool), whether to generate new features for all elements present from all compositions in the dataset.




Methods:


fit: pass through, needed to maintain scikit-learn class structure

Args:


df: (dataframe), dataframe of input X and y data




transform: generate new element-specific features

Args:


df: (dataframe), dataframe of input X and y data




Returns:


df_trans: (dataframe), dataframe with generated element-specific features







Methods Summary







	fit(df[, y])

	



	transform(df[, y])

	






Methods Documentation


	
fit(df, y=None)[source]

	




	
transform(df, y=None)[source]

	










          

      

      

    

  

    
      
          
            
  
DataframeUtilities


	
class mastml.legos.feature_generators.DataframeUtilities[source]

	Bases: object

Class of basic utilities for dataframe manipulation, and exchanging between dataframes and numpy arrays

Args:


None




Methods:


merge_dataframe_columns : merge two dataframes by concatenating the column names (duplicate columns omitted)


Args:


dataframe1: (dataframe), a pandas dataframe object

dataframe2: (dataframe), a pandas dataframe object




Returns:


dataframe: (dataframe), merged dataframe







merge_dataframe_rows : merge two dataframes by concatenating the row contents (duplicate rows omitted)


Args:


dataframe1: (dataframe), a pandas dataframe object

dataframe2: (dataframe), a pandas dataframe object




Returns:


dataframe: (dataframe), merged dataframe







get_dataframe_statistics : obtain basic statistics about data contained in the dataframe


Args:


dataframe: (dataframe), a pandas dataframe object




Returns:


dataframe_stats: (dataframe), dataframe containing input dataframe statistics







dataframe_to_array : transform a pandas dataframe to a numpy array


Args:


dataframe: (dataframe), a pandas dataframe object




Returns:


array: (numpy array), a numpy array representation of the inputted dataframe







array_to_dataframe : transform a numpy array to a pandas dataframe


Args:


array: (numpy array), a numpy array




Returns:


dataframe: (dataframe), a pandas dataframe representation of the inputted numpy array







concatenate_arrays : merge two numpy arrays by concatenating along the columns


Args:


Xarray: (numpy array), a numpy array object

yarray: (numpy array), a numpy array object




Returns:


array: (numpy array), a numpy array merging the two input arrays







assign_columns_as_features : adds column names to dataframe based on the x and y feature names


Args:


dataframe: (dataframe), a pandas dataframe object

x_features: (list), list containing x feature names

y_feature: (str), target feature name




Returns:


dataframe: (dataframe), dataframe containing same data as input, with columns labeled with features







save_all_dataframe_statistics : obtain dataframe statistics and save it to a csv file


Args:


dataframe: (dataframe), a pandas dataframe object

data_path: (str), file path to save dataframe statistics to




Returns:


fname: (str), name of file dataframe stats saved to










Methods Summary







	array_to_dataframe(array)

	



	assign_columns_as_features(dataframe, …[, …])

	



	concatenate_arrays(X_array, y_array)

	



	dataframe_to_array(dataframe)

	



	get_dataframe_statistics(dataframe)

	



	merge_dataframe_columns(dataframe1, dataframe2)

	



	merge_dataframe_rows(dataframe1, dataframe2)

	



	save_all_dataframe_statistics(dataframe, …)

	






Methods Documentation


	
classmethod array_to_dataframe(array)[source]

	




	
classmethod assign_columns_as_features(dataframe, x_features, y_feature, remove_first_row=True)[source]

	




	
classmethod concatenate_arrays(X_array, y_array)[source]

	




	
classmethod dataframe_to_array(dataframe)[source]

	




	
classmethod get_dataframe_statistics(dataframe)[source]

	




	
classmethod merge_dataframe_columns(dataframe1, dataframe2)[source]

	




	
classmethod merge_dataframe_rows(dataframe1, dataframe2)[source]

	




	
classmethod save_all_dataframe_statistics(dataframe, configdict)[source]

	










          

      

      

    

  

    
      
          
            
  
Magpie


	
class mastml.legos.feature_generators.Magpie(composition_feature, feature_types=None)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class that wraps MagpieFeatureGeneration, giving it scikit-learn structure

Args:


composition_feature: (str), string denoting a chemical composition to generate elemental features from




Methods:


fit: pass through, copies input columns as pre-generated features

Args:


df: (dataframe), input dataframe containing X and y data




transform: generate Magpie features

Args:


df: (dataframe), input dataframe containing X and y data




Returns:


df: (dataframe), output dataframe containing generated features, original features and y data







Methods Summary







	fit(df[, y])

	



	transform(df)

	






Methods Documentation


	
fit(df, y=None)[source]

	




	
transform(df)[source]

	










          

      

      

    

  

    
      
          
            
  
MagpieFeatureGeneration


	
class mastml.legos.feature_generators.MagpieFeatureGeneration(dataframe, composition_feature, feature_types)[source]

	Bases: object

Class to generate new features using Magpie data and dataframe containing material compositions

Args:


dataframe: (pandas dataframe), dataframe containing x and y data and feature names

composition_feature: (str), string denoting a chemical composition to generate elemental features from

feature_types: (list), list containing types of magpie features to include in the final dataframe. Options
include [“composition_avg”, “arithmetic_avg”, “max”, “min”, “difference”, “elements”]. Specifying nothing will
include all features.




Methods:


generate_magpie_features : generates magpie feature set based on compositions in dataframe


Args:


None




Returns:


dataframe: (dataframe) : dataframe containing magpie feature set










Methods Summary







	generate_magpie_features()

	






Methods Documentation


	
generate_magpie_features()[source]

	










          

      

      

    

  

    
      
          
            
  
MaterialsProject


	
class mastml.legos.feature_generators.MaterialsProject(composition_feature, api_key)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class that wraps MaterialsProjectFeatureGeneration, giving it scikit-learn structure

Args:


composition_feature: (str), string denoting a chemical composition to generate elemental features from

mapi_key: (str), string denoting your Materials Project API key




Methods:


fit: pass through, copies input columns as pre-generated features

Args:


df: (dataframe), input dataframe containing X and y data




transform: generate Materials Project features

Args:


df: (dataframe), input dataframe containing X and y data




Returns:


df: (dataframe), output dataframe containing generated features, original features and y data







Methods Summary







	fit(df[, y])

	



	transform(df)

	






Methods Documentation


	
fit(df, y=None)[source]

	




	
transform(df)[source]

	










          

      

      

    

  

    
      
          
            
  
MaterialsProjectFeatureGeneration


	
class mastml.legos.feature_generators.MaterialsProjectFeatureGeneration(dataframe, mapi_key, composition_feature)[source]

	Bases: object

Class to generate new features using Materials Project data and dataframe containing material compositions
Datarame must have a column named “Material compositions”.


	Args:

	dataframe: (dataframe), dataframe containing x and y data and feature names

mapi_key: (str), string denoting your Materials Project API key

composition_feature: (str), string denoting a chemical composition to generate elemental features from





Methods:


generate_materialsproject_features : generates materials project feature set based on compositions in dataframe


Args:


None





	Returns:

	dataframe: (dataframe), dataframe containing materials project feature set











Methods Summary







	generate_materialsproject_features()

	






Methods Documentation


	
generate_materialsproject_features()[source]

	










          

      

      

    

  

    
      
          
            
  
Matminer


	
class mastml.legos.feature_generators.Matminer(structural_features, structure_col)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class to generate structural features from matminer structure module
Args:


structural_features: the structure feature(s) the user wants to instantiate and generate
structure_col: the dataframe column that contains the pymatgen structure object. Matminer needs a pymatgen
structure object in order to instantiate the structural feature





	Methods:

	fit: pass through, needed to maintain scikit-learn class structure
Args:


df: (dataframe), dataframe of input x and y data




transform: main method that iterates through rows of dataframe to create pymatgen structure objects for
matminer routines. Iterates through list of structural features from conf file and instantiates each structure;
drops unused dataframe columns and returns the generated features dataframe
Args:


df: (dataframe), dataframe containing the path of file to create pymatgen structure object which is under the structure_col
column





	Returns:

	(dataframe), the generated features dataframe









Methods Summary







	fit(df[, y])

	



	retrieve_AFLOW(criteria, properties[, …])

	



	retrieve_MDF(criteria[, anonymous, …])

	



	retrieve_MPDS(criteria[, properties, …])

	



	retrieve_citrine(criteria, properties, …)

	Gets a Pandas dataframe object from data retrieved from the Citrine API.



	retrieve_mp(criteria[, properties, …])

	Gets data from MP in a dataframe format.



	transform(df[, y])

	






Methods Documentation


	
fit(df, y=None)[source]

	




	
retrieve_AFLOW(criteria, properties, files=None, request_size=10000, request_limit=0, index_auid=True)[source]

	




	
retrieve_MDF(criteria, anonymous=False, properties=None, unwind_arrays=True)[source]

	




	
retrieve_MPDS(criteria, properties=None, api_key=None, endpoint=None)[source]

	




	
retrieve_citrine(criteria, properties, common_fields, secondary_fields, print_properties_options, api_key)[source]

	Gets a Pandas dataframe object from data retrieved from
the Citrine API.
Args:



	criteria (dict): see get_data method for supported keys except

	prop; prop should be included in properties.



	properties ([str]): requested properties/fields/columns.

	For example, [“Seebeck coefficient”, “Band gap”]. If unsure
about the exact words, capitalization, etc try something like
[“gap”] and “max_results”: 3 and print_properties_options=True
to see the exact options for this field



	common_fields ([str]): fields that are common to all the requested

	properties. Common example can be “chemicalFormula”. Look for
suggested common fields after a quick query for more info



	secondary_fields (bool): if True, fields not included in properties

	may be added to the output (e.g. references). Recommended only
if len(properties)==1’



	print_properties_options (bool): whether to print available options

	for “properties” and “common_fields” arguments.



	api_key: (str) Your Citrine API key, or None if

	you’ve set the CITRINE_KEY environment variable








return: (object) Pandas dataframe object containing the results
notes/bugs: criteria needs a dictionary, not specified in get_data() as mentioned,


and example on documentation webpage does not work. What to fix for
dataframe integration into mastml?









	
retrieve_mp(criteria, properties=['band_gap', 'volume', 'density', 'formation_energy_per_atom'], index_mpid=True, api_key=None)[source]

	Gets data from MP in a dataframe format. See api_link for more details.
Args:



	criteria (dict): (str/dict) see MPRester.query() for a description of this

	parameter. String examples: “mp-1234”, “Fe2O3”, “Li-Fe-O’,
“*2O3”. Dict example: {“band_gap”: {“$gt”: 1}}



	properties ([str]): (list) see MPRester.query() for a description of this

	parameter. Example: [“formula”, “formation_energy_per_atom”]



	plus: “structure”, “initial_structure”, “final_structure”,

	“bandstructure” (line mode), “bandstructure_uniform”,
“phonon_bandstructure”, “phonon_ddb”, “phonon_bandstructure”,
“phonon_dos”. Note that for a long list of compounds, it may


take a long time to retrieve some of these objects.






	index_mpid (bool): (bool) Whether to set the materials_id as the dataframe

	index.



	api_key: (str) Your Materials Project API key, or None if you’ve

	set up your pymatgen config.








Returns (pandas.Dataframe): containing results
notes/bugs: works pretty great, API easy to use and accurate. What to fix for


dataframe integration into mastml?









	
transform(df, y=None)[source]

	










          

      

      

    

  

    
      
          
            
  
NoGenerate


	
class mastml.legos.feature_generators.NoGenerate[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class for having a “null” transform where the output is the same as the input. Needed by MAST-ML as a placeholder if
certain workflow aspects are not performed.

Args:


None




Methods:


fit: does nothing, just returns object instance. Needed to maintain same structure as scikit-learn classes

Args:


X: (dataframe), dataframe of X features




transform: passes the input back out, in this case the array of X features

Args:


X: (dataframe), dataframe of X features




Returns:


(dataframe), dataframe of X features







Methods Summary







	fit(X[, y])

	



	transform(X)

	






Methods Documentation


	
fit(X, y=None)[source]

	




	
transform(X)[source]

	










          

      

      

    

  

    
      
          
            
  
PolynomialFeatures


	
class mastml.legos.feature_generators.PolynomialFeatures(features=None, degree=2, interaction_only=False, include_bias=True)[source]

	Bases: sklearn.base.BaseEstimator, sklearn.base.TransformerMixin

Class to generate polynomial features using scikit-learn’s polynomial features method
More info at: http://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.PolynomialFeatures.html

Args:


degree: (int), degree of polynomial features

interaction_only: (bool), If true, only interaction features are produced: features that are products of at
most degree distinct input features (so not x[1] ** 2, x[0] * x[2] ** 3, etc.).

include_bias: (bool),If True (default), then include a bias column, the feature in which all polynomial powers
are zero (i.e. a column of ones - acts as an intercept term in a linear model).




Methods:


fit: conducts fit method of polynomial feature generation

Args:


df: (dataframe), dataframe of input X and y data




transform: generates dataframe containing polynomial features

Args:


df: (dataframe), dataframe of input X and y data




Returns:


(dataframe), dataframe containing new polynomial features, plus original features present







Methods Summary







	fit(df[, y])

	



	transform(df)

	






Methods Documentation


	
fit(df, y=None)[source]

	




	
transform(df)[source]
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      	trim_array() (in module mastml.plot_helper)


  





V


  	
      	verbosalize_logger() (in module mastml.utils)


  







          

      

      

    

  

    
      
          
            
  
Running MAST-ML on Nanohub

In addition to running MAST-ML on your own machine or computing cluster, a version of MAST-ML
is publicly available for use on Nanohub. This can be advantageous as MASTML comes pre-installed in a public
Python environment, so you don’t have to worry about installing it yourself.

You can sign up for a Nanohub account at https://nanohub.org

Once you have a Nanohub account and sign in, your home screen will look something like this:

[image: _images/NanohubHome.png]
You’ll want to start a Jupyter Notebook, which can be found on the right-hand side under “My Tools”
(note if it is not listed, you can search for it under “All Tools”).

Once you click on the Jupyter Notebook tool, you’ll see a screen like below. Launch the tool by clicking “Launch Tool”.

[image: _images/JupyterLaunch.png]
After the Jupyter Notebook tool starts (this may take a minute), you’ll see the Jupyter Notebook home directory,
which will look something like below:

[image: _images/JupyterHome.png]
You’ll see in the image above there are two files: Run_MASTML.ipynb and run_mastml.py. These are a Jupyter notebook
and python script used to run MASTML, respectively. Your home directory won’t come with them pre-installed, but they are
contained on the MASTML repository on Github and can also be downloaded via the links below:

Run_MASTML.ipynb

run_mastml.py

Once you have these files (either will do), you can easily upload them to the Nanohub Jupyter Notebook environment using
the “Upload” button shown above in the Jupyter Notebook home directory screenshot.

The last thing to do before we can run MASTML is to also upload a MASTML input file and data file to Nanohub. If you
don’t have your own, you can download and use the files below as an example. Note that you will have to update the path
specifying the location of the data file and input file in the .ipynb or .py file use to run MASTML, if you create a path
which differs from the default path of ‘/tests/conf/’ and ‘/tests/csv/’.

example_input.conf

example_data.xlsx

Shown below is the Run_MASTML.ipynb notebook file. The first block imports MASTML, and doesn’t need to be changed.
The second block specifies the path to find the conf file (“conf” line) and the data file (“csv” line). The “output”
line provides a path to save the output from your MASTML run. You’ll have to update the “conf” and “csv” lines if you
change those paths or the file names. The third block executes the MASTML run. Below it, you’ll see the MASTML log print
to the screen as it runs (this information is also saved to a .log file).

[image: _images/RunMASTML.png]
Finally, the output of your MASTML run can be rather large, with many folders and files contained in each folder. To
download this information, you need to first zip the file before it can be downloaded from Nanohub. This can be done by
opening the Terminal via New -> Terminal. Navigate to the results folder, e.g with “cd results/”. Then, zip the folder
with the Terminal command “tar -zcvf myresults.tar.gz myresults”, where “myresults” is the folder name of the results
folder you wish to download. Once everything is zipped up, you can can click on the zipped folder and download it directly.




          

      

      

    

  

    
      
          
            
  All modules for which code is available

	mastml.conf_parser

	mastml.data_cleaner

	mastml.data_loader

	mastml.html_helper

	mastml.learning_curve

	mastml.legos.data_splitters

	mastml.legos.feature_generators

	mastml.legos.feature_normalizers

	mastml.legos.feature_selectors

	mastml.legos.model_finder

	mastml.legos.randomizers

	mastml.legos.util_legos

	mastml.mastml_driver

	mastml.metrics

	mastml.plot_helper

	mastml.utils




          

      

      

    

  

    
      
          
            
  Source code for mastml.conf_parser

"""
The conf_parser module is used for handling, parsing, and checking MAST-ML input configuration files
"""

from sklearn.metrics import make_scorer
from configobj import ConfigObj
import logging

from mastml import metrics, utils
from mastml.legos.model_finder import check_models_mixed
from mastml.legos import feature_selectors, model_finder

log = logging.getLogger('mastml')

[docs]def parse_conf_file(filepath, from_dict=False):
    """
    Method that accepts the filepath of an input configuration file and returns its parsed dictionary

    Args:
        filepath: (str), path to config file, or a dict of config values directly

    Returns:
        conf: (dict): dictionary parsed from config file

    """

    if from_dict == False:
        conf = ConfigObj(filepath)
    else:
        conf = filepath # The filepath in this case is an actual dictionary of values used as the config fiel

    main_sections = ['GeneralSetup', 'DataSplits', 'Models', 'LearningCurve', 'DataCleaning', 'HyperOpt', 'ModelHosting']
    feature_sections = ['FeatureGeneration', 'Clustering',
                        'FeatureNormalization', 'FeatureSelection']
    feature_section_dicts = [conf[name] for name in feature_sections if name in conf]

    def set_required_sections_to_empty():
        for name in main_sections:
            if name not in conf:
                conf[name] = dict()
    set_required_sections_to_empty()

    def check_unknown_sections():
        all_sections = main_sections + feature_sections + ['MiscSettings']
        for section_name in conf:
            if section_name not in all_sections:
                raise Exception(f'[{section_name}] is not a valid section!'
                                f' Valid sections: {all_sections}')
    check_unknown_sections()

    def verify_subsection_only_sections():
        for dictionary in [conf, conf['DataSplits'], conf['Models']] + feature_section_dicts:
            for name, value in dictionary.items():
                if not isinstance(value, dict):
                    raise utils.InvalidConfSubSection(
                            f"Parameter in subsection-only section: {name}={value}")
    verify_subsection_only_sections()

    def parameter_dict_type_check_and_cast():
        parameter_dicts = list()
        parameter_dicts.extend(conf['Models'].values())
        parameter_dicts.extend(conf['DataSplits'].values())
        #parameter_dicts = conf['Models'].values() + conf['DataSplits'].values()
        for feature_section in feature_section_dicts:
            parameter_dicts.extend(feature_section.values())

        for parameter_dict in parameter_dicts:
            for name, value in parameter_dict.items():
                # Does this parameter-only section include a subsection?
                if isinstance(value, dict):
                    continue
                    #raise utils.InvalidConfSubSection(
                    #        f"Subsection in parameter-only section: {key}")
                # cast the strings to their respective types
                parameter_dict[name] = fix_types(value)
    parameter_dict_type_check_and_cast()

    # Ensure all models are either classifiers or regressors: (raises error if mixed)
    is_classification = conf['is_classification'] = check_models_mixed(
            key.split('_')[0] for key in conf['Models'])

    # Add the empty splitter if no splitters are specified:
    if conf['DataSplits'] == dict():
        conf['DataSplits']['NoSplit'] = dict()

    def set_unspecified_sections_to_empty_dict():
        for name in feature_sections:
            if name not in conf or conf[name] == dict():
                if name == 'Clustering':
                    conf[name] = dict()
                else:
                    conf[name] = {'DoNothing': dict()}
    set_unspecified_sections_to_empty_dict()

    GS = conf['GeneralSetup']

    def check_general_setup_settings_are_valid():
        #all_settings =  ['input_features', 'target_feature', 'metrics',
        #                 'randomizer', 'validation_columns', 'not_input_features', 'grouping_feature']
        all_settings =  ['input_features', 'input_target', 'metrics',
                         'randomizer', 'input_testdata', 'input_other', 'input_grouping']
        for name in GS:
            if name not in all_settings:
                raise utils.InvalidConfParameters(
                        f"[GeneralSetup] contains unknown setting {name}.\n"
                        f"Valid GeneralSetup options are: {all_settings}")
    check_general_setup_settings_are_valid()

    if 'input_grouping' not in GS:
        GS['input_grouping'] = None

    # Find grouping features and 'not_input_features' to blacklist out of X (see data loader)
    def collect_grouping_features():
        for section in conf:
            if not isinstance(conf[section], dict):
                continue
            for subsection in conf[section]:
                SS = conf[section][subsection]
                if not isinstance(SS, dict):
                    continue
                if 'input_grouping' in SS.keys():
                    logging.debug('found input_grouping feature: ' + SS['input_grouping'])
                    yield SS['input_grouping']
    # Issue here where if clusters are automatically generated, new column is made but isn't in intitial df, even though
    # listed as grouping_feature. Here, just have to remember to put grouping_feature names in not_input_features
    #feature_blacklist = list(collect_grouping_features())
    feature_blacklist = list()
    # default not_input_features to a list
    if 'input_other' not in GS:
        GS['input_other'] = list()
    else:
        if type(GS['input_other']) is str:
            new_list = list()
            new_list.append(GS['input_other'])
            GS['input_other'] = new_list
        elif type(GS['input_other']) is list:
            pass

    # and add the discovered ones to the list
    GS['input_other'] += feature_blacklist
    #GS['not_input_features'] = [f for f in feature_blacklist if f not in GS['not_input_features']]

    def set_randomizer_setting():
        if 'randomizer' in GS:
            GS['randomizer'] = mybool(GS['randomizer'])
        else:
            GS['randomizer'] = False
    set_randomizer_setting()


    def set_default_features():
        for name in ['input_features', 'input_target']:
            if (name not in GS) or (GS[name] == 'Auto'):
                GS[name] = None
    set_default_features()

    def set_default_metrics():
        if 'metrics' not in GS or GS['metrics'] == 'Auto':
            if is_classification:
                GS['metrics'] = ['accuracy', 'precision_binary', 'recall_binary', 'f1_binary']
            else:
                GS['metrics'] = ['R2', 'root_mean_squared_error',
                                 'mean_absolute_error', 'rmse_over_stdev']
    set_default_metrics()

    # Turn names of metrics into actual metrics:
    # If only one metric, map string to list for parsing
    if type(GS['metrics']) is str:
        el = GS['metrics']
        GS['metrics'] = list()
        GS['metrics'].append(el)

    GS['metrics'] = metrics.check_and_fetch_names(GS['metrics'], is_classification)

    def change_score_func_strings_into_actual_score_funcs():
        for selector_name, args_dict in conf['FeatureSelection'].items():
            class_name = selector_name.split('_')[0]
            if class_name not in feature_selectors.score_func_selectors: continue
            name_to_func = (metrics.classification_score_funcs
                            if is_classification
                            else metrics.regression_score_funcs)
            if 'score_func' in args_dict:
                try:
                    args_dict['score_func'] = name_to_func[args_dict['score_func']]
                except KeyError:
                    task = 'classification' if is_classification else 'regression'
                    raise utils.InvalidValue(
                            f"Score function '{args_dict['score_func']}' not valid for {task}"
                            f" tasks (inside feature selector {selector_name}). Valid score"
                            f" functions: {list(name_to_func.keys())}")
            else: # default to f_classif or f_regression
                args_dict['score_func'] = \
                        name_to_func['f_classif' if is_classification else 'f_regression']
    change_score_func_strings_into_actual_score_funcs()

    def make_long_name_short_name_pairs():
        dictionaries = ([conf['DataSplits'], conf['Models'], conf['HyperOpt']]
                        + [conf[name] for name in feature_sections])
        for dictionary in dictionaries:
            for name, settings in dictionary.items():
                #dictionary[name] = (name.split('_')[0], settings)
                dictionary[name] = [name.split('_')[0], settings]
    make_long_name_short_name_pairs()

    def check_and_boolify_plot_settings():
        default_false = ['plot_each_feature_vs_target', 'rf_error_method', 'rf_error_percentile',
                         'normalize_target_feature']
        default_true = ['plot_target_histogram', 'plot_train_test_plots', 'plot_predicted_vs_true', 'plot_error_plots',
                         'plot_predicted_vs_true_average', 'plot_best_worst_per_point']
        all_settings = default_false + default_true
        if 'MiscSettings' not in conf:
            conf['MiscSettings'] = dict()
        MS = conf['MiscSettings']
        for name, value in MS.items():
            if name not in all_settings:
                raise utils.InvalidConfParameters(f"[MiscSettings] parameter '{name}' is unknown")
            try:
                MS[name] = mybool(value)
            except ValueError:
                pass
            #    raise utils.InvalidConfParameters(
            #        f"[PlotSettings] parameter '{name}' must be a boolean")
        for name in default_false:
            if name not in MS:
                MS[name] = False
        for name in default_true:
            if name not in MS:
                MS[name] = True
    check_and_boolify_plot_settings()

    # TODO: remove?
    def check_learning_curve_settings():
        if 'learning_curve_model' not in GS:
            raise utils.InvalidConfParameters("You enabled data_learning_curve plots but you did"
                                              "not specify learning_curve_model in [GeneralSetup]")
        if 'learning_curve_score' not in GS:
            raise utils.InvalidConfParameters("You enabled data_learning_curve plots but you did"
                                              "not specify learning_curve_score in [GeneralSetup]")

    # Need to make scoring function for learning curve string to scorer object
    if conf['LearningCurve']:
        score_name = conf['LearningCurve']['scoring']
        d = metrics.check_and_fetch_names([score_name], is_classification)
        greater_is_better, score_func = d[score_name]
        conf['LearningCurve']['scoring'] = make_scorer(score_func, greater_is_better=True)

    return conf


[docs]def fix_types(maybe_list):
    """
    Method that returns true datatype of values passed as string or list of strings, parsed from configuration file

    Args:
        maybe_list: (list, str), a list of strings or just a string whose datatype should be e.g. int or list of float

    Returns:
        maybe_list: (list, bool, int, float): a list of items or other data type converted from string to correct data type

    """
    if isinstance(maybe_list, list):
        return [fix_types(item) for item in maybe_list]

    try: return mybool(maybe_list)
    except ValueError: pass

    try: return int(maybe_list)
    except ValueError: pass

    try: return float(maybe_list)
    except ValueError: pass

    return str(maybe_list)


[docs]def mybool(string):
    """
    Method that converts a string equal to 'True' or 'False' into type bool

    Args:
        string: (str), a string as 'True' or 'False'

    Returns:
        bool: (bool): bool as True or False

    """
    if string.lower() == 'true':
        return True
    if string.lower() == 'false':
        return False
    raise ValueError





          

      

      

    

  

    
      
          
            
  Source code for mastml.data_cleaner

"""
The data_cleaner module is used to clean missing or NaN values from pandas dataframes (e.g. removing NaN, imputation, etc.)
"""

import pandas as pd
import numpy as np
import logging
from sklearn.impute import SimpleImputer

import os
from scipy.linalg import orth

log = logging.getLogger('mastml')

[docs]def flag_outliers(df, conf_not_input_features, savepath, n_stdevs=3):
    """
    Method that scans values in each X feature matrix column and flags values that are larger than 3 standard deviations
    from the average of that column value. The index and column values of potentially problematic points are listed and
    written to an output file.

    Args:
        df: (dataframe), pandas dataframe containing data

    Returns:
        None, just writes results to file

    """
    n_rows = df.shape[0]
    outlier_dict = dict()
    for col in df.columns:
        outlier_rows = list()
        outlier_vals = list()
        if col not in conf_not_input_features:
            avg = np.average(df[col])
            stdev = np.std(df[col])
            for row in range(n_rows):
                if df[col].iloc[row] > avg + n_stdevs*stdev:
                    outlier_rows.append(row)
                    outlier_vals.append(df[col].iloc[row])
                elif df[col].iloc[row] < avg - n_stdevs*stdev:
                    outlier_rows.append(row)
                    outlier_vals.append(df[col].iloc[row])
                else:
                    pass
        outlier_dict[col] = (outlier_rows, outlier_vals)
    pd.DataFrame().from_dict(data=outlier_dict,orient='index', columns=['Indices', 'Values']).to_excel(os.path.join(savepath,'data_potential_outliers.xlsx'))
    return


[docs]def remove(df, axis):
    """
    Method that removes a full column or row of data values if one column or row contains NaN or is blank

    Args:
        df: (dataframe), pandas dataframe containing data
        axis: (int), whether to remove rows (axis=0) or columns (axis=1)

    Returns:
        df: (dataframe): dataframe with NaN or missing values removed

    """
    df_nan = df[pd.isnull(df)]
    nan_indices = df_nan.index
    df = df.dropna(axis=axis, how='any')
    return df, nan_indices


[docs]def imputation(df, strategy, cols_to_leave_out=None):
    """
    Method that imputes values to the missing places based on the median, mean, etc. of the data in the column

    Args:
        df: (dataframe), pandas dataframe containing data
        strategy: (str), method of imputation, e.g. median, mean, etc.
        cols_to_leave_out: (list), list of column indices to not include in imputation

    Returns:
        df: (dataframe): dataframe with NaN or missing values resolved via imputation

    """
    col_names = df.columns.tolist()
    if cols_to_leave_out is None:
        df_imputed = pd.DataFrame(SimpleImputer(missing_values=np.nan, strategy=strategy).fit_transform(df))
    else:
        df_include = df.drop(cols_to_leave_out, axis=1)
        df_hold_out = df.drop([c for c in df.columns if c not in cols_to_leave_out], axis=1)
        df_imputed = pd.DataFrame(SimpleImputer(missing_values=np.nan, strategy=strategy).fit_transform(df_include), columns=df_include.columns)
    # Need to join the imputed dataframe with the columns containing strings that were held out
    if cols_to_leave_out is None:
        df = df_imputed
    else:
        df = pd.concat([df_hold_out, df_imputed], axis=1)
        col_names = df.columns.tolist()
    return df


[docs]def ppca(df, cols_to_leave_out=None):
    """
    Method that performs a recursive PCA routine to use PCA of known columns to fill in missing values in particular column

    Args:
        df: (dataframe), pandas dataframe containing data
        cols_to_leave_out: (list), list of column indices to not include in imputation

    Returns:
        df: (dataframe): dataframe with NaN or missing values resolved via imputation

    """
    col_names = df.columns.tolist()
    pca_magic = PPCA()
    if cols_to_leave_out is None:
        pca_magic.fit(np.array(df))
    else:
        pca_magic.fit(np.array(df.drop(cols_to_leave_out, axis=1)))
    # Need to un-standardize the pca-transformed data
    df_ppca = pd.DataFrame(pca_magic.data*pca_magic.stds+pca_magic.means)
    if cols_to_leave_out is None:
        df = df_ppca
    else:
        df = pd.concat([df_ppca, df[cols_to_leave_out]], axis=1)
    df.columns = col_names
    return df


[docs]def columns_with_strings(df):
    """
    Method that ascertains which columns in data contain string entries

    Args:
        df: (dataframe), pandas dataframe containing data

    Returns:
        str_columns: (list), list containing indices of columns containing strings

    """
    str_summary = pd.DataFrame(df.applymap(type).eq(str).any())
    str_columns = str_summary.index[str_summary[0] == True].tolist()
    return str_columns


[docs]class PPCA():
    """
    Class to perform probabilistic principal component analysis (PPCA) to fill in missing data.

    This PPCA routine was taken directly from https://github.com/allentran/pca-magic. Due to import errors, for ease of use
    we have elected to copy the module here. This github repo was last accessed on 8/27/18. The code comprising the PPCA
    class below was not developed by and is not owned by the University of Wisconsin-Madison MAST-ML development team.

    """
    def __init__(self):

        self.raw = None
        self.data = None
        self.C = None
        self.means = None
        self.stds = None
        self.eig_vals = None

    def _standardize(self, X):

        if self.means is None or self.stds is None:
            raise RuntimeError("Fit model first")

        return (X - self.means) / self.stds

[docs]    def fit(self, data, d=None, tol=1e-4, min_obs=10, verbose=False):

        self.raw = data
        self.raw[np.isinf(self.raw)] = np.max(self.raw[np.isfinite(self.raw)])

        valid_series = np.sum(~np.isnan(self.raw), axis=0) >= min_obs

        data = self.raw[:, valid_series].copy()
        N = data.shape[0]
        D = data.shape[1]

        self.means = np.nanmean(data, axis=0)
        self.stds = np.nanstd(data, axis=0)

        data = self._standardize(data)
        observed = ~np.isnan(data)
        missing = np.sum(~observed)
        data[~observed] = 0

        # initial

        if d is None:
            d = data.shape[1]

        if self.C is None:
            C = np.random.randn(D, d)
        else:
            C = self.C
        CC = np.dot(C.T, C)
        X = np.dot(np.dot(data, C), np.linalg.inv(CC))
        recon = np.dot(X, C.T)
        recon[~observed] = 0
        ss = np.sum((recon - data) ** 2) / (N * D - missing)

        v0 = np.inf
        counter = 0

        while True:

            Sx = np.linalg.inv(np.eye(d) + CC / ss)

            # e-step
            ss0 = ss
            if missing > 0:
                proj = np.dot(X, C.T)
                data[~observed] = proj[~observed]
            X = np.dot(np.dot(data, C), Sx) / ss

            # m-step
            XX = np.dot(X.T, X)
            C = np.dot(np.dot(data.T, X), np.linalg.pinv(XX + N * Sx))
            CC = np.dot(C.T, C)
            recon = np.dot(X, C.T)
            recon[~observed] = 0
            ss = (np.sum((recon - data) ** 2) + N * np.sum(CC * Sx) + missing * ss0) / (N * D)

            # calc diff for convergence
            det = np.log(np.linalg.det(Sx))
            if np.isinf(det):
                det = abs(np.linalg.slogdet(Sx)[1])
            v1 = N * (D * np.log(ss) + np.trace(Sx) - det) \
                 + np.trace(XX) - missing * np.log(ss0)
            diff = abs(v1 / v0 - 1)
            if verbose:
                print(diff)
            if (diff < tol) and (counter > 5):
                break

            counter += 1
            v0 = v1

        C = orth(C)
        vals, vecs = np.linalg.eig(np.cov(np.dot(data, C).T))
        order = np.flipud(np.argsort(vals))
        vecs = vecs[:, order]
        vals = vals[order]

        C = np.dot(C, vecs)

        # attach objects to class
        self.C = C
        self.data = data
        self.eig_vals = vals
        self._calc_var()


[docs]    def transform(self, data=None):

        if self.C is None:
            raise RuntimeError('Fit the data model first.')
        if data is None:
            return np.dot(self.data, self.C)
        return np.dot(data, self.C)


    def _calc_var(self):

        if self.data is None:
            raise RuntimeError('Fit the data model first.')

        data = self.data.T

        # variance calc
        var = np.nanvar(data, axis=1)
        total_var = var.sum()
        self.var_exp = self.eig_vals.cumsum() / total_var

[docs]    def save(self, fpath):

        np.save(fpath, self.C)


[docs]    def load(self, fpath):

        assert os.path.isfile(fpath)

        self.C = np.load(fpath)






          

      

      

    

  

    
      
          
            
  Source code for mastml.data_loader

"""
The data_loader module is used for importing data from user-specified csv or xlsx file to MAST-ML
"""

import pandas as pd
import logging
from mastml import utils
log = logging.getLogger('mastml')

[docs]def load_data(file_path, input_features=None, input_target=None, input_grouping= None, feature_blacklist=list()):
    """
    Method that accepts the filepath of an input data file and returns a full dataframe and parsed X and y dataframes

    Args:
        file_path: (str), path to data file

        input_features: (str), column names to be used as input features (X data). If 'Auto', then takes all columns that are not
        listed in target_feature or feature_blacklist fields.

        target_feature: (str), column name for data to be fit to (y data).

        grouping_feature: (str), column names used to group data in user-defined grouping scheme

    Returns:
        df: (dataframe), full dataframe of the input X data (y data is removed)

        X: (dataframe), dataframe containing only the X data from the data file

        X_noinput: (dataframe), dataframe containing the columns of the original X data that are not used as input features

        X_grouped: (dataframe), dataframe containing the columns of hte original X data that correspond to a data grouping scheme

        y: (dataframe), dataframe containing only the y data from the data file

    """

    # Load data
    try:
        df = pd.read_csv(file_path)
    except:
        try:
            df = pd.read_excel(file_path)
        except:
            df = pd.read_excel(file_path, engine='openpyxl')

    # Assign default values to input_features and target_feature;
    if input_features is None and input_target is None: # input is first n-1 and target is just n
        input_features = list(df.columns[:-1])
        target_feature = df.columns[-1]
    elif input_features is None: # input is all the features except the target feature
        input_features = [col for col in df.columns if col != input_target]
    elif input_target is None: # target is the last non-input feature
        for col in df.columns[::-1]:
            if col not in input_features:
                target_feature = col
                break

    # Collect required features:
    if type(input_features) is str:
        input_features = [input_features]
    required_features = input_features + [input_target]

    # Ensure they are all present:
    for feature in required_features:
        if feature not in df.columns:
            raise Exception(f"Data file does not have column '{feature}'")

    X, y = df[input_features], df[input_target]

    log.info('blacklisted features, either from "input_other" or a "input_grouping":' +
                 str(feature_blacklist))
    # take blacklisted features out of X:
    X_noinput_dict = dict()
    for feature in set(feature_blacklist):
        # If input_features = Auto, all included and blacklisted features need removal; if manual may not have all features
        if feature in X.columns:
            X_noinput_dict[feature] = X[feature]
            X = X.drop(feature, axis=1)
        else:
            log.info('Blacklisted feature ' + str(feature) + ' already not present in dataframe')

    # Need this block when input features not set to Auto
    for feature in set(feature_blacklist):
        if feature not in X_noinput_dict.keys():
            X_noinput_dict[feature] = df[feature]

    X_noinput = pd.DataFrame(X_noinput_dict)

    if input_grouping:
        X_grouped = pd.DataFrame(df[input_grouping])
    else:
        X_grouped = None

    df = df.drop(input_target, axis=1)

    #Check if features are unambiguously selected
    for feature in X_noinput.columns:
        if feature in X.columns:
            raise utils.ConfError('An error has occurred where the same feature in both the "input_features" and '
                                  '"input_other" fields. Please correct your input file and re-run MAST-ML')

    return df, X, X_noinput, X_grouped, y





          

      

      

    

  

    
      
          
            
  Source code for mastml.html_helper

"""
Module for generating an HTML file, called index.html, which contains an overview of the key data and plots from a
MAST-ML run. Images of cross-validation parity plots, data histograms, data statistics, and links to the relevant files
are all provided.
"""

import os
from os.path import join, relpath # because it's used so much
from time import gmtime, strftime
import logging
from dominate import document
from dominate.tags import *

log = logging.getLogger('mastml')

[docs]def make_html(outdir):
    """
    Method used to create the main index.html file

    Args:

        outdir: (str), user-specified output path which designates where all results of MAST-ML run are written

    Returns:

        None

    """

    with document(title='MASTML') as doc:
        # title and date
        h1('MAterial Science Tools - Machine Learning')
        h4(strftime("%Y-%m-%d %H:%M:%S", gmtime()))

        # link to error log
        #if errors_present:
        #    p('You have errors! check ', make_link(error_log))

        combos = list()
        link_sections = list()
        #favorites = dict()

        for root, dirs, files in os.walk(outdir):
            # find a folder that contains split_ folder.
            # For example, results/StandardScaler/SelectKBest/LinearRegression/KFold
            for d in dirs:
                if d.startswith('split_0'):
                    combos.append(root)

            # extract links to important csvs and conf
            for f in files:
                csv_whitelist = [
                    'clusters.csv', 'generated_features.csv',
                    'generated_features_no_constant_columns.csv', 'grouped.csv',
                    'input_data_statistics.csv', 'normalized.csv', 'selected.csv', ]
                ext = os.path.splitext(f)[1]
                if f in csv_whitelist or ext in ['.conf', '.log']:
                    link_sections.append(join(root, f))
                    #simple_section(join(root, f), outdir)

        h1('Files')
        for path in link_sections:
            simple_section(path, outdir)

        h1('Plots')

        # show all the images
        for f in os.listdir(outdir):
            if f.endswith('.png'):
                make_image(f, f)

        for combo in combos:
            # come up with a good section title
            path = os.path.normpath(relpath(combo, outdir))
            paths = path.split(os.sep)
            title = " - ".join(paths)
            h2(title)

            # find the best worst overlay
            for fname in os.listdir(combo):
                if fname.endswith('.png'):
                    h3(os.path.splitext(fname)[0]) # probably best_worst overlay
                    make_image(relpath(join(combo, fname), outdir), fname)
                    br()

            # find the split_0 split_1 etc bs stuff
            for fname in os.listdir(combo):
                if fname.startswith('split_'):
                    show_combo(join(combo, fname), outdir)

    with open(join(outdir, 'index.html'), 'w') as f:
        f.write(doc.render())

    log.info('wrote ' + join(outdir, 'index.html'))


[docs]def show_combo(combo_dir, outdir):
    """
    Method used to collect combinations of data analysis (e.g. parity plots of train and test data in a CV split) and
    required file paths and display them in the output index.html file.

    Args:

        combo_dir: (str), path containing the relevant data to combine as output in the index.html file

        outdir: (str), user-specified output path which designates where all results of MAST-ML run are written

    Returns:

        None

    """

    # collect test image, train image, and other file links
    links = list()
    train_images = list()
    test_images = list()
    for f in os.listdir(combo_dir):
        if is_train_image(f):
            train_images.append(join(combo_dir, f))
        elif is_test_image(f):
            test_images.append(join(combo_dir, f))
        else:
            links.append(join(combo_dir, f))

    # have a header for split_0 split_1 etc
    h2(combo_dir.split(os.sep)[-1])

    # loop separately so we can control order
    for train_image, test_image in zip(sorted(train_images), sorted(test_images)):
        make_image(relpath(train_image, outdir), 'train')
        make_image(relpath(test_image, outdir), 'test')
        br();br()

    h3('links')
    for l in links:
        make_link(relpath(l, outdir))
        span('  ')


[docs]def simple_section(filepath, outdir):
    """
    Method used to create a section name for a particular analysis combination that will be displayed in the index.html file.

    Args:

        filepath: (str), path containing the relevant data to combine as output in the index.html file

        outdir: (str), user-specified output path which designates where all results of MAST-ML run are written

    Returns:

        None

    """

    " Create a section for a combo "
    path = os.path.normpath(relpath(filepath, outdir))
    paths = path.split(os.sep)
    title = " - ".join(paths)
    a(b(title))
    make_link(relpath(filepath, outdir))
    br()


[docs]def make_link(href):
    """
    Method used to generate a link to a particular file created from a MAST-ML run. The link will be displayed next to the
    appropriate data or image in the index.html file

    Args:

        href: (str), filename to generate link for

    Returns:

        (dominate.tags html_tag object), hyperlink to filename

    """

    " Make a link where text is filename of href "
    return a(os.path.basename(href), href=href, style='padding-left: 15px;')


[docs]def make_image(src, title=None):
    """
    Method used to generate and show an image of a fixed width. The image will be displayed in the appropriate
    section of the index.html file

    Args:

        src: (str), source path of the image to be displayed

        title: (str), title for the image

    Returns:

        None

    """
    " Show an image in fixed width "
    d = div(style='display:inline-block;', _class='photo')
    if title:
        d += h4(title)
        #d += p(a(title))
    d += img(src=src, height='200')


[docs]def is_train_image(path):
    """
    Method used to assess whether an image is for training data

    Args:

        path: (str), source path of the image to be displayed

    Returns:

        (bool), True if path is an image (.png) and is for training data (has 'train' in path)

    """
    basename = os.path.basename(path)
    return os.path.splitext(basename)[1] == '.png' and 'train' in basename


[docs]def is_test_image(path):
    """
    Method used to assess whether an image is for testing data

    Args:

        path: (str), source path of the image to be displayed

    Returns:

        (bool), True if path is an image (.png) and is for testing data (has 'test' in path)

    """
    basename = os.path.basename(path)
    return os.path.splitext(basename)[1] == '.png' and 'test' in basename





          

      

      

    

  

    
      
          
            
  Source code for mastml.learning_curve

"""
This module contains methods to construct learning curves, which evaluate some cross-validation performance metric (e.g. RMSE)
as a function of amount of training data (i.e. a sample learning curve) or as a function of the number of features used
in the fitting (i.e. a feature learning curve).
"""

import numpy as np
import pandas as pd
import warnings
import logging
import os

from sklearn.model_selection import learning_curve
from sklearn.feature_selection import f_regression

from mastml.legos import feature_selectors as fs

# Ignore the harmless warning about the gelsd driver on mac.
warnings.filterwarnings(action="ignore", module="scipy",
                        message="^internal gelsd")

log = logging.getLogger('mastml')

[docs]def sample_learning_curve(X, y, estimator, cv, scoring, Xgroups=None):
    """
    Method that calculates data used to plot a sample learning curve, e.g. the RMSE of a cross-validation routine using a
    specified model and a given fraction of the total training data

    Args:
        X: (numpy array), array of X data values

        y: (numpy array), array of y data values

        estimator: (scikit-learn model object), a scikit-learn model used for fitting

        cv: (scikit-learn cross validation object), a scikit-learn cross validation object to construct train/test splits

        scoring: (scikit-learn metric object), a scikit-learn metric to use as a scorer

        Xgroups: (list), list of row indices corresponding to each group

    Returns:
        train_sizes: (numpy array), array of fractions of training data used in learning curve

        train_mean: (numpy array), array of means of training data scores for each training data fraction

        test_mean: (numpy array), array of means of testing data scores for each training data fraction

        train_stdev: (numpy array), array of standard deviations of training data scores for each training data fraction

        test_stdev: (numpy array), array of standard deviations of testing data scores for each training data fraction

    """

    train_sizes = np.array([0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1])
    if Xgroups.shape[0] > 0:
        Xgroups = np.array(Xgroups).reshape(-1, )
    else:
        Xgroups = np.zeros(len(y))

    train_sizes, train_scores, valid_scores = learning_curve(estimator=estimator, X=X, y=y, train_sizes=train_sizes,
                                                             scoring=scoring, cv=cv, groups=Xgroups)
    train_mean = np.mean(train_scores, axis=1)
    test_mean = np.mean(valid_scores, axis=1)
    train_stdev = np.std(train_scores, axis=1)
    test_stdev = np.std(valid_scores, axis=1)

    return train_sizes, train_mean, test_mean, train_stdev, test_stdev


[docs]def feature_learning_curve(X, y, estimator, cv, scoring, selector_name, savepath, n_features_to_select=None, Xgroups=None):
    """
    Method that calculates data used to plot a feature learning curve, e.g. the RMSE of a cross-validation routine using a
    specified model and a given number of features

    Args:
        X: (numpy array), array of X data values

        y: (numpy array), array of y data values

        estimator: (scikit-learn model object), a scikit-learn model used for fitting

        cv: (scikit-learn cross validation object), a scikit-learn cross validation object to construct train/test splits

        scoring: (scikit-learn metric object), a scikit-learn metric to use as a scorer

        selector_name: (str), name of a scikit-learn or MAST-ML feature selection routine

        n_features_to_select: (int), total number of features to select, i.e. stopping criterion for number of features

        Xgroups: (list), list of row indices corresponding to each group

    Returns:
        train_sizes: (numpy array), array of fractions of training data used in learning curve

        train_mean: (numpy array), array of means of training data scores for each number of features

        test_mean: (numpy array), array of means of testing data scores for each number of features

        train_stdev: (numpy array), array of standard deviations of training data scores for each number of features

        test_stdev: (numpy array), array of standard deviations of testing data scores for each number of features

    """
    if Xgroups.shape[0] > 0:
        Xgroups = np.array(Xgroups).reshape(-1, )
    else:
        Xgroups = np.zeros(len(y))
    train_mean = list()
    train_stdev = list()
    test_mean = list()
    test_stdev = list()
    if not n_features_to_select:
        n_features_to_select = X.shape[1].tolist()
    train_sizes = range(n_features_to_select)
    train_sizes = [1+f for f in train_sizes]
    features_selected = list()
    n_features = list()
    for feature in train_sizes:
        n_features.append(feature)
        if selector_name == 'RFE':
            log.warning("Using RFE as feature selector does not support a custom CV or grouping scheme. Your learning"
                        "curve will be generated properly, but will not use the custom CV or grouping scheme")
            try:
                Xnew = fs.name_to_constructor[selector_name](estimator, feature).fit(X, y).transform(X)
            except RuntimeError:
                log.error("You have specified an estimator for RFE that does not have a coef_ or feature_importances_ attribute. "
                          "Acceptable models to use with RFE include: LinearRegression, Lasso, SVR, DecisionTreeRegressor, "
                          "RandomForestRegressor, ExtraTreesRegressor, AdaBoostRegressor, etc.")
        elif selector_name == 'SelectKBest':
            log.warning("Using SelectKBest as feature selector does not support a custom estimator model, CV or grouping scheme. "
                        "Your learning curve will be generated properly, but will not use the custom model, CV or grouping scheme")
            Xnew = fs.name_to_constructor[selector_name](f_regression, feature).fit(X, y).transform(X)
        elif selector_name == 'MASTMLFeatureSelector':
            Xnew = fs.name_to_constructor[selector_name](estimator, feature, cv).fit(X, y, savepath, pd.DataFrame(Xgroups)).transform(X)
        elif selector_name == 'SequentialFeatureSelector':
            log.warning("Using SequentialFeatureSelector as feature selector does not support a custom CV or grouping scheme. "
                        "Your learning curve will be generated properly, but will not use the custom CV or grouping scheme")
            Xnew = fs.name_to_constructor[selector_name](estimator, feature).fit(pd.DataFrame(X), pd.DataFrame(y)).transform(X)
        elif selector_name == None:
            log.warning("A selector name for learning curve calculation was not found. Defaulting to using the "
                        "MASTMLFeatureSelector for learning curve")
            Xnew = fs.name_to_constructor["MASTMLFeatureSelector"](estimator, feature, cv).fit(X, y, pd.DataFrame(Xgroups)).transform(X)
        else:
            log.error("You have specified an invalid selector_name for learning curve. Either leave blank to use the default"
                      " MASTMLFeatureSelector or use one of SelectKBest, RFE, SequentialFeatureSelector, MASTMLFeatureSelector")
            exit()
        # Need to use arrays to avoid indexing issues when leaving out validation data
        features_selected.append(Xnew.columns.tolist())

        Xnew = np.array(Xnew)
        y = np.array(y)
        Xgroups = np.array(Xgroups)
        cv_number=1
        train_scores = dict()
        test_scores = dict()
        for trains, tests in cv.split(Xnew, y, Xgroups):
            model = estimator.fit(Xnew[trains], y[trains])
            train_vals = model.predict(Xnew[trains])
            test_vals = model.predict(Xnew[tests])
            train_scores[cv_number] = scoring._score_func(train_vals, y[trains])
            test_scores[cv_number] = scoring._score_func(test_vals, y[tests])
            cv_number += 1
        train_mean.append(np.mean(list(train_scores.values())))
        train_stdev.append(np.std(list(train_scores.values())))
        test_mean.append(np.mean(list(test_scores.values())))
        test_stdev.append(np.std(list(test_scores.values())))

    datadict = {"n_features": n_features, "features selected": features_selected}
    pd.DataFrame().from_dict(data=datadict).to_csv(os.path.join(savepath, 'features_selected_in_learning_curve.csv'))

    return np.array(train_sizes), np.array(train_mean), np.array(test_mean), np.array(train_stdev), np.array(test_stdev)





          

      

      

    

  

    
      
          
            
  Source code for mastml.mastml_driver

"""
Main MAST-ML module responsible for executing the workflow of a MAST-ML run
"""

import argparse
import inspect
import os
import shutil
import logging
import warnings
import re
import json
from datetime import datetime
from collections import OrderedDict
from os.path import join # We use join tons
from functools import reduce
from contextlib import redirect_stdout
from copy import deepcopy

import numpy as np
import pandas as pd
import joblib
from sklearn.exceptions import UndefinedMetricWarning
from sklearn.model_selection import LeaveOneGroupOut
from sklearn.metrics import make_scorer
from sklearn.base import clone

from mastml import conf_parser, data_loader, html_helper, plot_helper, utils, learning_curve, data_cleaner, metrics
from mastml.legos import (data_splitters, feature_generators, feature_normalizers,
                    feature_selectors, model_finder, util_legos, randomizers, hyper_opt)
from mastml.legos import clusterers as legos_clusterers
from mastml.legos import model_hosting

log = logging.getLogger('mastml')

[docs]def main(conf_path, data_path, outdir=join(os.getcwd(), 'results_mastml_run'), verbosity=0):
    """
    This method is responsible for setting up the initial stage of the MAST-ML run, such as parsing input directories to
    designate where data will be imported and results saved to, as well as creation of the MAST-ML run log.

    Args:

        conf_path: (str), the path supplied by the user which contains the input configuration file

        data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

        outdir: (str), the path supplied by the user which determines where the output results are saved to

        verbosity: (int), the verbosity level of the MAST-ML log, which determines the amount of information written to the log.

    Returns:

        outdir: (str), the path supplied by the user which determines where the output results are saved to (needed by other calls in MAST-ML)

    """

    conf_path, data_path, outdir = check_paths(conf_path, data_path, outdir)

    utils.activate_logging(outdir, (str(conf_path), str(data_path), outdir), verbosity=verbosity)

    if verbosity >= 1:
        warnings.simplefilter('error') # turn warnings into errors
    elif verbosity <= -1:
        warnings.simplefilter('ignore') # ignore warnings

    try:
        mastml_run(conf_path, data_path, outdir)
    except utils.MastError as e:
        # catch user errors, log and print, but don't raise and show them that nasty stack
        log.error(str(e))
    except Exception as e:
        # catch the error, save it to file, then raise it back up
        log.error('A runtime exception has occured, please go to '
                      'https://github.com/uw-cmg/MAST-ML/issues and post your issue.')
        log.exception(e)
        raise e
    return outdir # so a calling program can know where we actually saved it


[docs]def mastml_run(conf_path, data_path, outdir):
    """
    This method is responsible for conducting the main MAST-ML run workflow

    Args:

        conf_path: (str), the path supplied by the user which contains the input configuration file

        data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

        outdir: (str), the path supplied by the user which determines where the output results are saved to

    Returns:

        None

    """


    " Runs operations specifed in conf_path on data_path and puts results in outdir "

    # Copy the original input files to the output directory for easy reference
    log.info("Copying input files to output directory...")
    if type(conf_path) is str:
        shutil.copy2(conf_path, outdir)
    elif type(conf_path) is dict:
        with open(join(outdir, 'conf_file.conf'), 'w') as f:
            json.dump(conf_path, f)

    if type(data_path) is str:
        shutil.copy2(data_path, outdir)
    elif type(data_path) is type(pd.DataFrame()):
        data_path.to_excel(join(outdir, 'input_data.xlsx'), index=False)
        data_path = join(outdir, 'input_data.xlsx')

    # Load in and parse the configuration and data files:
    if type(conf_path) is str:
        conf = conf_parser.parse_conf_file(conf_path, from_dict=False)
    elif type(conf_path) is dict:
        conf = conf_parser.parse_conf_file(conf_path, from_dict=True)
    else:
        raise TypeError('Your conf_path must either be a path string to a .conf file or a dict directly containing the config info')

    MiscSettings = conf['MiscSettings']
    is_classification = conf['is_classification']
    # The df is used by feature generators, clusterers, and grouping_column to 
    # create more features for x.
    # X is model input, y is target feature for model
    df, X, X_noinput, X_grouped, y = data_loader.load_data(data_path,
                                         conf['GeneralSetup']['input_features'],
                                         conf['GeneralSetup']['input_target'],
                                         conf['GeneralSetup']['input_grouping'],
                                         conf['GeneralSetup']['input_other'])
    if not conf['GeneralSetup']['input_grouping']:
        X_grouped = pd.DataFrame()

    # Perform data cleaning here
    dc = conf['DataCleaning']
    if 'cleaning_method' not in dc.keys():
        log.warning("You have chosen not to specify a method of data_cleaning in the input file. By default, any feature entries "
                    "containing NaN will result in removal of the feature and any target data entries containing NaN will "
                    "result in removal of that target data point.")
        dc['cleaning_method'] = 'remove'

    if X.shape[1] == 0:
        # There are no X feature vectors specified, so can't clean data
        log.warning("There are no X feature vectors imported from the data file. Therefore, data cleaning cannot be performed.")
    else:
        # Always scan the input data and flag potential outliers
        data_cleaner.flag_outliers(df=df, conf_not_input_features=conf['GeneralSetup']['input_other'],
                                   savepath=outdir,
                                   n_stdevs=3)
        if dc['cleaning_method'] == 'remove':
            df, nan_indices = data_cleaner.remove(df, axis=1)
            X, nan_indices = data_cleaner.remove(X, axis=1)
            X_noinput, nan_indices = data_cleaner.remove(X_noinput, axis=1)
            X_grouped, nan_indices = data_cleaner.remove(X_grouped, axis=1)
        elif dc['cleaning_method'] == 'imputation':
            log.warning("You have selected data cleaning with Imputation. Note that imputation will not resolve missing target data. "
                        "It is recommended to remove missing target data")
            if 'imputation_strategy' not in dc.keys():
                log.warning("You have chosen to perform data imputation but have not selected an imputation strategy. By default, "
                            "the mean will be used as the imputation strategy")
                dc['imputation_strategy'] = 'mean'
            df = data_cleaner.imputation(df, dc['imputation_strategy'], X_noinput.columns)
            X = data_cleaner.imputation(X, dc['imputation_strategy'])
        elif dc['cleaning_method'] == 'ppca':
            log.warning("You have selected data cleaning with PPCA. Note that PPCA will not work to estimate missing target values, "
                        "at least a 2D matrix is needed. It is recommended you remove missing target data")
            df = data_cleaner.ppca(df, X_noinput.columns)
            X = data_cleaner.ppca(X)
        else:
            log.error("You have specified an invalid data cleaning method. Choose from: remove, imputation, or ppca")
            exit()

        # Check if any y target data values are missing or NaN
        shape_before = y.shape
        y, nan_indices = data_cleaner.remove(y, axis=0)
        shape_after = y.shape
        if shape_after != shape_before:
            log.info(
                'Warning: some y target data rows were automatically removed because they were either empty or contained '
                '"NaN" entries. MAST-ML will continue your run with this modified data set.')
            # Need to modify df, X, etc. to remove same rows as were removed from y target data
            df = df.drop(labels=nan_indices, axis=0)
            X = X.drop(labels=nan_indices, axis=0)
            X_noinput = X_noinput.drop(labels=nan_indices, axis=0)
            if X_grouped.shape[0] > 0:
                X_grouped = X_grouped.drop(labels=nan_indices, axis=0)

    # randomly shuffles y values if randomizer is on
    if conf['GeneralSetup']['randomizer'] is True:
        log.warning("Randomizer is enabled, so target feature will be shuffled,"
                 " and results should be null for a given model")
        y = randomizers.Randomizer().fit().transform(df=y)

    """
        # get parameters out for 'validation_column'
    is_validation = 'validation_columns' in conf['GeneralSetup']
    if is_validation:
        if type(conf['GeneralSetup']['validation_columns']) is list:
            validation_column_names = list(conf['GeneralSetup']['validation_columns'])
        elif type(conf['GeneralSetup']['validation_columns']) is str:
            validation_column_names = list()
            validation_column_names.append(conf['GeneralSetup']['validation_columns'][:])
        validation_columns = dict()
        for validation_column_name in validation_column_names:
            validation_columns[validation_column_name] = df[validation_column_name]
        validation_columns = pd.DataFrame(validation_columns)
        validation_X = list()
        validation_y = list()

        # TODO make this block its own function
        for validation_column_name in validation_column_names:
            # X_, y_ = _exclude_validation(X, validation_columns[validation_column_name]), _exclude_validation(y, validation_columns[validation_column_name])
            validation_X.append(pd.DataFrame(_exclude_validation(X, validation_columns[validation_column_name])))
            validation_y.append(pd.DataFrame(_exclude_validation(y, validation_columns[validation_column_name])))
        idxy_list = list()
        for i, _ in enumerate(validation_y):
            idxy_list.append(validation_y[i].index)
        # Get intersection of indices between all prediction columns
        intersection = reduce(np.intersect1d, (i for i in idxy_list))
        X_novalidation = X.iloc[intersection]
        y_novalidation = y.iloc[intersection]
        X_grouped_novalidation = X_grouped.iloc[intersection]
    else:
        X_novalidation = X
        y_novalidation = y
        X_grouped_novalidation = X_grouped
    """


    if conf['MiscSettings']['plot_target_histogram']:
        # First, save input data stats to csv
        y.describe().to_csv(join(outdir, 'input_data_statistics.csv'))
        plot_helper.plot_target_histogram(y, join(outdir, 'target_histogram.png'), label=y.name)

    # Get the appropriate collection of metrics:
    metrics_dict = conf['GeneralSetup']['metrics']

    # Extract columns that some splitter need to do grouped splitting using 'grouping_column'
    # special argument
    splitter_to_group_names = _extract_grouping_column_names(conf['DataSplits'])
    log.debug('splitter_to_group_names:\n' + str(splitter_to_group_names))

    # Instantiate models first so we can snatch them and pass them into feature selectors

    models = _instantiate(conf['Models'],
                          model_finder.name_to_constructor,
                          'model')

    # Need to specially snatch the GPR model if it is in models list because it contains special kernel object. Do
    # this before setting up feature selectors in case GPR used in e.g. forward selection
    models = _snatch_gpr_model(models, conf['Models'])
    original_models = models

    models = _snatch_models(models, conf['FeatureSelection'])

    # Instantiate all the sections of the conf file:
    generators  = _instantiate(conf['FeatureGeneration'],
                               feature_generators.name_to_constructor,
                               'featuregenerator')
    clusterers  = _instantiate(conf['Clustering'],
                               legos_clusterers.name_to_constructor,
                               'clusterer')
    normalizers = _instantiate(conf['FeatureNormalization'],
                               feature_normalizers.name_to_constructor,
                               'featurenormalizer')
    splitters   = _instantiate(conf['DataSplits'],
                               data_splitters.name_to_constructor,
                               'datasplit')

    def snatch_model_cv_and_scoring_for_learning_curve(models):
        models = OrderedDict(models)
        if conf['LearningCurve']:
            # Get model
            name = conf['LearningCurve']['estimator']
            conf['LearningCurve']['estimator'] = models[name]
            del models[name]
            # Get cv
            name = conf['LearningCurve']['cv']
            splitter_count = 0
            for splitter in splitters:
                if name in splitter:
                    conf['LearningCurve']['cv'] = splitter[1]
                    break
                else:
                    splitter_count += 1
            del splitters[splitter_count]
        return models

    models = snatch_model_cv_and_scoring_for_learning_curve(models=models)

    models = _snatch_keras_model(models, conf['Models'])
    original_models = models

    # init of ensemble models
    for long_name, (name, kwargs) in conf['Models'].items():
        if 'EnsembleRegressor' in long_name:
            sub_models = []
            sub_models_names = models[long_name].model
            for submodel_long_name in sub_models_names:
                for sm_long_name, (sm_name, sm_kwargs) in conf['Models'].items():
                    if sm_long_name in submodel_long_name:
                        sm = None
                        if 'KerasRegressor' in sm_long_name:
                            sm = model_finder.KerasRegressor(conf['Models']['KerasRegressor_ensemble'][1])
                        else:
                            sm = clone(models[sm_long_name])
                        sub_models.append(sm)
                        break
            models[long_name].model = sub_models

    for long_name, (name, kwargs) in conf['Models'].items():
        if '_ensemble' in long_name:
            del models[long_name]

    # Need to snatch models and CV objects for Hyperparam Opt
    hyperopt_params = _snatch_models_cv_for_hyperopt(conf, models, splitters, is_classification)

    hyperopts = _instantiate(hyperopt_params,
                             hyper_opt.name_to_constructor,
                             'hyperopt')

    hyperopts = OrderedDict(hyperopts)
    hyperopts = list(hyperopts.items())

    # Snatch splitter for use in feature selection, particularly RFECV
    splitters = OrderedDict(splitters)  # for easier modification
    _snatch_splitters(splitters, conf['FeatureSelection'])
    splitters = list(splitters.items())

    selectors   = _instantiate(conf['FeatureSelection'],
                               feature_selectors.name_to_constructor,
                               'featureselector', X_grouped=np.array(X_grouped).reshape(-1, ), X_indices=np.array(X.index.tolist()).reshape(-1, 1))

    log.debug(f'generators: \n{generators}')
    log.debug(f'clusterers: \n{clusterers}')
    log.debug(f'normalizers: \n{normalizers}')
    log.debug(f'hyperopts: \n{hyperopts}')
    log.debug(f'selectors: \n{selectors}')
    log.debug(f'splitters: \n{splitters}')

    # TODO make this block its own function, and change naming from is_validation to is_test here and throughout. Just symantic annoyance.
    # get parameters out for 'validation_column'
    is_validation = 'input_testdata' in conf['GeneralSetup']
    if is_validation:
        if type(conf['GeneralSetup']['input_testdata']) is list:
            validation_column_names = list(conf['GeneralSetup']['input_testdata'])
        elif type(conf['GeneralSetup']['input_testdata']) is str:
            validation_column_names = list()
            validation_column_names.append(conf['GeneralSetup']['input_testdata'][:])
        validation_columns = dict()
        for validation_column_name in validation_column_names:
            validation_columns[validation_column_name] = df[validation_column_name]
        validation_columns = pd.DataFrame(validation_columns)
        validation_X = list()
        validation_y = list()

    def do_all_combos(X, y, df):
        log.info(f"There are {len(normalizers)} feature normalizers, {len(hyperopts)} hyperparameter optimizers, "
                 f"{len(selectors)} feature selectors, {len(models)} models, and {len(splitters)} splitters.")

        def generate_features():
            log.info("Doing feature generation...")
            dataframes = [instance.fit_transform(df, y) for _, instance in generators]
            dataframe = pd.concat(dataframes, 1)
            log.info("Saving generated data to csv...")
            log.debug(f'generated cols: {dataframe.columns}')
            filename = join(outdir, "generated_features.csv")
            pd.concat([dataframe, X_noinput, y], 1).to_csv(filename, index=False)
            return dataframe
        generated_df = generate_features()

        def remove_constants():
            dataframe = _remove_constant_features(generated_df)
            log.info("Saving generated data without constant columns to csv...")
            filename = join(outdir, "generated_features_no_constant_columns.csv")
            pd.concat([dataframe, X_noinput, y], 1).to_csv(filename, index=False)
            return dataframe
        generated_df = remove_constants()

        # add in generated features
        X = pd.concat([X, generated_df], axis=1)
        # add in generated features to full dataframe
        df = pd.concat([df, generated_df], axis=1)
        # Check size of X; if there are no feature columns then throw error
        if X.shape[1] == 0:
            raise utils.InvalidValue('No feature vectors were found in the dataframe. Please either use feature generation methods'
                               'or specify input_features in the input file.')

        # remove repeat columns (keep the first one)
        def remove_repeats(X):
            repeated_columns = X.loc[:, X.columns.duplicated()].columns
            if not repeated_columns.empty:
                log.warning(f"Throwing away {len(repeated_columns)} because they are repeats.")
                log.debug(f"Throwing away columns because they are repeats: {repeated_columns}")
                X = X.loc[:,~X.columns.duplicated()]
            return X
        X = remove_repeats(X)

        # TODO make this block its own function
        # get parameters out for 'validation_column'
        if is_validation:
            for validation_column_name in validation_column_names:
                # X_, y_ = _exclude_validation(X, validation_columns[validation_column_name]), _exclude_validation(y, validation_columns[validation_column_name])
                validation_X.append(pd.DataFrame(_exclude_validation(X, validation_columns[validation_column_name])))
                validation_y.append(pd.DataFrame(_exclude_validation(y, validation_columns[validation_column_name])))
            idxy_list = list()
            for i, _ in enumerate(validation_y):
                idxy_list.append(validation_y[i].index)
            # Get intersection of indices between all prediction columns
            intersection = reduce(np.intersect1d, (i for i in idxy_list))
            X_novalidation = X.iloc[intersection]
            y_novalidation = y.iloc[intersection]
            if conf['GeneralSetup']['input_grouping']:
                X_grouped_novalidation = X_grouped.iloc[intersection]
            else:
                X_grouped_novalidation = pd.DataFrame()
        else:
            X_novalidation = X
            y_novalidation = y
            if conf['GeneralSetup']['input_grouping']:
                X_grouped_novalidation = X_grouped
            else:
                X_grouped_novalidation = pd.DataFrame()

        def make_clustered_df():
            log.info("Doing clustering...")
            clustered_df = pd.DataFrame()
            for name, instance in clusterers:
                clustered_df[name] = instance.fit_predict(X, y)
            return clustered_df
        clustered_df = make_clustered_df() # Each column is a clustering algorithm

        def make_feature_vs_target_plots():
            if clustered_df.empty:
                for column in X: # plot y against each x column
                    filename = f'{column}_vs_target_scatter.png'
                    plot_helper.plot_scatter(X[column], y, join(outdir, filename),
                                             xlabel=column, groups=None, label=y.name)
            else:
                for name in clustered_df.columns: # for each cluster, plot y against each x column
                    for column in X:
                        filename = f'{column}_vs_target_by_{name}_scatter.png'
                        plot_helper.plot_scatter(X[column], y, join(outdir, filename),
                                                clustered_df[name], xlabel=column, label=y.name)
        if MiscSettings['plot_each_feature_vs_target']:
            make_feature_vs_target_plots()

        log.info("Saving clustered data to csv...")
        # Add new cluster info to X df
        if not clustered_df.empty:
            X = pd.concat([X, clustered_df], axis=1)
        pd.concat([X, y], 1).to_csv(join(outdir, "clusters.csv"), index=False)

        def make_normalizer_selector_dataframe_triples(models):
            triples = []
            nonlocal y, y_novalidation
            for normalizer_name, normalizer_instance in normalizers:

                # Run feature normalization
                log.info(f"Running normalizer {normalizer_name} ...")
                normalizer_instance_y = normalizer_instance
                normalizer_instance_y_novalidation = normalizer_instance

                # HERE- try to address issue with normalizing non-validation part of dataset
                normalizer = normalizer_instance.fit(X_novalidation, y)
                X_normalized = normalizer.transform(X)
                X_novalidation_normalized = normalizer.transform(X_novalidation)

                if conf['MiscSettings']['normalize_target_feature'] is True:
                    yreshape = pd.DataFrame(np.array(y).reshape(-1, 1))
                    y_novalidation_new = pd.DataFrame(np.array(y_novalidation).reshape(-1, 1))
                    y_normalized = normalizer_instance_y.fit_transform(yreshape, yreshape)
                    y_novalidation_normalized = normalizer_instance_y_novalidation.fit_transform(y_novalidation_new, y_novalidation_new)
                    y_normalized.columns = [conf['GeneralSetup']['input_target']]
                    y_novalidation_normalized.columns = [conf['GeneralSetup']['input_target']]
                    y = pd.Series(np.squeeze(y_normalized), name=conf['GeneralSetup']['input_target'])
                    y_novalidation = pd.Series(np.squeeze(y_novalidation_normalized), name=conf['GeneralSetup']['input_target'])
                else:
                    normalizer_instance_y = None
                log.info("Saving normalized data to csv...")
                dirname = join(outdir, normalizer_name)
                os.mkdir(dirname)
                pd.concat([X_normalized, X_noinput, y], 1).to_csv(join(dirname, "normalized.csv"), index=False)

                # Save off the normalizer as .pkl for future import
                joblib.dump(normalizer, join(dirname, str(normalizer.__class__.__name__) + ".pkl"))

                # HERE- find data twins


                # Put learning curve here??
                if conf['LearningCurve']:
                    learning_curve_estimator = conf['LearningCurve']['estimator']
                    learning_curve_scoring = conf['LearningCurve']['scoring']
                    n_features_to_select = int(conf['LearningCurve']['n_features_to_select'])
                    learning_curve_cv = conf['LearningCurve']['cv']
                    try:
                        selector_name = conf['LearningCurve']['selector_name']
                    except KeyError:
                        selector_name = None

                    # Get score name from scoring object
                    scoring_name = learning_curve_scoring._score_func.__name__
                    scoring_name_nice = ''
                    for s in scoring_name.split('_'):
                        scoring_name_nice += s + ' '
                    # Do sample learning curve
                    train_sizes, train_mean, test_mean, train_stdev, test_stdev = learning_curve.sample_learning_curve(X=X_novalidation_normalized, y=y_novalidation,
                                                            estimator=learning_curve_estimator, cv=learning_curve_cv,
                                                            scoring=learning_curve_scoring,
                                                            Xgroups=X_grouped_novalidation)
                    plot_helper.plot_learning_curve(train_sizes, train_mean, test_mean, train_stdev, test_stdev,
                                                    scoring_name_nice, 'sample_learning_curve',
                                                    join(dirname, f'data_learning_curve'))
                    # Do feature learning curve
                    train_sizes, train_mean, test_mean, train_stdev, test_stdev = learning_curve.feature_learning_curve(X=X_novalidation_normalized, y=y_novalidation,
                                                            estimator=learning_curve_estimator, cv=learning_curve_cv,
                                                            scoring=learning_curve_scoring, selector_name=selector_name,
                                                            savepath=dirname,
                                                            n_features_to_select=n_features_to_select,
                                                            Xgroups=X_grouped_novalidation)
                    plot_helper.plot_learning_curve(train_sizes, train_mean, test_mean, train_stdev, test_stdev,
                                                    scoring_name_nice, 'feature_learning_curve',
                                                    join(dirname, f'feature_learning_curve'))



                log.info("Running selectors...")

                # Run feature selection
                for selector_name, selector_instance in selectors:
                    log.info(f"    Running selector {selector_name} ...")
                    dirname = join(outdir, normalizer_name, selector_name)
                    os.mkdir(dirname)
                    # NOTE: Changed from .fit_transform to .fit.transform
                    # because PCA.fit_transform doesn't call PCA.transform
                    if selector_instance.__class__.__name__ == 'MASTMLFeatureSelector':
                        dirname = join(outdir, normalizer_name)
                        X_selected = selector_instance.fit(X_novalidation_normalized, y_novalidation, dirname, X_grouped_novalidation).transform(X_novalidation_normalized)
                    elif selector_instance.__class__.__name__ == 'SequentialFeatureSelector':
                        X_selected = selector_instance.fit(X_novalidation_normalized, y_novalidation).transform(X_novalidation_normalized)
                        # Need to reset indices in case have test data, otherwise df.equals won't properly find column names
                        X_novalidation_normalized_reset = X_novalidation_normalized.reset_index()
                        # SFS renames the columns. Need to replace the column names with correct feature names.
                        feature_name_dict = dict()
                        for feature in X_selected.columns.tolist():
                            for realfeature in X_novalidation_normalized.columns.tolist():
                                if X_novalidation_normalized_reset[realfeature].equals(X_selected[feature]):
                                    feature_name_dict[feature] = realfeature
                        X_selected.rename(columns= feature_name_dict, inplace=True)
                    elif selector_instance.__class__.__name__ == 'PearsonSelector':
                        X_selected = selector_instance.fit(X=X_novalidation_normalized, savepath=dirname, y=y_novalidation).transform(X_novalidation_normalized)
                    else:
                        X_selected = selector_instance.fit(X_novalidation_normalized, y_novalidation).transform(X_novalidation_normalized)
                    features_selected = X_selected.columns.tolist()
                    # Need to do this instead of taking X_selected directly because otherwise won't concatenate correctly with test data values, which are
                    # left out of the feature selection process.
                    X_selected = X_normalized[features_selected]
                    log.info("    Saving selected features to csv...")

                    pd.concat([X_selected, X_noinput, y], 1).to_csv(join(dirname, "selected.csv"), index=False)
                    #TODO: fix this naming convention
                    triples.append((normalizer_name, normalizer_instance_y, selector_name, X_selected))

                    # Run Hyperparam optimization, update model list with optimized model(s)
                    for hyperopt_name, hyperopt_instance in hyperopts:
                        try:
                            log.info(f"    Running hyperopt {hyperopt_name} ...")
                            log.info(f"    Saving optimized hyperparams and data to csv...")
                            dirname = join(outdir, normalizer_name, selector_name, hyperopt_name)
                            os.mkdir(dirname)
                            estimator_name = hyperopt_instance._estimator_name
                            best_estimator = hyperopt_instance.fit(X_selected, y, savepath=os.path.join(dirname, str(estimator_name)+'.csv'))

                            new_name = estimator_name + '_' + str(normalizer_name) + '_' + str(selector_name) + '_' + str(hyperopt_name)
                            new_model = best_estimator
                            models[new_name] = new_model

                            # Update models list with new hyperparams
                            #for model in models:
                            #    # model[0] is name, model[1] is instance
                            #    # Check that this particular model long_name had its hyperparams optimized
                            #    for name in hyperopt_params.keys():
                            #        if model[0] in name[:]:
                            #            model[0] = model[0]+'_nonoptimized'
                            #            #model[1] = best_estimator
                            #            # Need to update model as new model name and instance to handle multiple
                            #            # selector/optimization/fitting path
                            #            new_name = model[0]+'_'+str(normalizer_name)+'_'+str(selector_name)+'_'+str(hyperopt_name)
                            #            new_model = best_estimator
                            #            models[new_name] = new_model

                        except:
                            raise utils.InvalidValue

            return triples
        normalizer_selector_dataframe_triples = make_normalizer_selector_dataframe_triples(models=models)

        ## DataSplits (cross-product)
        ## Collect grouping columns, splitter_to_groupmes is a dict of splitter name to grouping col
        log.debug("Finding splitter-required columns in data...")
        def make_splittername_splitlist_pairs():
            # exclude the testing_only rows from use in splits
            if is_validation:
                validation_X = list()
                validation_y = list()
                for validation_column_name in validation_column_names:
                    #X_, y_ = _exclude_validation(X, validation_columns[validation_column_name]), _exclude_validation(y, validation_columns[validation_column_name])
                    validation_X.append(pd.DataFrame(_exclude_validation(X, validation_columns[validation_column_name])))
                    validation_y.append(pd.DataFrame(_exclude_validation(y, validation_columns[validation_column_name])))
                idxy_list = list()
                for i, _ in enumerate(validation_y):
                    idxy_list.append(validation_y[i].index)
                # Get intersection of indices between all prediction columns
                intersection = reduce(np.intersect1d, (i for i in idxy_list))
                X_ = X.iloc[intersection]
                y_ = y.iloc[intersection]
            else:
                X_, y_ = X, y

            pairs = []

            def fix_index(array):
                return X_.index.values[array] 

            def proper_index(splits):
                """ For example, if X's indexs are [1,4,6] and you split 
                [ [[0],[1,2]], [[1],[0,2]] ] then we would get 
                [ [[1],[4,6]], [[4],[1,6]] ] 
                Needed only for valdation row stuff.
                """
                return tuple(tuple(fix_index(part) for part in split) for split in splits)


            # Collect all the grouping columns, `None` if not needed
            splitter_to_group_column = dict()
            splitter_to_group_column_no_validation = dict()
            for name, instance in splitters:
                # if this splitter depends on grouping
                if name in splitter_to_group_names: 
                    col = splitter_to_group_names[name]
                    log.debug(f"    Finding {col} for {name}...")
                    # Locate the grouping column among all dataframes
                    for df_ in [clustered_df, df, X_]:
                        if col in df_.columns:
                            # FOund it!
                            # Get groups for plotting first
                            splitter_to_group_column[name] = df_[col].values
                            if is_validation:
                                _df_list = list()
                                if df_ is not clustered_df:
                                    # exclude for df_ so that rows match up in splitter
                                    for validation_column_name in validation_column_names:
                                        df_ = _exclude_validation(df_, validation_columns[validation_column_name])
                                        _df_list.append(df_)
                                elif df_ is clustered_df:
                                    # merge the cluster data df_ to full df
                                    df[col] = df_
                                    for validation_column_name in validation_column_names:
                                        df_ = _exclude_validation(df, validation_columns[validation_column_name])
                                        _df_list.append(df_)

                                # Get df_ based on index intersection between all df's in _df_list
                                idxy_list = list()
                                for i, _ in enumerate(_df_list):
                                    idxy_list.append(_df_list[i].index)
                                # Get intersection of indices between all prediction columns
                                intersection = reduce(np.intersect1d, (i for i in idxy_list))
                                df_ = df.iloc[intersection]

                            # and use the no-validation one for the split
                            grouping_data = df_[col].values
                            split = proper_index(instance.split(X_, y_, grouping_data))
                            pairs.append((name, split))
                            break
                    # If we didn't find that column anywhere, raise
                    else:
                        raise utils.MissingColumnError(f'DataSplit {name} needs column {col}, which '
                                                       f'was neither generated nor given by input')

                # If we don't need grouping column
                else: 
                    splitter_to_group_column[name] = None
                    split = proper_index(instance.split(X_, y_))
                    pairs.append((name, split))

            return pairs, splitter_to_group_column
        splittername_splitlist_pairs, splitter_to_group_column = make_splittername_splitlist_pairs()

        log.info("Fitting models to splits...")

        def do_models_splits(models, original_models):
            models = list(models.items())
            original_models = list(original_models.items())
            original_model_names = [model[0] for model in original_models]
            all_results = []
            for normalizer_name, normalizer_instance, selector_name, X in normalizer_selector_dataframe_triples:
                subdir = join(outdir, normalizer_name, selector_name)

                if MiscSettings['plot_each_feature_vs_target']:
                    #if selector_name == 'DoNothing': continue
                    # for each selector/normalizer, plot y against each x column
                    for column in X:
                        filename = f'{column}_vs_target.png'
                        plot_helper.plot_scatter(X[column], y, join(subdir, filename),
                                                 xlabel=column, label=y.name)
                for model_name, model_instance in models:
                    #Here, add logic to only run original models and respective models from hyperparam opt
                    do_split = False
                    if model_name in original_model_names:
                        do_split = True
                    elif (normalizer_name in model_name) and (selector_name in model_name):
                        do_split = True
                    if do_split == True:
                        for splitter_name, trains_tests in splittername_splitlist_pairs:
                            grouping_data = splitter_to_group_column[splitter_name]
                            subdir = join(normalizer_name, selector_name, model_name, splitter_name)
                            log.info(f"    Running splits for {subdir}")
                            subsubdir = join(outdir, subdir)
                            os.makedirs(subsubdir)
                            # NOTE: do_one_splitter is a big old function, does lots
                            runs = do_one_splitter(X, y, model_instance, subsubdir, trains_tests, grouping_data, normalizer_instance)
                            all_results.extend(runs)
            return all_results

        return do_models_splits(models, original_models)

    def do_one_splitter(X, y, model, main_path, trains_tests, grouping_data, normalizer_instance):

        def one_fit(split_num, train_indices, test_indices, normalizer_instance):

            log.info(f"        Doing split number {split_num}")
            train_X, train_y = X.loc[train_indices], y.loc[train_indices]
            test_X,  test_y  = X.loc[test_indices],  y.loc[test_indices]

            # split up groups into train and test as well
            if grouping_data is not None:
                train_groups, test_groups = grouping_data[train_indices], grouping_data[test_indices]
            else:
                train_groups, test_groups = None, None

            path = join(main_path, f"split_{split_num}")
            os.mkdir(path)

            log.info("             Fitting model and making predictions...")
            # Catch the ValueError associated with not being able to convert string to float
            #try:
                #print(train_X, train_y)


                # For Keras model, save model summary to main_path and plot training/validation vals vs. epochs
            if 'KerasRegressor' in str(model.__class__.__name__):
                with open(join(main_path, 'keras_model_summary.txt'), 'w') as f:
                    with redirect_stdout(f):
                        model.summary()
                history = model.fit(train_X, train_y)
                plot_helper.plot_keras_history(model_history=history,
                                                   savepath=join(path,'keras_model_accuracy.png'),
                                                   plot_type='accuracy')
                plot_helper.plot_keras_history(model_history=history,
                                                   savepath=join(path, 'keras_model_loss.png'),
                                                   plot_type='loss')
                pd.DataFrame().from_dict(data=history.history).to_excel(join(path,'keras_model_data.xlsx'))
            else:
                model.fit(train_X, train_y)

            #except ValueError:
            #    raise utils.InvalidValue('MAST-ML has detected an error with one of your feature vectors which has caused an error'
            #                       ' in model fitting.')
            # Save off the trained model as .pkl for future import

            # TODO: note that saving keras models has broken with updated keras version
            if 'KerasRegressor' not in model.__class__.__name__:
                joblib.dump(model, os.path.abspath(join(path, str(model.__class__.__name__)+"_split_"+str(split_num)+".pkl")))

            if is_classification:
                # For classification, need probabilty of prediction to make accurate ROC curve (and other predictions??).
                #TODO:Consider using only predict_proba and not predict() method for classif problems. Have exit escape if probability set to False here.
                # See stackoverflow post:
                #https: // stats.stackexchange.com / questions / 329857 / what - is -the - difference - between - decision
                # - function - predict - proba - and -predict - fun

                #params = model.get_params()
                #if params['probability'] == True:
                try:
                    train_pred_proba = model.predict_proba(train_X)
                    test_pred_proba = model.predict_proba(test_X)
                except:
                    log.error('You need to perform classification with model param probability=True enabled for accurate'
                                ' predictions, if your model has the probability param (e.g. RandomForestClassifier does not. '
                              'Please reset this parameter as applicable and re-run MASTML')
                    exit()
                train_pred = model.predict(train_X)
                test_pred = model.predict(test_X)
                if 'EnsembleRegressor' in model.__class__.__name__:
                    test_pred = model.stats_check_models(test_X, test_y)
            else:
                train_pred = model.predict(train_X)
                test_pred  = model.predict(test_X)
                if 'EnsembleRegressor' in model.__class__.__name__:
                    test_pred = model.stats_check_models(test_X, test_y)
                if train_pred.ndim > 1:
                    train_pred = np.squeeze(train_pred)
                if test_pred.ndim > 1:
                    test_pred = np.squeeze(test_pred)
                if conf['MiscSettings']['normalize_target_feature'] is True:
                    train_pred = normalizer_instance.inverse_transform(train_pred)
                    test_pred = normalizer_instance.inverse_transform(test_pred)
                    train_y = pd.Series(normalizer_instance.inverse_transform(train_y))
                    test_y = pd.Series(normalizer_instance.inverse_transform(test_y))

                # Here- for Random Forest, Extra Trees, and Gradient Boosters output feature importances
                if model.__class__.__name__ in ['RandomForestRegressor', 'ExtraTreesRegressor', 'GradientBoostingRegressor']:
                    pd.concat([pd.DataFrame(X.columns), pd.DataFrame(model.feature_importances_)],  1).to_excel(join(path, str(model.__class__.__name__)+'_featureimportances.xlsx'), index=False)

            # here is where we need to collect validation stats
            if is_validation:
                validation_predictions_list = list()
                validation_y_forpred_list = list()
                for validation_column_name in validation_column_names:
                    validation_X_forpred = _only_validation(X, validation_columns[validation_column_name])
                    validation_y_forpred = _only_validation(y, validation_columns[validation_column_name])
                    log.info("             Making predictions on prediction_only data...")
                    validation_predictions = model.predict(validation_X_forpred)
                    if 'EnsembleRegressor' in model.__class__.__name__:
                        validation_predictions = model.stats_check_models(validation_X_forpred, validation_y_forpred)
                    validation_predictions_list.append(validation_predictions)
                    validation_y_forpred_list.append(validation_y_forpred)

                    # save them as 'predicitons.csv'
                    validation_predictions = np.squeeze(validation_predictions)
                    validation_predictions_series = pd.Series(validation_predictions, name='clean_predictions', index=validation_X_forpred.index)
                    #validation_noinput_series = pd.Series(X_noinput.index, index=validation_X.index)
                    pd.concat([validation_X_forpred,  validation_y_forpred,  validation_predictions_series],  1)\
                            .to_csv(join(path, 'predictions_'+str(validation_column_name)+'.csv'), index=False)
            else:
                validation_y = None
            

            # Save train and test data and results to csv:
            log.info("             Saving train/test data and predictions to csv...")
            train_pred_series = pd.DataFrame(train_pred, columns=['train_pred'], index=train_indices)
            train_noinput_series = pd.DataFrame(X_noinput, index=train_indices)
            pd.concat([train_X, train_y, train_pred_series, train_noinput_series], 1)\
                    .to_csv(join(path, 'train.csv'), index=False)
            test_pred_series = pd.DataFrame(test_pred,   columns=['test_pred'],  index=test_indices)
            test_noinput_series = pd.DataFrame(X_noinput, index=test_indices)
            pd.concat([test_X,  test_y,  test_pred_series, test_noinput_series],  1)\
                    .to_csv(join(path, 'test.csv'),  index=False)


            log.info("             Calculating score metrics...")
            split_path = main_path.split(os.sep)

            # collect metrics inside a warning catching block for some things we know we should ignore
            with warnings.catch_warnings():
                # NOTE I tried making this more specific use warnings's regex filter but it would never
                # catch it for some indeterminiable reason.
                # This warning is raised when you ask for Recall on something from y_true that never
                # occors in y_pred. sklearn assumes 0.0, and we want it to do so (silently).
                warnings.simplefilter('ignore', UndefinedMetricWarning)
                train_metrics = OrderedDict((name, function(train_y, train_pred))
                                            for name, (_, function) in metrics_dict.items())
                test_metrics = OrderedDict((name, function(test_y, test_pred))
                                           for name, (_, function) in metrics_dict.items())
                # Need to pass y_train data to get rmse/sigma for test rmse and sigma of train y
                if 'rmse_over_stdev' in metrics_dict.keys():
                    test_metrics['rmse_over_stdev'] = metrics_dict['rmse_over_stdev'][1](test_y, test_pred, train_y)
                if 'R2_adjusted' in metrics_dict.keys():
                    test_metrics['R2_adjusted'] = metrics_dict['R2_adjusted'][1](test_y, test_pred, test_X.shape[1])
                    train_metrics['R2_adjusted'] = metrics_dict['R2_adjusted'][1](train_y, train_pred, train_X.shape[1])

                split_result = OrderedDict(
                    normalizer=split_path[-4],
                    selector=split_path[-3],
                    model=split_path[-2],
                    splitter=split_path[-1],
                    split_num=split_num,
                    y_train_true=train_y.values,
                    y_train_pred=train_pred,
                    y_test_true=test_y.values,
                    y_test_pred=test_pred,
                    train_metrics=train_metrics,
                    test_metrics=test_metrics,
                    train_indices=train_indices,
                    test_indices=test_indices,
                    train_groups=train_groups,
                    test_groups=test_groups,
                )

                if is_validation:
                    prediction_metrics_list = list()
                    for validation_column_name, validation_y, validation_predictions in zip(validation_column_names, validation_y_forpred_list, validation_predictions_list):
                        prediction_metrics = OrderedDict((name, function(validation_y, validation_predictions))
                                           for name, (_, function) in metrics_dict.items())
                        if 'rmse_over_stdev' in prediction_metrics.keys():
                            # Correct series passed?
                            prediction_metrics['rmse_over_stdev'] = metrics_dict['rmse_over_stdev'][1](validation_y, validation_predictions, train_y)
                        prediction_metrics_list.append(prediction_metrics)
                        split_result['y_validation_true'+'_'+str(validation_column_name)] = validation_y.values
                        split_result['y_validation_pred'+'_'+str(validation_column_name)] = validation_predictions
                    split_result['prediction_metrics'] = prediction_metrics_list
                else:
                    split_result['prediction_metrics'] = None

            if is_classification:
                split_result['y_train_pred_proba'] = train_pred_proba
                split_result['y_test_pred_proba'] = test_pred_proba

            log.info("             Making plots...")
            if MiscSettings['plot_train_test_plots']:
                plot_helper.make_train_test_plots(
                        split_result, path, is_classification, 
                        label=y.name, model=model, train_X=train_X, test_X=test_X, groups=grouping_data)

            if MiscSettings['plot_error_plots']:
                if is_validation:
                    plot_helper.make_error_plots(split_result, path, is_classification,
                                                 label=y.name, model=model, train_X=train_X, test_X=test_X,
                                                 rf_error_method=MiscSettings['rf_error_method'],
                                                 rf_error_percentile=MiscSettings['rf_error_percentile'],
                                                 is_validation = is_validation,
                                                 validation_column_name = validation_column_name,
                                                 validation_X = validation_X_forpred,
                                                 groups=grouping_data)
                else:
                    plot_helper.make_error_plots(split_result, path, is_classification,
                                                 label=y.name, model=model, train_X=train_X, test_X=test_X,
                                                 rf_error_method=MiscSettings['rf_error_method'],
                                                 rf_error_percentile=MiscSettings['rf_error_percentile'],
                                                 is_validation = is_validation,
                                                 validation_column_name = None,
                                                 validation_X= None,
                                                 groups=grouping_data)
            # Write stats in each split path, not main path
            if is_validation:
                _write_stats_tocsv(split_result['train_metrics'],
                         split_result['test_metrics'],
                         path,
                         split_result['prediction_metrics'],
                         validation_column_names)
                _write_stats(split_result['train_metrics'],
                         split_result['test_metrics'],
                         path,
                         split_result['prediction_metrics'],
                         validation_column_names)
            else:
                _write_stats_tocsv(split_result['train_metrics'],
                             split_result['test_metrics'],
                             path)
                _write_stats(split_result['train_metrics'],
                             split_result['test_metrics'],
                             path)

            return split_result

        split_results = []
        for split_num, (train_indices, test_indices) in enumerate(trains_tests):

            path = join(main_path, f"split_{split_num}")
            if 'EnsembleRegressor' in model.__class__.__name__:
                models['EnsembleRegressor'].setup(path)

            split_results.append(one_fit(split_num, train_indices, test_indices, normalizer_instance))

        log.info("    Calculating mean and stdev of scores...")
        def make_train_test_average_and_std_stats():
            train_stats = OrderedDict([('Average Train', None)])
            test_stats  = OrderedDict([('Average Test', None)])
            if is_validation:
                prediction_stats = list()
                num_predictions = len(split_results[0]['prediction_metrics'])
                for i in range(num_predictions):
                    prediction_stats.append(OrderedDict([('Average Prediction', None)]))
            for name in metrics_dict:
                train_values = [split_result['train_metrics'][name] for split_result in split_results]
                test_values  = [split_result['test_metrics'][name]  for split_result in split_results]
                train_stats[name] = (np.mean(train_values), np.std(train_values))
                test_stats[name]  = (np.mean(test_values), np.std(test_values))
                if is_validation:
                    for i in range(num_predictions):
                        prediction_values = [split_result['prediction_metrics'][i][name] for split_result in split_results]
                        prediction_stats[i][name] = (np.mean(prediction_values), np.std(prediction_values))
                test_stats_single = dict()
                test_stats_single[name] = (np.mean(test_values), np.std(test_values))
                if grouping_data is not None:
                    groups = np.array(split_results[0]['test_groups'].tolist()+split_results[0]['train_groups'].tolist())
                    unique_groups = np.union1d(split_results[0]['test_groups'], split_results[0]['train_groups'])
                    plot_helper.plot_metric_vs_group(metric=name, groups=unique_groups, stats=test_values,
                                                     avg_stats = test_stats_single, savepath=join(main_path, str(name)+'_vs_group.png'))
                    plot_helper.plot_metric_vs_group_size(metric=name, groups=groups, stats=test_values,
                                                     avg_stats = test_stats_single, savepath=join(main_path, str(name)+'_vs_group_size.png'))
            del train_stats['Average Train']
            del test_stats['Average Test']
            if is_validation:
                for i in range(num_predictions):
                    del prediction_stats[i]['Average Prediction']
                return train_stats, test_stats, prediction_stats
            else:
                return train_stats, test_stats

        if is_validation:
            avg_train_stats, avg_test_stats, avg_prediction_stats = make_train_test_average_and_std_stats()
            # Here- write average stats to main folder of splitter
            _write_stats_tocsv(avg_train_stats,
                         avg_test_stats,
                         main_path, prediction_metrics=avg_prediction_stats, prediction_names=validation_column_names)
            _write_stats(avg_train_stats,
                         avg_test_stats,
                         main_path, prediction_metrics=avg_prediction_stats, prediction_names=validation_column_names)
        else:
            avg_train_stats, avg_test_stats = make_train_test_average_and_std_stats()
            # Here- write average stats to main folder of splitter
            _write_stats_tocsv(avg_train_stats,
                         avg_test_stats,
                         main_path)
            _write_stats(avg_train_stats,
                         avg_test_stats,
                         main_path)

        def make_average_error_plots(main_path):
            has_model_errors = False
            has_model_errors_validation = False
            dfs_cumulative_errors = list()
            dfs_cumulative_errors_validation = list()
            for split_folder, _, __ in os.walk(main_path):
                if "split" in split_folder:
                    path = join(main_path, split_folder)
                    try:
                        dfs_cumulative_errors.append(pd.read_csv(join(path,'test_cumulative_normalized_error.csv')))
                        if is_validation:
                            dfs_cumulative_errors_validation.append(pd.read_csv(join(path, 'validation_cumulative_normalized_error.csv')))
                    except:
                        pass

            # Concatenate all dfs in list to one big df
            df_cumulative_errors = pd.concat(dfs_cumulative_errors)
            if is_validation:
                df_cumulative_errors_validation = pd.concat(dfs_cumulative_errors_validation)
            # Need to get average values of df columns by averagin over groups of Y True values (since each Y True should
            # only appear once)
            # TODO: change this to get values explicitly from each split and then average, as some Y True values may have same value and appear multiple times
            df_normalized_errors_avgvalues = df_cumulative_errors.groupby('Y True').mean().reset_index()
            y_true = np.array(df_normalized_errors_avgvalues['Y True'])
            y_pred = np.array(df_normalized_errors_avgvalues['Y Pred'])
            if is_validation:
                df_normalized_errors_avgvalues_validation = df_cumulative_errors_validation.groupby('Y True').mean().reset_index()
                y_true_validation = np.array(df_normalized_errors_avgvalues_validation['Y True'])
                y_pred_validation = np.array(df_normalized_errors_avgvalues_validation['Y Pred'])
            try:
                average_error_values = np.array(df_normalized_errors_avgvalues['error_bars_down'])
                has_model_errors = True
            except:
                average_error_values = None
                has_model_errors = False

            if is_validation:
                try:
                    average_error_values_validation = np.array(df_normalized_errors_avgvalues_validation['error_bars_down'])
                    has_model_errors_validation = True
                except:
                    average_error_values_validation = None
                    has_model_errors_validation = False

            plot_helper.plot_average_cumulative_normalized_error(y_true=y_true, y_pred=y_pred,
                                                                 savepath=join(main_path,'test_cumulative_normalized_error_average_allsplits.png'),
                                                                 has_model_errors=has_model_errors,
                                                                 err_avg=average_error_values)
            # Here- plot predicted vs real errors for all splits, only if using RF, GBR, GPR, or ET
            if model.__class__.__name__ in ['RandomForestRegressor', 'ExtraTreesRegressor', 'GradientBoostingRegressor', 'GaussianProcessRegressor', 'EnsembleRegressor']:
                plot_helper.plot_real_vs_predicted_error(y_true, main_path, model, data_test_type='test')

            if is_validation:
                plot_helper.plot_average_cumulative_normalized_error(y_true=y_true_validation, y_pred=y_pred_validation,
                                                                     savepath=join(main_path,
                                                                                   'validation_cumulative_normalized_error_average_allsplits.png'),
                                                                     has_model_errors=has_model_errors_validation,
                                                                     err_avg=average_error_values_validation)

                # Here- plot predicted vs real errors for all splits
                # Use y_true here because want to normalize to full training dataset stdev
                if model.__class__.__name__ in ['RandomForestRegressor', 'ExtraTreesRegressor',
                                                'GradientBoostingRegressor', 'GaussianProcessRegressor', 'EnsembleRegressor']:
                    plot_helper.plot_real_vs_predicted_error(y_true, main_path, model, data_test_type='validation')

            plot_helper.plot_average_normalized_error(y_true=y_true, y_pred=y_pred,
                                                      savepath=join(main_path,'test_normalized_error_average_allsplits.png'),
                                                                 has_model_errors=has_model_errors,
                                                                 err_avg=average_error_values)
            return

        # Call to make average error plots
        if conf['MiscSettings']['plot_error_plots']:
            log.info("    Making average error plots over all splits")
            if 'NoSplit' not in main_path:
                make_average_error_plots(main_path=main_path)

        log.info("    Making best/worst plots...")
        def get_best_worst_median_runs():
            # sort splits by the test score of first metric:
            greater_is_better, _ = next(iter(metrics_dict.values())) # get first value pair
            scalar = 1 if greater_is_better else -1
            s = sorted(split_results, key=lambda run: scalar*next(iter(run['test_metrics'])))
            return s[0], s[len(split_results)//2], s[-1]
        worst, median, best = get_best_worst_median_runs()

        def make_pred_vs_true_plots(model, y):
            if conf['MiscSettings']['normalize_target_feature'] == True:
                y = pd.Series(normalizer_instance.inverse_transform(y), name=conf['GeneralSetup']['input_target'])

            if MiscSettings['plot_predicted_vs_true']:
                plot_helper.plot_best_worst_split(y.values, best, worst,
                                                  join(main_path, 'best_worst_split'), label=conf['GeneralSetup']['input_target'])
            predictions = [[] for _ in range(X.shape[0])]
            for split_num, (train_indices, test_indices) in enumerate(trains_tests):
                for i, pred in zip(test_indices, split_results[split_num]['y_test_pred']):
                    predictions[i].append(pred)
            if MiscSettings['plot_predicted_vs_true_average']:
                plot_helper.plot_predicted_vs_true_bars(
                        y.values, predictions, avg_test_stats,
                        join(main_path, 'predicted_vs_true_average'), label=conf['GeneralSetup']['input_target'])
                if grouping_data is not None:
                    plot_helper.plot_predicted_vs_true_bars(
                        y.values, predictions, avg_test_stats,
                        join(main_path, 'predicted_vs_true_average_groupslabeled'),
                        label=conf['GeneralSetup']['input_target'],
                        groups=grouping_data)
            if MiscSettings['plot_best_worst_per_point']:
                plot_helper.plot_best_worst_per_point(y.values, predictions,
                                                      join(main_path, 'best_worst_per_point'),
                                                      metrics_dict, avg_test_stats, label=conf['GeneralSetup']['input_target'])

        if not is_classification:
            make_pred_vs_true_plots(model=model, y=y)

        return split_results

    runs = do_all_combos(X, y, df) # calls do_one_splitter internally

    log.info("Making image html file...")
    html_helper.make_html(outdir)

    log.info("Making html file of all runs stats...")
    _save_all_runs(runs, outdir)

    # Here- do DLHub model hosting if have section
    if bool(conf['ModelHosting']) != False: # dict is empty
        model_hosting.host_model(model_path=conf['ModelHosting']['model_path'],
                                 preprocessor_path=conf['ModelHosting']['preprocessor_path'],
                                 training_data_path=conf['ModelHosting']['training_data_path'],
                                 model_title=conf['ModelHosting']['model_title'],
                                 model_name=conf['ModelHosting']['model_name'],
                                 model_type="scikit-learn")
        log.info('Finished uploading model to DLHub...')

    log.info('Your MAST-ML run has finished successfully!')
    return


def _instantiate(kwargs_dict, name_to_constructor, category, X_grouped=None, X_indices=None):
    """
    Uses name_to_constructor to instantiate every item in kwargs_dict and return
    the list of instantiations
    """
    instantiations = []
    for long_name, (name, kwargs) in kwargs_dict.items():
        log.debug(f'instantiation: {long_name}, {name}({kwargs})')
        try:
            #skip instantiate step for keras model because need to pass dict to build model and not all values directly
            if 'KerasRegressor' in long_name:
                pass

            # Need to construct cv object when have special case of RFECV and LeaveOneGroupOut cross-validation!
            elif name == 'RFECV':
                if 'cv' in kwargs.keys():
                    if X_grouped is not None:
                        if kwargs['cv'].__class__.__name__ == 'LeaveOneGroupOut':
                            trains = list()
                            tests = list()
                            for train_idx, test_idx in LeaveOneGroupOut().split(X=X_indices, y=None, groups=X_grouped):
                                trains.append(train_idx)
                                tests.append(test_idx)
                            custom_cv = zip(trains, tests)
                            kwargs['cv'] = custom_cv
                instantiations.append([long_name, name_to_constructor[name](**kwargs)])
            else:
                instantiations.append([long_name, name_to_constructor[name](**kwargs)])

        except TypeError:
            log.info(f"ARGUMENTS FOR '{name}': {inspect.signature(name_to_constructor[name])}")
            raise utils.InvalidConfParameters(
                f"The {category} '{name}' has invalid parameters: {kwargs}\n"
                f"Signature for '{name}': {inspect.signature(name_to_constructor[name])}")
        except KeyError:
            raise utils.InvalidConfSubSection(
                f"There is no {category} called '{name}'."
                f"All valid {category}: {list(name_to_constructor.keys())}")

    return instantiations

def _grouping_column_to_group_number(X_grouped):
    group_list = X_grouped.values.reshape((1, -1))
    unique_groups = np.unique(group_list).tolist()
    group_dict = dict()
    group_list_asnumber = list()
    for i, group in enumerate(unique_groups):
        group_dict[group] = i+1
    for i, group in enumerate(group_list.tolist()[0]):
        group_list_asnumber.append(group_dict[group])
    X_grouped_asnumber = np.asarray(group_list_asnumber)
    return X_grouped_asnumber

def _snatch_models(models, conf_feature_selection):
    models = OrderedDict(models)
    log.debug(f'models, pre-snatching: \n{models}')
    for selector_name, [_, args_dict] in conf_feature_selection.items():
        if 'estimator' in args_dict:
            model_name = args_dict['estimator']
            try:
                args_dict['estimator'] = models[model_name]
                del models[model_name]
            except KeyError:
                raise utils.MastError(f"The selector {selector_name} specified model {model_name},"
                                      f"which was not found in the [Models] section")
    log.debug(f'models, post-snatching: \n{models}')
    return models

def _snatch_keras_model(models, conf_models):
    for model in conf_models.keys():
        if 'KerasRegressor' in model:
            keras_model = model_finder.KerasRegressor(conf_models[model][1])
            models[model] = keras_model
    return models

def _snatch_gpr_model(models, conf_models):
    models = OrderedDict(models)
    models_orig = deepcopy(models)
    for model in models_orig.keys():
        if 'GaussianProcessRegressor' in model or 'GaussianProcessClassifier' in model:
            import sklearn.gaussian_process
            from sklearn.gaussian_process import GaussianProcessRegressor, GaussianProcessClassifier
            kernel_list = ['WhiteKernel', 'RBF', 'ConstantKernel', 'Matern', 'RationalQuadratic', 'ExpSineSquared', 'DotProduct']
            kernel_operators = ['+', '*', '-']
            params = conf_models[model]
            kernel_string = params[1]['kernel']
            # Need to delete old kernel (as str) from params so can use other specified params in new GPR model
            del params[1]['kernel']
            # Parse kernel_string to identify kernel types and any kernel operations to combine kernels
            kernel_types_asstr = list()
            kernel_types_ascls = list()
            kernel_operators_used = list()

            for s in kernel_string[:]:
                if s in kernel_operators:
                    kernel_operators_used.append(s)

            # Do case for single kernel, no operators
            if len(kernel_operators_used) == 0:
                kernel_types_asstr.append(kernel_string)
            else:
                # New method, using re
                unique_operators = np.unique(kernel_operators_used).tolist()
                unique_operators_asstr = '['
                for i in unique_operators:
                    unique_operators_asstr += str(i)
                unique_operators_asstr += ']'
                kernel_types_asstr = re.split(unique_operators_asstr, kernel_string)

            for kernel in kernel_types_asstr:
                kernel_ = getattr(sklearn.gaussian_process.kernels, kernel)
                kernel_types_ascls.append(kernel_())

            # Case for single kernel
            if len(kernel_types_ascls) == 1:
                kernel = kernel_types_ascls[0]

            kernel_count = 0
            for i, operator in enumerate(kernel_operators_used):
                if i+1 <= len(kernel_operators_used):
                    if operator == "+":
                        if kernel_count == 0:
                            kernel = kernel_types_ascls[kernel_count] + kernel_types_ascls[kernel_count+1]
                        else:
                            kernel += kernel_types_ascls[kernel_count+1]
                    elif operator == "*":
                        if kernel_count == 0:
                            kernel = kernel_types_ascls[kernel_count] * kernel_types_ascls[kernel_count+1]
                        else:
                            kernel *= kernel_types_ascls[kernel_count+1]
                    else:
                        logging.warning('You have chosen an invalid operator to construct a composite kernel. Please choose'
                                      ' either "+" or "*".')
                    kernel_count += 1

            if 'GaussianProcessRegressor' in model:
                gpr = GaussianProcessRegressor(kernel=kernel, **params[1])
                # Need to delete old GPR from model list and replace with new GPR with correct kernel and other params.
                del models[model]
                models[model] = gpr
            elif 'GaussianProcessClassifier' in model:
                gpc = GaussianProcessClassifier(kernel=kernel, **params[1])
                # Need to delete old GPC from model list and replace with new GPC with correct kernel and other params.
                del models[model]
                models[model] = gpc

    return models

def _snatch_models_cv_for_hyperopt(conf, models, splitters, is_classification):
    models = list(models.items())
    if conf['HyperOpt']:
        for searchtype, searchparams in conf['HyperOpt'].items():
            for paramtype, paramvalue in searchparams[1].items():
                if paramtype == 'estimator':
                    # Need to grab model and params from Model section of conf file
                    found_model = False
                    for model in models:
                        if model[0] == paramvalue:
                            conf['HyperOpt'][searchtype][1]['estimator'] = model[1]
                            found_model = True
                            break
                    if found_model == False:
                        raise utils.MastError(f"The estimator {paramvalue} could not be found in the input file!")
                if paramtype == 'cv':
                    # Need to grab cv and params from DataSplits section of conf file
                    found_cv = False
                    for splitter in splitters:
                        if splitter[0] == paramvalue:
                            conf['HyperOpt'][searchtype][1]['cv'] = splitter[1]
                            found_cv = True
                            break
                    if found_cv == False:
                        raise utils.MastError(f"The cv object {paramvalue} could not be found in the input file!")
                if paramtype == 'scoring':
                    # Need to grab correct scoring object
                    found_scorer = False
                    if is_classification:
                        metrics_dict = metrics.classification_metrics
                    else:
                        metrics_dict = metrics.regression_metrics
                    if paramvalue in metrics_dict.keys():
                        conf['HyperOpt'][searchtype][1]['scoring'] = make_scorer(metrics_dict[paramvalue][1],
                                                                                 greater_is_better=metrics_dict[paramvalue][0])
                        found_scorer = True
                        break
                    if found_scorer == False:
                        raise utils.MastError(
                            f"The scoring object {paramvalue} could not be found in the input file!")

    return conf['HyperOpt']

def _snatch_splitters(splitters, conf_feature_selection):
    log.debug(f'cv, pre-snatching: \n{splitters}')
    for selector_name, (_, args_dict) in conf_feature_selection.items():
        # Here: add snatch to cv object for feature selection with RFECV
        if 'cv' in args_dict:
            cv_name = args_dict['cv']
            try:
                args_dict['cv'] = splitters[cv_name]
                del splitters[cv_name]
            except KeyError:
                raise utils.MastError(f"The selector {selector_name} specified cv splitter {cv_name},"
                                      f"which was not found in the [DataSplits] section")
    log.debug(f'cv, post-snatching: \n{splitters}')

def _extract_grouping_column_names(splitter_to_kwargs):
    splitter_to_group_names = dict()
    for splitter_name, name_and_kwargs in splitter_to_kwargs.items():
        _, kwargs = name_and_kwargs
        if 'grouping_column' in kwargs:
            column_name = kwargs['grouping_column']
            del kwargs['grouping_column'] # because the splitter doesn't actually take this
            splitter_to_group_names[splitter_name] = column_name
    return splitter_to_group_names

def _remove_constant_features(df):
    log.info("Removing constant features, regardless of feature selectors.")
    before = set(df.columns)
    df = df.loc[:, (df != df.iloc[0]).any()]
    removed = list(before - set(df.columns))
    if removed != []:
        log.warning(f'Removed {len(removed)}/{len(before)} constant columns.')
        log.debug("Removed the following constant columns: " + str(removed))
    return df

def _save_all_runs(runs, outdir):
    """
    Produces a giant html table of all stats for all runs
    """
    table = []
    for run in runs:
        od = OrderedDict()
        for name, value in run.items():
            if name == 'train_metrics':
                for k, v in run['train_metrics'].items():
                    od['train_'+k] = v
            elif name == 'test_metrics':
                for k, v in run['test_metrics'].items():
                    od['test_'+k] = v
            else:
                od[name] = value
        table.append(od)
    pd.DataFrame(table).to_html(join(outdir, 'all_runs_table.html'))

def _write_stats(train_metrics, test_metrics, outdir, prediction_metrics=None, prediction_names=None):
    with open(join(outdir, 'stats_summary.txt'), 'w') as f:
        f.write("TRAIN:\n")
        for name,score in train_metrics.items():
            if type(score) == tuple:
                f.write(f"{name}: {'%.3f'%float(score[0])} +/- {'%.3f'%float(score[1])}\n")
            else:
                f.write(f"{name}: {'%.3f'%float(score)}\n")
        f.write("TEST:\n")
        for name,score in test_metrics.items():
            if type(score) == tuple:
                f.write(f"{name}: {'%.3f'%float(score[0])} +/- {'%.3f'%float(score[1])}\n")
            else:
                f.write(f"{name}: {'%.3f'%float(score)}\n")
        if prediction_metrics:
            #prediction metrics now list of dicts for predicting multiple values
            for prediction_metric, prediction_name in zip(prediction_metrics, prediction_names):
                f.write("PREDICTION for "+str(prediction_name)+":\n")
                for name, score in prediction_metric.items():
                    if type(score) == tuple:
                        f.write(f"{name}: {'%.3f'%float(score[0])} +/- {'%.3f'%float(score[1])}\n")
                    else:
                        f.write(f"{name}: {'%.3f'%float(score)}\n")

def _write_stats_tocsv(train_metrics, test_metrics, outdir, prediction_metrics=None, prediction_names=None):
    datadict = dict()
    for name, score in train_metrics.items():
        if type(score) == tuple:
            datadict[name+' train score'] = float(score[0])
            datadict[name+' train stdev'] = float(score[1])
        else:
            datadict[name+' train score'] = float(score)
    for name, score in test_metrics.items():
        if type(score) == tuple:
            datadict[name+' validation score'] = float(score[0])
            datadict[name+' validation stdev'] = float(score[1])
        else:
            datadict[name+' validation score'] = float(score)
    if prediction_names:
        for prediction_metric, prediction_name in zip(prediction_metrics, prediction_names):
            for name, score in prediction_metric.items():
                if type(score) == tuple:
                    datadict[prediction_name+' '+name+' score'] = float(score[0])
                    datadict[prediction_name+' '+name+' stdev'] = float(score[1])
                else:
                    datadict[prediction_name+' '+name+' score'] = float(score)
    pd.DataFrame().from_dict(data=datadict, orient='index').to_csv(join(outdir, 'stats_summary.csv'))
    return

def _exclude_validation(df, validation_column):
    return df.loc[validation_column != 1]

def _only_validation(df, validation_column):
    return df.loc[validation_column == 1]

[docs]def check_paths(conf_path, data_path, outdir):
    """
    This method is responsible for error handling of the user-specified paths for the configuration file, data file,
    and output directory.

    Args:

        conf_path: (str), the path supplied by the user which contains the input configuration file

        data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

        outdir: (str), the path supplied by the user which determines where the output results are saved to

    Returns:

        conf_path: (str), the path supplied by the user which contains the input configuration file

        data_path: (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

        outdir: (str), the path supplied by the user which determines where the output results are saved to

    """


    # Check conf path:
    if type(conf_path) is str:
        if os.path.splitext(conf_path)[1] != '.conf':
            raise utils.FiletypeError(f"Conf file does not end in .conf: '{conf_path}'")
        if not os.path.isfile(conf_path):
            raise utils.FileNotFoundError(f"No such file: {conf_path}")
    elif type(conf_path) is dict:
        pass
    else:
        raise TypeError('Your conf_path must be either a string to .conf file path or a dict')

    # Check data path:
    if type(data_path) is str:
        if os.path.splitext(data_path)[1] not in ['.csv', '.xlsx']:
            raise utils.FiletypeError(f"Data file does not end in .csv or .xlsx: '{data_path}'")
        if not os.path.isfile(data_path):
            raise utils.FileNotFoundError(f"No such file: {data_path}")
    elif type(data_path) is type(pd.DataFrame()):
        pass
    else:
        raise TypeError('Your data_path must be either a string to .csv or .xlsx data file or a pd.DataFrame object')

    # Check output directory:

    if os.path.exists(outdir):
        try:
            os.rmdir(outdir) # succeeds if empty
        except OSError: # directory not empty
            log.warning(f"{outdir} not empty. Renaming...")
            now = datetime.now()
            outdir = outdir.rstrip(os.sep) # remove trailing slash
            outdir = f"{outdir}_{now.month:02d}_{now.day:02d}" \
                     f"_{now.hour:02d}_{now.minute:02d}_{now.second:02d}"
    os.makedirs(outdir)
    log.info(f"Saving to directory '{outdir}'")

    return conf_path, data_path, outdir


[docs]def get_commandline_args():
    """
    This method is responsible for parsing and checking the command-line execution of MAST-ML inputted by the user.

    Args:

        None

    Returns:

        (str), the path supplied by the user which contains the input configuration file

        (str), the path supplied by the user which contains the input data file (as CSV or XLSX)

        (str), the path supplied by the user which determines where the output results are saved to

        verbosity: (int), the verbosity level of the MAST-ML log, which determines the amount of information writtent to the log.

    """

    parser = argparse.ArgumentParser(description='MAterials Science Toolkit - Machine Learning')
    parser.add_argument('conf_path', type=str, help='path to mastml .conf file')
    parser.add_argument('data_path', type=str, help='path to csv or xlsx file')
    parser.add_argument('-o', action="store", dest='outdir', default='results',
                        help='Folder path to save output files to. Defaults to results/')
    # from https://stackoverflow.com/a/14763540
    # we only use them to set a bool but it would be nice to have multiple levels in the future
    parser.add_argument('-v', '--verbosity', action="count",
                        help="include this flag for more verbose output")
    parser.add_argument('-q', '--quietness', action="count",
                       help="include this flag to hide [DEBUG] printouts, or twice to hide [INFO]")

    args = parser.parse_args()
    verbosity = (args.verbosity if args.verbosity else 0)\
            - (args.quietness if args.quietness else 0)
    # verbosity -= 1 ## uncomment this for distribution
    return (os.path.abspath(args.conf_path),
            os.path.abspath(args.data_path),
            os.path.abspath(args.outdir),
            verbosity)


if __name__ == '__main__':
    conf_path, data_path, outdir, verbosity = get_commandline_args()
    main(conf_path, data_path, outdir, verbosity)




          

      

      

    

  

    
      
          
            
  Source code for mastml.metrics

"""
This module contains constructors for different model score metrics. Most model metrics are obtained from scikit-learn,
while others are custom variations.

The full list of score functions in scikit-learn can be found at: http://scikit-learn.org/stable/modules/model_evaluation.html
"""

import numpy as np
import sklearn.feature_selection as fs
import sklearn.metrics as sm
from sklearn.linear_model import LinearRegression # for r2_score_noint

classification_metrics = {
    'accuracy':           (True, sm.accuracy_score),
    'f1_binary':          (True, lambda yt, yp: sm.f1_score(yt, yp, average='binary')),
    'f1_macro':           (True, lambda yt, yp: sm.f1_score(yt, yp, average='macro')),
    'f1_micro':           (True, lambda yt, yp: sm.f1_score(yt, yp, average='micro')),
    'f1_samples':         (True, lambda yt, yp: sm.f1_score(yt, yp, average='samples')),
    'f1_weighted':        (True, lambda yt, yp: sm.f1_score(yt, yp, average='weighted')),
    'log_loss':           (False, sm.log_loss),
    'precision_binary':   (True, lambda yt, yp: sm.precision_score(yt, yp, average='binary')),
    'precision_macro':    (True, lambda yt, yp: sm.precision_score(yt, yp, average='macro')),
    'precision_micro':    (True, lambda yt, yp: sm.precision_score(yt, yp, average='micro')),
    'precision_samples':  (True, lambda yt, yp: sm.precision_score(yt, yp, average='samples')),
    'precision_weighted': (True, lambda yt, yp: sm.precision_score(yt, yp, average='weighted')),
    'recall_binary':      (True, lambda yt, yp: sm.recall_score(yt, yp, average='binary')),
    'recall_macro':       (True, lambda yt, yp: sm.recall_score(yt, yp, average='macro')),
    'recall_micro':       (True, lambda yt, yp: sm.recall_score(yt, yp, average='micro')),
    'recall_samples':     (True, lambda yt, yp: sm.recall_score(yt, yp, average='samples')),
    'recall_weighted':    (True, lambda yt, yp: sm.recall_score(yt, yp, average='weighted')),
    'roc_auc':            (True, sm.roc_auc_score),
}

regression_metrics = {
    'explained_variance':     (True, sm.explained_variance_score),
    'mean_absolute_error':    (False, sm.mean_absolute_error),
    'mean_squared_error':     (False, sm.mean_squared_error),
    'mean_squared_log_error': (False, sm.mean_squared_log_error),
    'median_absolute_error':  (False, sm.median_absolute_error),
    'R2': (True, sm.r2_score)
}

[docs]def r2_score_noint(y_true, y_pred):
    """
    Method that calculates the R^2 value without fitting the y-intercept

    Args:
        y_true: (numpy array), array of true y data values
        y_pred: (numpy array), array of predicted y data values

    Returns:
        (float): score of R^2 with no y-intercept

    """
    lr = LinearRegression(fit_intercept=False)
    y_true = np.array(y_true).reshape(-1,1) # turn it from an n-vector to nx1-matrix
    lr.fit(y_true, y_pred)
    return lr.score(y_true, y_pred)

regression_metrics['R2_noint'] = (True, r2_score_noint)

[docs]def r2_score_fitted(y_true, y_pred):
    """
    Method that calculates the R^2 value

    Args:
        y_true: (numpy array), array of true y data values
        y_pred: (numpy array), array of predicted y data values

    Returns:
        (float): score of R^2

    """
    lr = LinearRegression(fit_intercept=True)
    y_true = np.array(y_true).reshape(-1,1) # turn it from an n-vector to nx1-matrix
    lr.fit(y_true, y_pred)
    return lr.score(y_true, y_pred)

regression_metrics['R2_fitted'] = (True, r2_score_fitted)

[docs]def root_mean_squared_error(y_true, y_pred):
    """
    Method that calculates the root mean squared error (RMSE)

    Args:
        y_true: (numpy array), array of true y data values
        y_pred: (numpy array), array of predicted y data values

    Returns:
        (float): score of RMSE

    """
    return sm.mean_squared_error(y_true, y_pred)**0.5

regression_metrics['root_mean_squared_error'] = (False, root_mean_squared_error)

# TODO: consider two rmse/stdev metrics: one that uses stdev of full data set, and one that uses stdev of data per split
[docs]def rmse_over_stdev(y_true, y_pred, train_y=None):
    """
    Method that calculates the root mean squared error (RMSE) of a set of data, divided by the standard deviation of
    the training data set.

    Args:
        y_true: (numpy array), array of true y data values
        y_pred: (numpy array), array of predicted y data values
        train_y: (numpy array), array of training y data values

    Returns:
        (float): score of RMSE divided by standard deviation of training data

    """
    if train_y is not None:
        stdev = np.std(train_y)
    else:
        stdev = np.std(y_true)
    rmse = root_mean_squared_error(y_true, y_pred)
    return rmse / stdev

regression_metrics['rmse_over_stdev'] = (False, rmse_over_stdev)

[docs]def adjusted_r2_score(y_true, y_pred, n_features=None):
    """
    Method that calculates the adjusted R^2 value

    Args:
        y_true: (numpy array), array of true y data values
        y_pred: (numpy array), array of predicted y data values
        n_features: (int), number of features used in the fit

    Returns:
        (float): score of adjusted R^2

    """
    r2 = sm.r2_score(y_true, y_pred)
    # n is sample size
    n = len(y_true)
    # p is number of features
    p = n_features
    try:
        r2_score_adj = 1 - (((1-r2)*(n-1))/(n-p-1))
    except:
        # No n_features given, just output NaN
        r2_score_adj = 'NaN'
    return r2_score_adj

regression_metrics['R2_adjusted'] = (True, adjusted_r2_score)

classification_score_funcs = {
    'chi2': fs.chi2, # Compute chi-squared stats between each non-negative feature and class.
    'f_classif': fs.f_classif, # Compute the ANOVA F-value for the provided sample.
    'mutual_info_classif': fs.mutual_info_classif, # Estimate mutual information for a discrete target variable.
}

regression_score_funcs = {
    'f_regression': fs.f_regression, # Univariate linear regression tests.
    'mutual_info_regression': fs.mutual_info_regression, # Estimate mutual information for a continuous target variable.
}

nice_names = {
    # classification:
    'accuracy': 'Accuracy',
    'f1_binary': '$F_1$',
    'f1_macro': 'f1_macro',
    'f1_micro': 'f1_micro',
    'f1_samples': 'f1_samples',
    'f1_weighted': 'f1_weighted',
    'log_loss': 'log_loss',
    'precision_binary': 'Precision',
    'precision_macro': 'prec_macro',
    'precision_micro': 'prec_micro',
    'precision_samples': 'prec_samples',
    'precision_weighted': 'prec_weighted',
    'recall_binary': 'Recall',
    'recall_macro': 'rcl_macro',
    'recall_micro': 'rcl_micro',
    'recall_samples': 'rcl_samples',
    'recall_weighted': 'rcl_weighted',
    'roc_auc': 'ROC_AUC',
    # regression:
    'explained_variance': 'expl_var',
    'mean_absolute_error': 'MAE',
    'mean_squared_error': 'MSE',
    'mean_squared_log_error': 'MSLE',
    'median_absolute_error': 'MedAE',
    'root_mean_squared_error': 'RMSE',
    'rmse_over_stdev': r'RMSE/$\sigma_y$',
    'R2': '$R^2$',
    'R2_noint': '$R^2_{noint}$',
    'R2_adjusted': '$R^2_{adjusted}$'
}

[docs]def check_and_fetch_names(metric_names, is_classification):
    """
    Method that checks whether chosen metrics to evaluate models are appropriate for user-specified models (e.g.
    classification vs. regression models)

    Args:
        metric_names: (numpy array), array of true y data values
        is_classification: (bool), whether the task is a classification task

    Returns:
        functions (dict): dict containing the appropriate metric objects (e.g. classification vs. regression metrics)

    """
    " Ensures all metrics are appropriate for task "
    task = 'classification' if is_classification else 'regression'
    metrics_dict = classification_metrics if is_classification else regression_metrics
    functions = {}
    for name in metric_names:
        if name not in metrics_dict:
            raise Exception(f"Metric '{name}' is not supported for {task}.\n"
                            f"Valid metrics for {task}: {list(metrics_dict.keys())}")
        functions[name] = metrics_dict[name]
    return functions





          

      

      

    

  

    
      
          
            
  Source code for mastml.plot_helper

"""
This module contains a collection of functions which make plots (saved as png files) using matplotlib, generated from
some model fits and cross-validation evaluation within a MAST-ML run.

This module also contains a method to create python notebooks containing plotted data and the relevant source code from
this module, to enable the user to make their own modifications to the created plots in a straightforward way (useful for
tweaking plots for a presentation or publication).
"""

import math
import statistics
import os
import copy
import pandas as pd
import itertools
import warnings
import logging
from collections import Iterable
from os.path import join
from collections import OrderedDict
from math import log, floor, ceil
from sklearn.linear_model import LinearRegression
from sklearn.metrics import r2_score
from sklearn.ensemble._forest import _generate_sample_indices, _get_n_samples_bootstrap
from mpl_toolkits.axes_grid1 import make_axes_locatable

# Ignore the harmless warning about the gelsd driver on mac.
warnings.filterwarnings(action="ignore", module="scipy",
                        message="^internal gelsd")
# Ignore matplotlib deprecation warning (set as all warnings for now)
warnings.filterwarnings(action="ignore")

import numpy as np
from sklearn.metrics import confusion_matrix, roc_curve, auc, precision_recall_curve

import matplotlib
from matplotlib import pyplot as plt
from matplotlib.backends.backend_agg import FigureCanvasAgg as FigureCanvas
from matplotlib.figure import Figure, figaspect
from matplotlib.animation import FuncAnimation
from matplotlib.font_manager import FontProperties
from scipy.stats import gaussian_kde, norm
from mpl_toolkits.axes_grid1.inset_locator import mark_inset
from mpl_toolkits.axes_grid1.inset_locator import zoomed_inset_axes

# Needed imports for ipynb_maker
#from mastml.utils import nice_range
#from mastml.metrics import nice_names

import inspect
import textwrap
from pandas import DataFrame, Series

import nbformat

from functools import wraps

#import forestci as fci
#from forestci.calibration import calibrateEB
import copy

matplotlib.rc('font', size=18, family='sans-serif') # set all font to bigger
matplotlib.rc('figure', autolayout=True) # turn on autolayout

# adding dpi as a constant global so it can be changed later
DPI = 250

#logger = logging.getLogger() # only used inside ipynb_maker I guess

# HEADERENDER don't delete this line, it's used by ipynb maker

logger = logging.getLogger('mastml') # the real logger

[docs]def ipynb_maker(plot_func):
    """
    This method creates Jupyter Notebooks so user can modify and regenerate the plots produced by MAST-ML.

    Args:

        plot_func: (plot_helper method), a plotting method contained in plot_helper.py which contains the

        @ipynb_maker decorator

    Returns:

        (plot_helper method), the same plot_func as used as input, but after having written the Jupyter notebook with source code to create plot

    """

    from mastml import plot_helper # Strange self-import but it works, as had cyclic import issues with ipynb_maker as its own module

    @wraps(plot_func)
    def wrapper(*args, **kwargs):
        # convert everything to kwargs for easier display
        # from geniuses at https://stackoverflow.com/a/831164
        #kwargs.update(dict(zip(plot_func.func_code.co_varnames, args)))
        sig = inspect.signature(plot_func)
        binding = sig.bind(*args, **kwargs)
        all_args = binding.arguments

        # if this is an outdir style function, fill in savepath and delete outdir
        if 'savepath' in all_args:
            ipynb_savepath = all_args['savepath']
            knows_savepath = True
            basename = os.path.basename(ipynb_savepath) # fix absolute path problem
        elif 'outdir' in all_args:
            knows_savepath = False
            basename = plot_func.__name__
            ipynb_savepath = os.path.join(all_args['outdir'], basename)
        else:
            raise Exception('you must have an "outdir" or "savepath" argument to use ipynb_maker')

        readme = textwrap.dedent(f"""\
            This notebook was automatically generated from your MAST-ML run so you can recreate the
            plots. Some things are a bit different from the usual way of creating plots - we are
            using the [object oriented
            interface](https://matplotlib.org/tutorials/introductory/lifecycle.html) instead of
            pyplot to create the `fig` and `ax` instances.
        """)

        # get source of the top of plot_helper.py
        header = ""
        with open(plot_helper.__file__) as f:
            for line in f.readlines():
                if 'HEADERENDER' in line:
                    break
                header += line

        core_funcs = [plot_helper.stat_to_string, plot_helper.plot_stats, plot_helper.make_fig_ax,
                      plot_helper.get_histogram_bins, plot_helper.nice_names, plot_helper.nice_range,
                      plot_helper.nice_mean, plot_helper.nice_std, plot_helper.rounder, plot_helper._set_tick_labels,
                      plot_helper._set_tick_labels_different, plot_helper._nice_range_helper, plot_helper._nearest_pow_ten,
                      plot_helper._three_sigfigs, plot_helper._n_sigfigs, plot_helper._int_if_int, plot_helper._round_up,
                      plot_helper.prediction_intervals]
        func_strings = '\n\n'.join(inspect.getsource(func) for func in core_funcs)

        plot_func_string = inspect.getsource(plot_func)
        # remove first line that has this decorator on it (!!!)
        plot_func_string = '\n'.join(plot_func_string.split('\n')[1:])

        # put the arguments and their values in the code
        arg_assignments = []
        arg_names = []
        for key, var in all_args.items():
            if isinstance(var, DataFrame):
                # this is amazing
                arg_assignments.append(f"{key} = pd.read_csv(StringIO('''\n{var.to_csv(index=False)}'''))")
            elif isinstance(var, Series):
                arg_assignments.append(f"{key} = pd.Series(pd.read_csv(StringIO('''\n{var.to_csv(index=False)}''')).iloc[:,0])")
            else:
                arg_assignments.append(f'{key} = {repr(var)}')
            arg_names.append(key)
        args_block = ("from numpy import array\n" +
                      "from collections import OrderedDict\n" +
                      "from io import StringIO\n" +
                    "from sklearn.gaussian_process import GaussianProcessRegressor  # Need for error plots\n" +
                    "from sklearn.gaussian_process.kernels import *  # Need for error plots\n" +
                    "from sklearn.ensemble import RandomForestRegressor  # Need for error plots\n" +
                      '\n'.join(arg_assignments))
        arg_names = ', '.join(arg_names)

        if knows_savepath:
            if '.png' not in basename:
                basename += '.png'
            main = textwrap.dedent(f"""\
                import pandas as pd
                from IPython.display import Image, display

                {plot_func.__name__}({arg_names})
                display(Image(filename='{basename}'))
            """)
        else:
            main = textwrap.dedent(f"""\
                import pandas as pd
                from IPython.display import Image, display

                plot_paths = plot_predicted_vs_true(train_quad, test_quad, outdir, label)
                for plot_path in plot_paths:
                    display(Image(filename=plot_path))
            """)

        nb = nbformat.v4.new_notebook()
        readme_cell = nbformat.v4.new_markdown_cell(readme)
        text_cells = [header, func_strings, plot_func_string, args_block, main]
        cells = [readme_cell] + [nbformat.v4.new_code_cell(cell_text) for cell_text in text_cells]
        nb['cells'] = cells
        nbformat.write(nb, ipynb_savepath + '.ipynb')

        return plot_func(*args, **kwargs)
    return wrapper


[docs]def make_train_test_plots(run, path, is_classification, label, model, train_X, test_X, groups=None):
    """
    General plotting method used to execute sequence of specific plots of train-test data analysis

    Args:

        run: (dict), a particular split_result from masml_driver

        path: (str), path to save the generated plots and analysis of split_result designated in 'run'

        is_classification: (bool), whether or not the analysis is a classification task

        label: (str), name of the y data variable being fit

        model: (scikit-learn model object), a scikit-learn model/estimator

        train_X: (numpy array), array of X features used in training

        test_X: (numpy array), array of X features used in testing

        groups: (numpy array), array of group names

    Returns:

        None

    """
    y_train_true, y_train_pred, y_test_true = \
        run['y_train_true'], run['y_train_pred'], run['y_test_true']
    y_test_pred, train_metrics, test_metrics = \
        run['y_test_pred'], run['train_metrics'], run['test_metrics']
    train_groups, test_groups = run['train_groups'], run['test_groups']

    if is_classification:
        # Need these class prediction probabilities for ROC curve analysis
        y_train_pred_proba = run['y_train_pred_proba']
        y_test_pred_proba = run['y_test_pred_proba']

        title = 'train_confusion_matrix'
        plot_confusion_matrix(y_train_true, y_train_pred,
                              join(path, title+'.png'), train_metrics,
                              title=title)
        title = 'test_confusion_matrix'
        plot_confusion_matrix(y_test_true, y_test_pred,
                              join(path, title+'.png'), test_metrics,
                              title=title)
        title = 'train_roc_curve'
        plot_roc_curve(y_train_true, y_train_pred_proba, join(path, title+'png'))
        title = 'test_roc_curve'
        plot_roc_curve(y_test_true, y_test_pred_proba, join(path, title+'png'))
        title = 'train_precision_recall_curve'
        plot_precision_recall_curve(y_train_true, y_train_pred_proba, join(path, title+'png'))
        title = 'test_precision_recall_curve'
        plot_precision_recall_curve(y_test_true, y_test_pred_proba, join(path, title + 'png'))
    else: # is_regression
        plot_predicted_vs_true((y_train_true, y_train_pred, train_metrics, train_groups),
                          (y_test_true,  y_test_pred,  test_metrics, test_groups), 
                          path, label=label)

        title = 'train_residuals_histogram'
        plot_residuals_histogram(y_train_true, y_train_pred,
                                 join(path, title+'.png'), train_metrics,
                                 title=title, label=label)
        title = 'test_residuals_histogram'
        plot_residuals_histogram(y_test_true,  y_test_pred,
                                 join(path, title+'.png'), test_metrics,
                                 title=title, label=label)


[docs]def make_error_plots(run, path, is_classification, label, model, train_X, test_X, rf_error_method, rf_error_percentile,
                     is_validation, validation_column_name, validation_X, groups=None):

    y_train_true, y_train_pred, y_test_true = \
        run['y_train_true'], run['y_train_pred'], run['y_test_true']
    y_test_pred, train_metrics, test_metrics = \
        run['y_test_pred'], run['train_metrics'], run['test_metrics']
    train_groups, test_groups = run['train_groups'], run['test_groups']
    if is_validation:
        y_validation_pred, y_validation_true, prediction_metrics = \
            run['y_validation_pred'+'_'+str(validation_column_name)], \
            run['y_validation_true'+'_'+str(validation_column_name)], \
            run['prediction_metrics']

    if is_classification:
        logger.debug('There is no error distribution plotting for classification problems, just passing through...')
    else: # is_regression

        #title = 'train_normalized_error'
        #plot_normalized_error(y_train_true, y_train_pred, join(path, title+'.png'), model, error_method, percentile,
        # X=train_X, Xtrain=train_X, Xtest=test_X)

        title = 'test_normalized_error'
        plot_normalized_error(y_test_true, y_test_pred, join(path, title+'.png'), model, rf_error_method,
                              rf_error_percentile, X=test_X, Xtrain=train_X, Xtest=test_X)

        #title = 'train_cumulative_normalized_error'
        #plot_cumulative_normalized_error(y_train_true, y_train_pred, join(path, title+'.png'), model, error_method,
        # percentile, X=train_X, Xtrain=train_X, Xtest=test_X)

        title = 'test_cumulative_normalized_error'
        plot_cumulative_normalized_error(y_test_true, y_test_pred, join(path, title+'.png'), model, rf_error_method,
                                         rf_error_percentile, X=test_X, Xtrain=train_X, Xtest=test_X)

        # HERE, add your RMS residual vs. error plot function
        if model.__class__.__name__ in ['RandomForestRegressor', 'ExtraTreesRegressor', 'GaussianProcessRegressor',
                                        'GradientBoostingRegressor', 'EnsembleRegressor']:
            y_all_data = np.concatenate([y_test_true, y_train_true])
            plot_real_vs_predicted_error(y_all_data, path, model, data_test_type='test')

        if is_validation:
            title = 'validation_cumulative_normalized_error'
            plot_cumulative_normalized_error(y_validation_true, y_validation_pred, join(path, title+'.png'), model, rf_error_method,
                                             rf_error_percentile, X=validation_X, Xtrain=train_X, Xtest=test_X)
            title = 'validation_normalized_error'
            plot_normalized_error(y_validation_true, y_validation_pred, join(path, title + '.png'), model, rf_error_method,
                                  rf_error_percentile, X=validation_X, Xtrain=train_X, Xtest=test_X)
            
            if model.__class__.__name__ in ['RandomForestRegressor', 'ExtraTreesRegressor', 'GaussianProcessRegressor',
                                            'GradientBoostingRegressor', 'EnsembleRegressor']:
                y_all_data = np.concatenate([y_test_true, y_train_true])
                plot_real_vs_predicted_error(y_all_data, path, model, data_test_type='validation')


[docs]@ipynb_maker
def plot_confusion_matrix(y_true, y_pred, savepath, stats, normalize=False, title='Confusion matrix', cmap=plt.cm.Blues):
    """
    Method used to generate a confusion matrix for a classification run. Additional information can be found
    at: http://scikit-learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html

    Args:

        y_true: (numpy array), array containing the true y data values

        y_pred: (numpy array), array containing the predicted y data values

        savepath: (str), path to save the plotted confusion matrix

        stats: (dict), dict of training or testing statistics for a particular run

        normalize: (bool), whether or not to normalize data output as truncated float vs. double

        title: (str), title of the confusion matrix plot

        cmap: (matplotlib colormap), the color map to use for confusion matrix plotting

    Returns:

        None

    """

    # calculate confusion matrix and lables in correct order
    cm = confusion_matrix(y_true, y_pred)
    #classes = sorted(list(set(y_true).intersection(set(y_pred))))
    classes = sorted(list(set(y_true).union(set(y_pred))))

    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    #ax.set_title(title)

    # create the colorbar, not really needed but everyones got 'em
    mappable = ax.imshow(cm, interpolation='nearest', cmap=cmap)
    #fig.colorbar(mappable)

    # set x and y ticks to labels
    tick_marks = range(len(classes))
    ax.set_xticks(tick_marks)
    ax.set_xticklabels(classes, rotation='horizontal', fontsize=18)

    ax.set_yticks(tick_marks)
    ax.set_yticklabels(classes, rotation='horizontal', fontsize=18)

    # draw number in the boxes
    fmt = '.2f' if normalize else 'd'
    thresh = cm.max() / 2.
    for i, j in itertools.product(range(cm.shape[0]), range(cm.shape[1])):
        ax.text(j, i, format(cm[i, j], fmt),
                horizontalalignment="center",
                color="white" if cm[i, j] > thresh else "black")

    # plots the stats
    plot_stats(fig, stats, x_align=0.60, y_align=0.90)

    ax.set_ylabel('True label')
    ax.set_xlabel('Predicted label')
    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')


[docs]@ipynb_maker
def plot_roc_curve(y_true, y_pred, savepath):
    """
    Method to calculate and plot the receiver-operator characteristic curve for classification model results

    Args:

        y_true: (numpy array), array of true y data values

        y_pred: (numpy array), array of predicted y data values

        savepath: (str), path to save the plotted ROC curve

    Returns:

        None

    """

    #TODO: have work when probability=False in model params. Suggest user set probability=True!!
    #classes = sorted(list(set(y_true).union(set(y_pred))))
    #n_classes = y_pred.shape[1]

    classes = list(np.unique(y_true))

    fpr = dict()
    tpr = dict()
    roc_auc = dict()

    for i in range(len(classes)):
        fpr[i], tpr[i], _ = roc_curve(y_true, y_pred[:, i])
        roc_auc[i] = auc(fpr[i], tpr[i])

    x_align = 0.95
    fig, ax = make_fig_ax(aspect_ratio=0.66, x_align=x_align, left=0.15)
    colors = ['blue', 'red']
    #for i in range(len(classes)):
    #    ax.plot(fpr[i], tpr[i], color=colors[i], lw=2, label='ROC curve class '+str(i)+' (area = %0.2f)' % roc_auc[i])
    ax.plot(fpr[1], tpr[1], color=colors[0], lw=2, label='ROC curve' + ' (area = %0.2f)' % roc_auc[1])
    ax.plot([0, 1], [0, 1], color='black', label='Random guess', lw=2, linestyle='--')
    ax.set_xticks(np.linspace(0, 1, 5))
    ax.set_yticks(np.linspace(0, 1, 5))
    _set_tick_labels(ax, maxx=1, minn=0)
    ax.set_xlabel('False Positive Rate', fontsize='16')
    ax.set_ylabel('True Positive Rate', fontsize='16')
    ax.legend(loc="lower right", fontsize=12)
    #plot_stats(fig, stats, x_align=0.60, y_align=0.90)
    fig.savefig(savepath, dpi=DPI, bbox_to_inches='tight')


[docs]@ipynb_maker
def plot_precision_recall_curve(y_true, y_pred, savepath):
    """
    Method to calculate and plot the precision-recall curve for classification model results

    Args:

        y_true: (numpy array), array of true y data values

        y_pred: (numpy array), array of predicted y data values

        savepath: (str), path to save the plotted precision-recall curve

    Returns:

        None

    """

    # Note this only works with probability predictions of the classifier labels.
    classes = list(np.unique(y_true))

    precision = dict()
    recall = dict()
    #roc_auc = dict()

    for i in range(len(classes)):
        precision[i], recall[i], _ = precision_recall_curve(y_true, y_pred[:, i])

    x_align = 0.95
    fig, ax = make_fig_ax(aspect_ratio=0.66, x_align=x_align, left=0.15)
    colors = ['blue', 'red']
    #for i in range(len(classes)):
    #    ax.plot(fpr[i], tpr[i], color=colors[i], lw=2, label='ROC curve class '+str(i)+' (area = %0.2f)' % roc_auc[i])
    ax.step(recall[1], precision[1], color=colors[0], lw=2, label='Precision-recall curve')
    #ax.fill_between(recall[1], precision[1], alpha=0.4, color=colors[0])
    ax.set_xticks(np.linspace(0, 1, 5))
    ax.set_yticks(np.linspace(0, 1, 5))
    _set_tick_labels(ax, maxx=1, minn=0)
    ax.set_xlabel('Recall', fontsize='16')
    ax.set_ylabel('Precision', fontsize='16')
    ax.legend(loc="upper right", fontsize=12)
    #plot_stats(fig, stats, x_align=0.60, y_align=0.90)
    fig.savefig(savepath, dpi=DPI, bbox_to_inches='tight')
    return


[docs]@ipynb_maker
def plot_residuals_histogram(y_true, y_pred, savepath,
                             stats, title='residuals histogram', label='residuals'):
    """
    Method to calculate and plot the histogram of residuals from regression model

    Args:

        y_true: (numpy array), array of true y data values

        y_pred: (numpy array), array of predicted y data values

        savepath: (str), path to save the plotted precision-recall curve

        stats: (dict), dict of training or testing statistics for a particular run

        title: (str), title of residuals histogram

        label: (str), label used for axis labeling

    Returns:

        None

    """

    # make fig and ax, use x_align when placing text so things don't overlap
    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    #ax.set_title(title)
    # do the actual plotting
    residuals = y_true - y_pred

    #Output residuals data and stats to spreadsheet
    path = os.path.dirname(savepath)
    pd.DataFrame(residuals).describe().to_csv(os.path.join(path,'residual_statistics.csv'))
    pd.DataFrame(residuals).to_csv(path+'/'+'residuals.csv')

    #Get num_bins using smarter method
    num_bins = get_histogram_bins(y_df=residuals)
    ax.hist(residuals, bins=num_bins, color='b', edgecolor='k')

    # normal text stuff
    ax.set_xlabel('Value of '+label, fontsize=16)
    ax.set_ylabel('Number of occurences', fontsize=16)

    # make y axis ints, because it is discrete
    #ax.yaxis.set_major_locator(MaxNLocator(integer=True))

    plot_stats(fig, stats, x_align=x_align, y_align=0.90)
    plot_stats(fig, pd.DataFrame(residuals).describe().to_dict()[0], x_align=x_align, y_align=0.60)

    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')


[docs]@ipynb_maker
def plot_target_histogram(y_df, savepath, title='target histogram', label='target values'):
    """
    Method to plot the histogram of true y values

    Args:

        y_df: (pandas dataframe), dataframe of true y data values

        savepath: (str), path to save the plotted precision-recall curve

        title: (str), title of residuals histogram

        label: (str), label used for axis labeling

    Returns:

        None

    """

    # make fig and ax, use x_align when placing text so things don't overlap
    x_align = 0.70
    fig, ax = make_fig_ax(aspect_ratio=0.5, x_align=x_align)

    #ax.set_title(title)

    #Get num_bins using smarter method
    num_bins = get_histogram_bins(y_df=y_df)

    # do the actual plotting
    try:
        ax.hist(y_df, bins=num_bins, color='b', edgecolor='k')#, histtype='stepfilled')
    except:
        print('Could not plot target histgram')
        return
    # normal text stuff
    ax.set_xlabel('Value of '+label, fontsize=16)
    ax.set_ylabel('Number of occurences', fontsize=16)

    # make y axis ints, because it is discrete
    #ax.yaxis.set_major_locator(MaxNLocator(integer=True))


    plot_stats(fig, dict(y_df.describe()), x_align=x_align, y_align=0.90, fontsize=14)
    # Save input data stats to csv
    savepath_parse = savepath.split('target_histogram.png')[0]
    y_df.describe().to_csv(savepath_parse+'/''input_data_statistics.csv')

    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')


[docs]@ipynb_maker
def plot_predicted_vs_true(train_quad, test_quad, outdir, label):
    """
    Method to create a parity plot (predicted vs. true values)

    Args:

        train_quad: (tuple), tuple containing 4 numpy arrays: true training y data, predicted training y data,

        training metric data, and groups used in training

        test_quad: (tuple), tuple containing 4 numpy arrays: true test y data, predicted test y data,

        testing metric data, and groups used in testing

        outdir: (str), path to save plots to

        label: (str), label used for axis labeling

    Returns:

        None

    """
    filenames = list()
    y_train_true, y_train_pred, train_metrics, train_groups = train_quad
    y_test_true, y_test_pred, test_metrics, test_groups = test_quad

    # make diagonal line from absolute min to absolute max of any data point
    # using round because Ryan did - but won't that ruin small numbers??? TODO this
    #max1 = max(y_train_true.max(), y_train_pred.max(),
    #           y_test_true.max(), y_test_pred.max())
    max1 = max(y_train_true.max(), y_test_true.max())
    #min1 = min(y_train_true.min(), y_train_pred.min(),
    #           y_test_true.min(), y_test_pred.min())
    min1 = min(y_train_true.min(), y_test_true.min())
    max1 = round(float(max1), rounder(max1-min1))
    min1 = round(float(min1), rounder(max1-min1))
    for y_true, y_pred, stats, groups, title_addon in \
            (train_quad+('train',), test_quad+('test',)):
        # make fig and ax, use x_align when placing text so things don't overlap
        x_align=0.64
        fig, ax = make_fig_ax(x_align=x_align)

        # set tick labels
        # notice that we use the same max and min for all three. Don't
        # calculate those inside the loop, because all the should be on the same scale and axis
        _set_tick_labels(ax, max1, min1)

        # plot diagonal line
        ax.plot([min1, max1], [min1, max1], 'k--', lw=2, zorder=1)

        # do the actual plotting
        if groups is None:
            ax.scatter(y_true, y_pred, color='blue', edgecolors='black', s=100, zorder=2, alpha=0.7)
        else:
            handles = dict()
            unique_groups = np.unique(np.concatenate((train_groups, test_groups), axis=0))
            unique_groups_train = np.unique(train_groups)
            unique_groups_test = np.unique(test_groups)
            #logger.debug(' '*12 + 'unique groups: ' +str(list(unique_groups)))
            colors = ['blue', 'red', 'green', 'purple', 'orange', 'black']
            markers = ['o', 'v', '^', 's', 'p', 'h', 'D', '*', 'X', '<', '>', 'P']
            colorcount = markercount = 0
            for groupcount, group in enumerate(unique_groups):
                mask = groups == group
                #logger.debug(' '*12 + f'{group} group_percent = {np.count_nonzero(mask) / len(groups)}')
                handles[group] = ax.scatter(y_true[mask], y_pred[mask], label=group, color=colors[colorcount],
                                            marker=markers[markercount], s=100, alpha=0.7)
                colorcount += 1
                if colorcount % len(colors) == 0:
                    markercount += 1
                    colorcount = 0
            if title_addon == 'train':
                to_delete = [k for k in handles.keys() if k not in unique_groups_train]
                for k in to_delete:
                    del handles[k]
            elif title_addon == 'test':
                to_delete = [k for k in handles.keys() if k not in unique_groups_test]
                for k in to_delete:
                    del handles[k]
            ax.legend(handles.values(), handles.keys(), loc='lower right', fontsize=12)

        # set axis labels
        ax.set_xlabel('True '+label, fontsize=16)
        ax.set_ylabel('Predicted '+label, fontsize=16)

        plot_stats(fig, stats, x_align=x_align, y_align=0.90)

        filename = 'predicted_vs_true_'+ title_addon + '.png'
        filenames.append(filename)
        fig.savefig(join(outdir, filename), dpi=DPI, bbox_inches='tight')
        df = pd.DataFrame({'y_pred': y_pred, 'y_true': y_true})
        df.to_csv(join(outdir, 'predicted_vs_true_' + title_addon + '.csv'))

    return filenames


[docs]def plot_scatter(x, y, savepath, groups=None, xlabel='x', label='target data'):
    """
    Method to create a general scatter plot

    Args:

        x: (numpy array), array of x data

        y: (numpy array), array of y data

        savepath: (str), path to save plots to

        groups: (list), list of group labels

        xlabel: (str), label used for x-axis labeling

        label: (str), label used for y-axis labeling

    Returns:

        None

    """

    # Set image aspect ratio:
    fig, ax = make_fig_ax()

    # set tick labels
    max_tick_x = max(x)
    min_tick_x = min(x)
    max_tick_y = max(y)
    min_tick_y = min(y)
    max_tick_x = round(float(max_tick_x), rounder(max_tick_x-min_tick_x))
    min_tick_x = round(float(min_tick_x), rounder(max_tick_x-min_tick_x))
    max_tick_y = round(float(max_tick_y), rounder(max_tick_y-min_tick_y))
    min_tick_y = round(float(min_tick_y), rounder(max_tick_y-min_tick_y))
    #divisor_y = get_divisor(max(y), min(y))
    #max_tick_y = round_up(max(y), divisor_y)
    #min_tick_y = round_down(min(y), divisor_y)

    _set_tick_labels_different(ax, max_tick_x, min_tick_x, max_tick_y, min_tick_y)

    if groups is None:
        ax.scatter(x, y, c='b', edgecolor='darkblue', zorder=2, s=100, alpha=0.7)
    else:
        colors = ['blue', 'red', 'green', 'purple', 'orange', 'black']
        markers = ['o', 'v', '^', 's', 'p', 'h', 'D', '*', 'X', '<', '>', 'P']
        colorcount = markercount = 0
        for groupcount, group in enumerate(np.unique(groups)):
            mask = groups == group
            ax.scatter(x[mask], y[mask], label=group, color=colors[colorcount], marker=markers[markercount], s=100, alpha=0.7)
            ax.legend(loc='lower right', fontsize=12)
            colorcount += 1
            if colorcount % len(colors) == 0:
                markercount += 1
                colorcount = 0

    ax.set_xlabel(xlabel, fontsize=16)
    ax.set_ylabel('Value of '+label, fontsize=16)
    #ax.set_xticklabels(rotation=45)
    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')


[docs]def plot_keras_history(model_history, savepath, plot_type):
    # Set image aspect ratio:
    fig, ax = make_fig_ax()
    keys = model_history.history.keys()
    for k in keys:
        if 'loss' not in k and 'val' not in k:
            metric = k
    accuracy = model_history.history[str(metric)]
    loss = model_history.history['loss']

    if plot_type == 'accuracy':
        ax.plot(accuracy, label='training '+str(metric))
        ax.set_ylabel(str(metric)+' (Accuracy)', fontsize=16)
        try:
            validation_accuracy = model_history.history['val_'+str(metric)]
            ax.plot(validation_accuracy, label='validation '+str(metric))
        except:
            pass
    if plot_type == 'loss':
        ax.plot(loss, label='training loss')
        ax.set_ylabel(str(metric)+' (Loss)', fontsize=16)
        try:
            validation_loss = model_history.history['val_loss']
            ax.plot(validation_loss, label='validation loss')
        except:
            pass
    ax.legend(loc='upper right', fontsize=12)

    #_set_tick_labels_different(ax, max_tick_x, min_tick_x, max_tick_y, min_tick_y)
    ax.set_xlabel('Epochs', fontsize=16)

    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    return


[docs]@ipynb_maker
def plot_best_worst_split(y_true, best_run, worst_run, savepath,
                          title='Best Worst Overlay', label='target_value'):
    """
    Method to create a parity plot (predicted vs. true values) of just the best scoring and worst scoring CV splits

    Args:

        y_true: (numpy array), array of true y data

        best_run: (dict), the best scoring split_result from mastml_driver

        worst_run: (dict), the worst scoring split_result from mastml_driver

        savepath: (str), path to save plots to

        title: (str), title of the best_worst_split plot

        label: (str), label used for axis labeling

    Returns:

        None

    """
    # make fig and ax, use x_align when placing text so things don't overlap
    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    maxx = max(y_true) # TODO is round the right thing here?
    minn = min(y_true)
    maxx = round(float(maxx), rounder(maxx-minn))
    minn = round(float(minn), rounder(maxx-minn))
    ax.plot([minn, maxx], [minn, maxx], 'k--', lw=2, zorder=1)

    # set tick labels
    _set_tick_labels(ax, maxx, minn)

    # do the actual plotting
    ax.scatter(best_run['y_test_true'],  best_run['y_test_pred'],  c='red',
               alpha=0.7, label='best test',  edgecolor='darkred',  zorder=2, s=100)
    ax.scatter(worst_run['y_test_true'], worst_run['y_test_pred'], c='blue',
               alpha=0.7, label='worst test', edgecolor='darkblue', zorder=3, s=60)
    ax.legend(loc='lower right', fontsize=12)

    # set axis labels
    ax.set_xlabel('True '+label, fontsize=16)
    ax.set_ylabel('Predicted '+label, fontsize=16)

    #font_dict = {'size'   : 10, 'family' : 'sans-serif'}

    # Duplicate the stats dicts with an additional label
    best_stats = OrderedDict([('Best Run', None)])
    best_stats.update(best_run['test_metrics'])
    worst_stats = OrderedDict([('worst Run', None)])
    worst_stats.update(worst_run['test_metrics'])

    plot_stats(fig, best_stats, x_align=x_align, y_align=0.90)
    plot_stats(fig, worst_stats, x_align=x_align, y_align=0.60)

    fig.savefig(savepath + '.png', dpi=DPI, bbox_inches='tight')

    df_best = pd.DataFrame({'best run pred': best_run['y_test_pred'], 'best run true': best_run['y_test_true']})
    df_worst = pd.DataFrame({'worst run pred': worst_run['y_test_pred'], 'worst run true': worst_run['y_test_true']})

    df_best.to_csv(savepath + '_best.csv')
    df_worst.to_csv(savepath + '_worst.csv')


[docs]@ipynb_maker
def plot_best_worst_per_point(y_true, y_pred_list, savepath, metrics_dict,
                              avg_stats, title='best worst per point', label='target_value'):
    """
    Method to create a parity plot (predicted vs. true values) of the set of best and worst CV scores for each

    individual data point.

    Args:

        y_true: (numpy array), array of true y data

        y_pred_list: (list), list of numpy arrays containing predicted y data for each CV split

        savepath: (str), path to save plots to

        metrics_dict: (dict), dict of scikit-learn metric objects to calculate score of predicted vs. true values

        avg_stats: (dict), dict of calculated average metrics over all CV splits

        title: (str), title of the best_worst_per_point plot

        label: (str), label used for axis labeling

    Returns:

        None

    """

    worsts = []
    bests = []
    new_y_true = []
    for yt, y_pred in zip(y_true, y_pred_list):
        if len(y_pred) == 0 or np.nan in y_pred_list or yt == np.nan:
            continue
        worsts.append(max(y_pred, key=lambda yp: abs(yp-yt)))
        bests.append( min(y_pred, key=lambda yp: abs(yp-yt)))
        new_y_true.append(yt)

    worst_stats = OrderedDict([('Worst combined:', None)])
    best_stats = OrderedDict([('Best combined:', None)])
    for name, (_, func) in metrics_dict.items():
        worst_stats[name] = func(new_y_true, worsts)
        best_stats[name] = func(new_y_true, bests)

    # make fig and ax, use x_align when placing text so things don't overlap
    x_align = 15.5/24 #mmm yum
    fig, ax = make_fig_ax(x_align=x_align)

    # gather max and min
    #all_vals = [val for val in worsts+bests if val is not None]
    max1 = max(y_true)
    min1 = min(y_true)

    # draw dashed horizontal line
    ax.plot([min1, max1], [min1, max1], 'k--', lw=2, zorder=1)

    # set axis labels
    ax.set_xlabel('True '+label, fontsize=16)
    ax.set_ylabel('Predicted '+label, fontsize=16)

    # set tick labels
    #maxx = max((max(bests), max(worsts), max(new_y_true)))
    #minn = min((min(bests), min(worsts), min(new_y_true)))
    #maxx, minn = recursive_max_and_min([bests, worsts, new_y_true])
    maxx = round(float(max1), rounder(max1-min1))
    minn = round(float(min1), rounder(max1-min1))
    _set_tick_labels(ax, maxx, minn)

    ax.scatter(new_y_true, bests,  c='red',  alpha=0.7, label='best test',
               edgecolor='darkred',  zorder=2, s=100)
    ax.scatter(new_y_true, worsts, c='blue', alpha=0.7, label='worst test',
               edgecolor='darkblue', zorder=3, s=60)
    ax.legend(loc='lower right', fontsize=12)

    plot_stats(fig, avg_stats, x_align=x_align, y_align=0.51, fontsize=10)
    plot_stats(fig, worst_stats, x_align=x_align, y_align=0.73, fontsize=10)
    plot_stats(fig, best_stats, x_align=x_align, y_align=0.95, fontsize=10)

    fig.savefig(savepath + '.png', dpi=DPI, bbox_inches='tight')

    df = pd.DataFrame({'y true': new_y_true,
                       'best per point': bests,
                       'worst per point': worsts})
    df.to_csv(savepath + '.csv')


[docs]@ipynb_maker
def plot_predicted_vs_true_bars(y_true, y_pred_list, avg_stats,
                                savepath, title='best worst with bars', label='target_value', groups=None):
    """
    Method to calculate parity plot (predicted vs. true) of average predictions, averaged over all CV splits, with error

    bars on each point corresponding to the standard deviation of the predicted values over all CV splits.

    Args:

        y_true: (numpy array), array of true y data

        y_pred_list: (list), list of numpy arrays containing predicted y data for each CV split

        avg_stats: (dict), dict of calculated average metrics over all CV splits

        savepath: (str), path to save plots to

        title: (str), title of the best_worst_per_point plot

        label: (str), label used for axis labeling

    Returns:

        None

    """
    means = [nice_mean(y_pred) for y_pred in y_pred_list]
    standard_error_means = [nice_std(y_pred)/np.sqrt(len(y_pred))
                            for y_pred in y_pred_list]
    standard_errors = [nice_std(y_pred) for y_pred in y_pred_list]
    # make fig and ax, use x_align when placing text so things don't overlap
    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    # gather max and min
    max1 = max(np.nanmax(y_true), np.nanmax(means))
    min1 = min(np.nanmin(y_true), np.nanmin(means))

    # draw dashed horizontal line
    ax.plot([min1, max1], [min1, max1], 'k--', lw=2, zorder=1)

    # set axis labels
    ax.set_xlabel('True '+label, fontsize=16)
    ax.set_ylabel('Predicted '+label, fontsize=16)

    # set tick labels
    #maxx, minn = recursive_max_and_min([means, y_true])
    maxx = max(y_true)
    minn = min(y_true)
    maxx = round(float(maxx), rounder(maxx-minn))
    minn = round(float(minn), rounder(maxx-minn))
    #print(maxx, minn, rounder(maxx - minn))
    _set_tick_labels(ax, maxx, minn)

    if groups is None:
        ax.errorbar(y_true, means, yerr=standard_errors, fmt='o', markerfacecolor='blue', markeredgecolor='black', markersize=10,
                alpha=0.7, capsize=3)
    else:
        colors = ['blue', 'red', 'green', 'purple', 'orange', 'black']
        markers = ['o', 'v', '^', 's', 'p', 'h', 'D', '*', 'X', '<', '>', 'P']
        colorcount = markercount = 0
        handles = dict()
        unique_groups = np.unique(groups)
        for groupcount, group in enumerate(unique_groups):
            mask = groups == group
            # logger.debug(' '*12 + f'{group} group_percent = {np.count_nonzero(mask) / len(groups)}')
            handles[group] = ax.errorbar(y_true[mask], np.array(means)[mask], yerr=np.array(standard_errors)[mask],
                                         marker=markers[markercount], markerfacecolor=colors[colorcount],
                                         markeredgecolor=colors[colorcount], ecolor=colors[colorcount],
                                         markersize=10, alpha=0.7, capsize=3, fmt='o')
            colorcount += 1
            if colorcount % len(colors) == 0:
                markercount += 1
                colorcount = 0
        ax.legend(handles.values(), handles.keys(), loc='lower right', fontsize=10)

    plot_stats(fig, avg_stats, x_align=x_align, y_align=0.90)

    fig.savefig(savepath + '.png', dpi=DPI, bbox_inches='tight')

    df = pd.DataFrame({'y true': y_true,
                       'average predicted values': means,
                       'error bar values': standard_errors})
    df.to_csv(savepath + '.csv')


[docs]@ipynb_maker
def plot_metric_vs_group(metric, groups, stats, avg_stats, savepath):
    """
    Method to plot the value of a particular calculated metric (e.g. RMSE, R^2, etc) for each data group

    Args:

        metric: (str), name of a calculation metric

        groups: (numpy array), array of group names

        stats: (dict), dict of training or testing statistics for a particular run

        avg_stats: (dict), dict of calculated average metrics over all CV splits

        savepath: (str), path to save plots to

    Returns:

        None

    """

    # make fig and ax, use x_align when placing text so things don't overlap
    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    # do the actual plotting
    ax.scatter(groups,  stats,  c='blue', alpha=0.7, edgecolor='darkblue',  zorder=2, s=100)

    # set axis labels
    ax.set_xlabel('Group', fontsize=16)
    ax.set_ylabel(metric, fontsize=16)
    ax.set_xticklabels(labels=groups, fontsize=14)
    plot_stats(fig, avg_stats, x_align=x_align, y_align=0.90)

    # Save data stats to csv
    savepath_parse = savepath.split(str(metric)+'_vs_group.png')[0]
    pd.DataFrame(groups, stats).to_csv(os.path.join(savepath_parse, str(metric)+'_vs_group.csv'))

    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    return


[docs]@ipynb_maker
def plot_metric_vs_group_size(metric, groups, stats, avg_stats, savepath):
    """
    Method to plot the value of a particular calculated metric (e.g. RMSE, R^2, etc) as a function of the size of each group.

    Args:

        metric: (str), name of a calculation metric

        groups: (numpy array), array of group names

        stats: (dict), dict of training or testing statistics for a particular run

        avg_stats: (dict), dict of calculated average metrics over all CV splits

        savepath: (str), path to save plots to

    Returns:

        None

    """

    # make fig and ax, use x_align when placing text so things don't overlap
    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    # Get unique groups from full group array
    unique_groups = np.unique(groups)

    # Get the size of each group
    group_lengths = list()
    for group in unique_groups:
        group_lengths.append(len(np.concatenate(np.where(groups==group)).tolist()))

    # do the actual plotting
    ax.scatter(group_lengths,  stats,  c='blue', alpha=0.7, edgecolor='darkblue',  zorder=2, s=100)

    # set axis labels
    ax.set_xlabel('Group size', fontsize=16)
    ax.set_ylabel(metric, fontsize=16)
    #ax.set_xticklabels(labels=group_lengths, fontsize=14)
    plot_stats(fig, avg_stats, x_align=x_align, y_align=0.90)

    # Save data stats to csv
    savepath_parse = savepath.split(str(metric)+'_vs_group_size.png')[0]
    pd.DataFrame(group_lengths, stats).to_csv(os.path.join(savepath_parse, str(metric)+'_vs_group_size.csv'))

    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    return


'''

# Credit to: http://contrib.scikit-learn.org/forest-confidence-interval/_modules/forestci/forestci.html
def calc_inbag_modified(n_samples, forest, is_ensemble):
    """
    Derive samples used to create trees in scikit-learn RandomForest objects.

    Recovers the samples in each tree from the random state of that tree using
    :func:`forest._generate_sample_indices`.

    Parameters
    ----------
    n_samples : int
        The number of samples used to fit the scikit-learn RandomForest object.

    forest : RandomForest
        Regressor or Classifier object that is already fit by scikit-learn.

    Returns
    -------
    Array that records how many times a data point was placed in a tree.
    Columns are individual trees. Rows are the number of times a sample was
    used in a tree.
    """

    if not forest.bootstrap:
        e_s = "Cannot calculate the inbag from a forest that has "
        e_s = " bootstrap=False"
        raise ValueError(e_s)

    n_trees = forest.n_estimators
    inbag = np.zeros((n_samples, n_trees))
    sample_idx = []
    n_samples_bootstrap = _get_n_samples_bootstrap(
        #n_samples, forest.max_samples
        n_samples, n_samples
    )

    for t_idx in range(n_trees):
        if not is_ensemble:
            sample_idx.append(
                _generate_sample_indices(forest.estimators_[t_idx].random_state,
                                         n_samples, n_samples_bootstrap))
            inbag[:, t_idx] = np.bincount(sample_idx[-1], minlength=n_samples)
        else:
            sample_idx = forest.bootstrapped_idxs[t_idx]
            inbag[:, t_idx] = np.bincount(sample_idx, minlength=n_samples)

    return inbag

# Credit to: http://contrib.scikit-learn.org/forest-confidence-interval/_modules/forestci/forestci.html
def random_forest_error_modified(forest, is_ensemble, X_train, X_test, basic_IJ=False,inbag=None,
                        calibrate=True, memory_constrained=False,
                        memory_limit=None):
    """
    Calculate error bars from scikit-learn RandomForest estimators.

    RandomForest is a regressor or classifier object
    this variance can be used to plot error bars for RandomForest objects

    Parameters
    ----------
    forest : RandomForest
        Regressor or Classifier object.

    X_train : ndarray
        An array with shape (n_train_sample, n_features). The design matrix for
        training data.

    X_test : ndarray
        An array with shape (n_test_sample, n_features). The design matrix
        for testing data
        
    basic_IJ : boolean, optional
        Return the value of basic infinitesimal jackknife or Monte Carlo 
        corrected infinitesimal jackknife.

    inbag : ndarray, optional
        The inbag matrix that fit the data. If set to `None` (default) it
        will be inferred from the forest. However, this only works for trees
        for which bootstrapping was set to `True`. That is, if sampling was
        done with replacement. Otherwise, users need to provide their own
        inbag matrix.

    calibrate: boolean, optional
        Whether to apply calibration to mitigate Monte Carlo noise.
        Some variance estimates may be negative due to Monte Carlo effects if
        the number of trees in the forest is too small. To use calibration,
        Default: True

    memory_constrained: boolean, optional
        Whether or not there is a restriction on memory. If False, it is
        assumed that a ndarry of shape (n_train_sample,n_test_sample) fits
        in main memory. Setting to True can actually provide a speed up if
        memory_limit is tuned to the optimal range.

    memory_limit: int, optional.
        An upper bound for how much memory the itermediate matrices will take
        up in Megabytes. This must be provided if memory_constrained=True.

    Returns
    -------
    An array with the unbiased sampling variance (V_IJ_unbiased)
    for a RandomForest object.

    See Also
    ----------
    :func:`calc_inbag`

    Notes
    -----
    The calculation of error is based on the infinitesimal jackknife variance,
    as described in [Wager2014]_ and is a Python implementation of the R code
    provided at: https://github.com/swager/randomForestCI

    .. [Wager2014] S. Wager, T. Hastie, B. Efron. "Confidence Intervals for
       Random Forests: The Jackknife and the Infinitesimal Jackknife", Journal
       of Machine Learning Research vol. 15, pp. 1625-1651, 2014.
    """
    if inbag is None:
        inbag = calc_inbag_modified(X_train.shape[0], forest, is_ensemble)

    if not is_ensemble:
        pred = np.array([tree.predict(X_test) for tree in forest]).T
    else:
        pred = np.array([tree.predict(X_test) for tree in forest.model]).T
        pred = pred[0]
    pred_mean = np.mean(pred, 0)
    pred_centered = pred - pred_mean
    n_trees = forest.n_estimators
    V_IJ = fci._core_computation(X_train, X_test, inbag, pred_centered, n_trees,
                             memory_constrained, memory_limit)
    V_IJ_unbiased = fci._bias_correction(V_IJ, inbag, pred_centered, n_trees)

    # Correct for cases where resampling is done without replacement:
    if np.max(inbag) == 1:
        variance_inflation = 1 / (1 - np.mean(inbag)) ** 2
        V_IJ_unbiased *= variance_inflation

    if basic_IJ:
        return V_IJ

    if not calibrate:
        return V_IJ_unbiased

    if V_IJ_unbiased.shape[0] <= 20:
        print("No calibration with n_samples <= 20")
        return V_IJ_unbiased
    if calibrate:

        calibration_ratio = 2
        n_sample = np.ceil(n_trees / calibration_ratio)
        new_forest = copy.deepcopy(forest) # NOTE may need to do explicitly this for EnsembleRegressor -> update: doesn't seem to cause any issues
        if not is_ensemble:
            new_forest.estimators_ =\
                np.random.permutation(new_forest.estimators_)[:int(n_sample)]
        else:
            new_forest.model =\
                np.random.permutation(new_forest.model)[:int(n_sample)]
        new_forest.n_estimators = int(n_sample)

        #results_ss = fci.random_forest_error(new_forest, X_train, X_test,
        #                                 calibrate=False,
        #                                 memory_constrained=memory_constrained,
        #                                 memory_limit=memory_limit)
        results_ss = random_forest_error_modified(new_forest, is_ensemble, X_train, X_test,
                                         calibrate=False,
                                         memory_constrained=memory_constrained,
                                         memory_limit=memory_limit)
        # Use this second set of variance estimates
        # to estimate scale of Monte Carlo noise
        sigma2_ss = np.mean((results_ss - V_IJ_unbiased)**2)
        delta = n_sample / n_trees
        sigma2 = (delta**2 + (1 - delta)**2) / (2 * (1 - delta)**2) * sigma2_ss

        # Use Monte Carlo noise scale estimate for empirical Bayes calibration
        V_IJ_calibrated = fci.calibration.calibrateEB(V_IJ_unbiased, sigma2)

        return V_IJ_calibrated
'''

[docs]def prediction_intervals(model, X, rf_error_method, rf_error_percentile, Xtrain, Xtest):
    """
    Method to calculate prediction intervals when using Random Forest and Gaussian Process regression models.

    Prediction intervals for random forest adapted from https://blog.datadive.net/prediction-intervals-for-random-forests/

    Args:

        model: (scikit-learn model/estimator object), a scikit-learn model object

        X: (numpy array), array of X features

        method: (str), type of error bar to formulate (e.g. "stdev" is standard deviation of predicted errors, "confint"
        is error bar as confidence interval

        percentile: (int), percentile for which to form error bars

    Returns:

        err_up: (list), list of upper bounds of error bars for each data point

        err_down: (list), list of lower bounds of error bars for each data point

    """

    err_down = list()
    err_up = list()
    nan_indices = list()
    indices_TF = list()
    X_aslist = X.values.tolist()
    if model.__class__.__name__ in ['RandomForestRegressor', 'GradientBoostingRegressor', 'ExtraTreesRegressor', 'EnsembleRegressor']:

        '''
        

        if rf_error_method == 'jackknife_calibrated':
            if 'EnsembleRegressor' in model.__class__.__name__:
                rf_variances = random_forest_error_modified(model, True, X_train=Xtrain, X_test=Xtest, basic_IJ=False, calibrate=True)
            else:
                rf_variances = random_forest_error_modified(model, False, X_train=Xtrain, X_test=Xtest, basic_IJ=False, calibrate=True)
            rf_stdevs = np.sqrt(rf_variances)
            nan_indices = np.where(np.isnan(rf_stdevs))
            nan_indices_sorted = np.array(sorted(nan_indices[0], reverse=True))
            for i, val in enumerate(list(rf_stdevs)):
                if i in nan_indices_sorted:
                    indices_TF.append(False)
                else:
                    indices_TF.append(True)
            rf_stdevs = rf_stdevs[~np.isnan(rf_stdevs)]
            err_up = err_down = rf_stdevs
        elif rf_error_method == 'jackknife_uncalibrated':
            if 'EnsembleRegressor' in model.__class__.__name__:
                rf_variances = random_forest_error_modified(model, True, X_train=Xtrain, X_test=Xtest, basic_IJ=False, calibrate=False)
            else:
                rf_variances = random_forest_error_modified(model, False, X_train=Xtrain, X_test=Xtest, basic_IJ=False, calibrate=False)
            rf_stdevs = np.sqrt(rf_variances)
            nan_indices = np.where(np.isnan(rf_stdevs))
            nan_indices_sorted = np.array(sorted(nan_indices[0], reverse=True))
            for i, val in enumerate(list(rf_stdevs)):
                if i in nan_indices_sorted:
                    indices_TF.append(False)
                else:
                    indices_TF.append(True)
            rf_stdevs = rf_stdevs[~np.isnan(rf_stdevs)]
            err_up = err_down = rf_stdevs
        elif rf_error_method == 'jackknife_basic':
            if 'EnsembleRegressor' in model.__class__.__name__:
                rf_variances = random_forest_error_modified(model, True, X_train=Xtrain, X_test=Xtest, basic_IJ=True, calibrate=False)
            else:
                rf_variances = random_forest_error_modified(model, False, X_train=Xtrain, X_test=Xtest, basic_IJ=True, calibrate=False)
            rf_stdevs = np.sqrt(rf_variances)
            nan_indices = np.where(np.isnan(rf_stdevs))
            nan_indices_sorted = np.array(sorted(nan_indices[0], reverse=True))
            for i, val in enumerate(list(rf_stdevs)):
                if i in nan_indices_sorted:
                    indices_TF.append(False)
                else:
                    indices_TF.append(True)
            rf_stdevs = rf_stdevs[~np.isnan(rf_stdevs)]
            err_up = err_down = rf_stdevs

        else:
        '''
        for x in range(len(X_aslist)):
            preds = list()
            if model.__class__.__name__ == 'RandomForestRegressor':
                for pred in model.estimators_:
                    preds.append(pred.predict(np.array(X_aslist[x]).reshape(1,-1))[0])
            elif model.__class__.__name__ == 'GradientBoostingRegressor':
                for pred in model.estimators_.tolist():
                    preds.append(pred[0].predict(np.array(X_aslist[x]).reshape(1,-1))[0])
            elif model.__class__.__name__ == 'EnsembleRegressor':
                for pred in model.model:
                    preds.append(pred.predict(np.array(X_aslist[x]).reshape(1,-1))[0])
            if rf_error_method == 'confint':
                #e_down = np.percentile(preds, (100 - int(rf_error_percentile)) / 2.)
                #e_up = np.percentile(preds, 100 - (100 - int(rf_error_percentile)) / 2.)
                e_down = np.percentile(preds, float(rf_error_percentile))
                e_up = np.percentile(preds, float(rf_error_percentile))

            elif rf_error_method == 'stdev':
                e_down = np.std(preds)
                e_up = np.std(preds)
            elif rf_error_method == 'False' or rf_error_method is False:
                # basically default to stdev
                e_down = np.std(preds)
                e_up = np.std(preds)
            else:
                #raise ValueError('rf_error_method must be one of ["stdev", "confint", "jackknife_basic", "jackknife_calibrated", "jackknife_uncalibrated"]')
                raise ValueError('rf_error_method must be one of ["stdev", "confint"]')

            #if e_up == 0.0:
            #    e_up = 10 ** 10
            #if e_down == 0.0:
            #    e_down = 10 ** 10
            err_down.append(e_down)
            err_up.append(e_up)
        nan_indices = np.where(np.isnan(err_up))
        nan_indices_sorted = np.array(sorted(nan_indices[0], reverse=True))
        for i, val in enumerate(list(err_up)):
            if i in nan_indices_sorted:
                indices_TF.append(False)
            else:
                indices_TF.append(True)

    if model.__class__.__name__=='GaussianProcessRegressor':
        preds = model.predict(X, return_std=True)[1] # Get the stdev model error from the predictions of GPR
        err_up = preds
        err_down = preds
        nan_indices = np.where(np.isnan(err_up))
        nan_indices_sorted = np.array(sorted(nan_indices[0], reverse=True))
        for i, val in enumerate(list(err_up)):
            if i in nan_indices_sorted:
                indices_TF.append(False)
            else:
                indices_TF.append(True)

    return err_down, err_up, nan_indices, np.array(indices_TF)


[docs]@ipynb_maker
def plot_normalized_error(y_true, y_pred, savepath, model, rf_error_method, rf_error_percentile, X=None, Xtrain=None,
                          Xtest=None):
    """
    Method to plot the normalized residual errors of a model prediction

    Args:

        y_true: (numpy array), array containing the true y data values

        y_pred: (numpy array), array containing the predicted y data values

        savepath: (str), path to save the plotted normalized error plot

        model: (scikit-learn model/estimator object), a scikit-learn model object

        X: (numpy array), array of X features

        avg_stats: (dict), dict of calculated average metrics over all CV splits

    Returns:

        None

    """

    path = os.path.dirname(savepath)
    # Here: if model is random forest or Gaussian process, get real error bars. Else, just residuals
    model_name = model.__class__.__name__
    # TODO: also add support for Gradient Boosted Regressor
    models_with_error_predictions = ['RandomForestRegressor', 'GaussianProcessRegressor', 'GradientBoostingRegressor', 'EnsembleRegressor']
    has_model_errors = False

    y_pred_ = y_pred
    y_true_ = y_true

    if model_name in models_with_error_predictions:
        has_model_errors = True
        err_down, err_up, nan_indices, indices_TF = prediction_intervals(model, X, rf_error_method=rf_error_method,
                                                rf_error_percentile=rf_error_percentile, Xtrain=Xtrain, Xtest=Xtest)

    # Correct for nan indices being present
    if has_model_errors:
        y_pred_ = y_pred_[indices_TF]
        y_true_ = y_true_[indices_TF]

    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)
    mu = 0
    sigma = 1
    residuals = (y_true_ - y_pred_)
    normalized_residuals = (y_true_-y_pred_)/np.std(y_true_-y_pred_)
    density_residuals = gaussian_kde(normalized_residuals)
    x = np.linspace(mu - 5 * sigma, mu + 5 * sigma, y_true_.shape[0])
    ax.plot(x, norm.pdf(x, mu, sigma), linewidth=4, color='blue', label="Analytical Gaussian")
    ax.plot(x, density_residuals(x), linewidth=4, color='green', label="Model Residuals")
    maxx = 5
    minn = -5

    if has_model_errors:
        err_avg = [(abs(e1)+abs(e2))/2 for e1, e2 in zip(err_up, err_down)]
        err_avg = np.asarray(err_avg)
        err_avg[err_avg==0.0] = 0.0001
        err_avg = err_avg.tolist()
        model_errors = (y_true_-y_pred_)/err_avg
        density_errors = gaussian_kde(model_errors)
        maxy = max(max(density_residuals(x)), max(norm.pdf(x, mu, sigma)), max(density_errors(x)))
        miny = min(min(density_residuals(x)), min(norm.pdf(x, mu, sigma)), max(density_errors(x)))
        ax.plot(x, density_errors(x), linewidth=4, color='purple', label="Model Errors")
        # Save data to csv file
        data_dict = {"Y True": y_true_, "Y Pred": y_pred_, "Plotted x values": x, "error_bars_up": err_up,
                     "error_bars_down": err_down, "error_avg": err_avg,
                     "analytical gaussian (plotted y blue values)": norm.pdf(x, mu, sigma),
                     "model residuals": residuals,
                     "model normalized residuals (plotted y green values)": density_residuals(x),
                     "model errors (plotted y purple values)": density_errors(x)}
        pd.DataFrame(data_dict).to_csv(savepath.split('.png')[0]+'.csv')
    else:
        # Save data to csv file
        data_dict = {"Y True": y_true, "Y Pred": y_pred, "x values": x, "analytical gaussian": norm.pdf(x, mu, sigma),
                    "model residuals": density_residuals(x)}
        pd.DataFrame(data_dict).to_csv(savepath.split('.png')[0]+'.csv')
        maxy = max(max(density_residuals(x)), max(norm.pdf(x, mu, sigma)))
        miny = min(min(density_residuals(x)), min(norm.pdf(x, mu, sigma)))

    ax.legend(loc=0, fontsize=12, frameon=False)
    ax.set_xlabel(r"$\mathrm{x}/\mathit{\sigma}$", fontsize=18)
    ax.set_ylabel("Probability density", fontsize=18)
    _set_tick_labels_different(ax, maxx, minn, maxy, miny)
    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    return


[docs]@ipynb_maker
def plot_cumulative_normalized_error(y_true, y_pred, savepath, model, rf_error_method, rf_error_percentile, X=None,
                                     Xtrain=None, Xtest=None):
    """
    Method to plot the cumulative normalized residual errors of a model prediction

    Args:

        y_true: (numpy array), array containing the true y data values

        y_pred: (numpy array), array containing the predicted y data values

        savepath: (str), path to save the plotted cumulative normalized error plot

        model: (scikit-learn model/estimator object), a scikit-learn model object

        X: (numpy array), array of X features

        avg_stats: (dict), dict of calculated average metrics over all CV splits

    Returns:

        None

    """

    # Here: if model is random forest or Gaussian process, get real error bars. Else, just residuals
    model_name = model.__class__.__name__
    models_with_error_predictions = ['RandomForestRegressor', 'GaussianProcessRegressor', 'GradientBoostingRegressor', 'EnsembleRegressor']
    has_model_errors = False

    y_pred_ = y_pred
    y_true_ = y_true

    if model_name in models_with_error_predictions:
        has_model_errors = True
        err_down, err_up, nan_indices, indices_TF = prediction_intervals(model, X, rf_error_method=rf_error_method,
                                                    rf_error_percentile=rf_error_percentile,  Xtrain=Xtrain, Xtest=Xtest)

    # Need to remove NaN's before plotting. These will be present when doing validation runs. Note NaN's only show up in y_pred_
    # Correct for nan indices being present
    if has_model_errors:
        y_pred_ = y_pred_[indices_TF]
        y_true_ = y_true_[indices_TF]

    y_true_ = y_true_[~np.isnan(y_pred_)]
    y_pred_ = y_pred_[~np.isnan(y_pred_)]

    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    analytic_gau = np.random.normal(0, 1, 10000)
    analytic_gau = abs(analytic_gau)
    n_analytic = np.arange(1, len(analytic_gau) + 1) / np.float(len(analytic_gau))
    X_analytic = np.sort(analytic_gau)
    residuals = y_true_-y_pred_
    normalized_residuals = abs((y_true_-y_pred_)/np.std(y_true_-y_pred_))
    n_residuals = np.arange(1, len(normalized_residuals) + 1) / np.float(len(normalized_residuals))
    X_residuals = np.sort(normalized_residuals) #r"$\mathrm{Predicted \/ Value}, \mathit{eV}$"
    ax.set_xlabel(r"$\mathrm{x}/\mathit{\sigma}$", fontsize=18)
    ax.set_ylabel("Fraction", fontsize=18)
    ax.step(X_residuals, n_residuals, linewidth=3, color='green', label="Model Residuals")
    ax.step(X_analytic, n_analytic, linewidth=3, color='blue', label="Analytical Gaussian")
    ax.set_xlim([0, 5])

    if has_model_errors:
        err_avg = [(abs(e1)+abs(e2))/2 for e1, e2 in zip(err_up, err_down)]
        err_avg = np.asarray(err_avg)
        err_avg[err_avg==0.0] = 0.0001
        err_avg = err_avg.tolist()
        model_errors = abs((y_true_-y_pred_)/err_avg)
        n_errors = np.arange(1, len(model_errors) + 1) / np.float(len(model_errors))
        X_errors = np.sort(model_errors)
        ax.step(X_errors, n_errors, linewidth=3, color='purple', label="Model Errors")
        # Save data to csv file
        data_dict = {"Y True": y_true, "Y Pred": y_pred, "Analytical Gaussian values": analytic_gau, "Analytical Gaussian (sorted, blue data)": X_analytic,
                     "model residuals": residuals,
                     "Model normalized residuals": normalized_residuals, "Model Residuals (sorted, green data)": X_residuals,
                     "error_bars_up": err_up, "error_bars_down": err_down,
                     "Model error values (r value: (ytrue-ypred)/(model error avg))": model_errors,
                     "Model errors (sorted, purple values)": X_errors}
        # Save this way to avoid issue with different array sizes in data_dict
        df = pd.DataFrame.from_dict(data_dict, orient='index')
        df = df.transpose()
        df.to_csv(savepath.split('.png')[0]+'.csv', index=False)
    else:
        # Save data to csv file
        data_dict = {"Y True": y_true, "Y Pred": y_pred, "x analytical": X_analytic, "analytical gaussian": n_analytic, "x residuals": X_residuals,
                     "model residuals": n_residuals}
        # Save this way to avoid issue with different array sizes in data_dict
        df = pd.DataFrame.from_dict(data_dict, orient='index')
        df = df.transpose()
        df.to_csv(savepath.split('.png')[0]+'.csv', index=False)

    ax.legend(loc=0, fontsize=14, frameon=False)
    xlabels = np.linspace(2, 3, 3)
    ylabels = np.linspace(0.9, 1, 2)
    axin = zoomed_inset_axes(ax, 2.5, loc=7)
    axin.step(X_residuals, n_residuals, linewidth=3, color='green', label="Model Residuals")
    axin.step(X_analytic, n_analytic, linewidth=3, color='blue', label="Analytical Gaussian")
    if has_model_errors:
        axin.step(X_errors, n_errors, linewidth=3, color='purple', label="Model Errors")
    axin.set_xticklabels(xlabels, fontsize=8, rotation=90)
    axin.set_yticklabels(ylabels, fontsize=8)
    axin.set_xlim([2, 3])
    axin.set_ylim([0.9, 1])

    maxx = 5
    minn = 0
    maxy = 1.1
    miny = 0
    _set_tick_labels_different(ax, maxx, minn, maxy, miny)

    mark_inset(ax, axin, loc1=1, loc2=2)
    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    return


[docs]@ipynb_maker
def plot_average_cumulative_normalized_error(y_true, y_pred, savepath, has_model_errors, err_avg=None):
    """
    Method to plot the cumulative normalized residual errors of a model prediction

    Args:

        y_true: (numpy array), array containing the true y data values

        y_pred: (numpy array), array containing the predicted y data values

        savepath: (str), path to save the plotted cumulative normalized error plot

        model: (scikit-learn model/estimator object), a scikit-learn model object

        X: (numpy array), array of X features

        avg_stats: (dict), dict of calculated average metrics over all CV splits

    Returns:

        None

    """

    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)

    analytic_gau = np.random.normal(0, 1, 10000)
    analytic_gau = abs(analytic_gau)
    n_analytic = np.arange(1, len(analytic_gau) + 1) / np.float(len(analytic_gau))
    X_analytic = np.sort(analytic_gau)
    residuals = y_true-y_pred
    residuals = residuals[~np.isnan(residuals)]
    normalized_residuals = abs((y_true-y_pred)/np.std(y_true-y_pred))
    n_residuals = np.arange(1, len(normalized_residuals) + 1) / np.float(len(normalized_residuals))
    X_residuals = np.sort(normalized_residuals) #r"$\mathrm{Predicted \/ Value}, \mathit{eV}$"
    ax.set_xlabel(r"$\mathrm{x}/\mathit{\sigma}$", fontsize=18)
    ax.set_ylabel("Fraction", fontsize=18)
    ax.step(X_residuals, n_residuals, linewidth=3, color='green', label="Model Residuals")
    ax.step(X_analytic, n_analytic, linewidth=3, color='blue', label="Analytical Gaussian")
    ax.set_xlim([0, 5])

    if has_model_errors:
        err_avg = np.asarray(err_avg)
        err_avg[err_avg==0.0] = 0.0001
        err_avg = err_avg.tolist()
        model_errors = abs((y_true-y_pred)/err_avg)
        model_errors = model_errors[~np.isnan(model_errors)]
        n_errors = np.arange(1, len(model_errors) + 1) / np.float(len(model_errors))
        X_errors = np.sort(model_errors)
        ax.step(X_errors, n_errors, linewidth=3, color='purple', label="Model Errors")
        # Save data to csv file
        data_dict = {"Y True": y_true, "Y Pred": y_pred, "Analytical Gaussian values": analytic_gau,
                     "Analytical Gaussian (sorted, blue data)": X_analytic,
                     "model residuals": residuals,
                     "Model normalized residuals": normalized_residuals, "Model Residuals (sorted, green data)": X_residuals,
                     "Model error values (r value: (ytrue-ypred)/(model error avg))": model_errors,
                     "Model errors (sorted, purple values)": X_errors}
        # Save this way to avoid issue with different array sizes in data_dict
        df = pd.DataFrame.from_dict(data_dict, orient='index')
        df = df.transpose()
        df.to_csv(savepath.split('.png')[0]+'.csv', index=False)
    else:
        # Save data to csv file
        data_dict = {"Y True": y_true, "Y Pred": y_pred, "x analytical": X_analytic, "analytical gaussian": n_analytic,
                     "x residuals": X_residuals, "model residuals": n_residuals}
        # Save this way to avoid issue with different array sizes in data_dict
        df = pd.DataFrame.from_dict(data_dict, orient='index')
        df = df.transpose()
        df.to_csv(savepath.split('.png')[0]+'.csv', index=False)

    ax.legend(loc=0, fontsize=14, frameon=False)
    xlabels = np.linspace(2, 3, 3)
    ylabels = np.linspace(0.9, 1, 2)
    axin = zoomed_inset_axes(ax, 2.5, loc=7)
    axin.step(X_residuals, n_residuals, linewidth=3, color='green', label="Model Residuals")
    axin.step(X_analytic, n_analytic, linewidth=3, color='blue', label="Analytical Gaussian")
    if has_model_errors:
        axin.step(X_errors, n_errors, linewidth=3, color='purple', label="Model Errors")
    axin.set_xticklabels(xlabels, fontsize=8, rotation=90)
    axin.set_yticklabels(ylabels, fontsize=8)
    axin.set_xlim([2, 3])
    axin.set_ylim([0.9, 1])

    maxx = 5
    minn = 0
    maxy = 1.1
    miny = 0
    _set_tick_labels_different(ax, maxx, minn, maxy, miny)

    mark_inset(ax, axin, loc1=1, loc2=2)
    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    return


[docs]@ipynb_maker
def plot_average_normalized_error(y_true, y_pred, savepath, has_model_errors, err_avg=None):
    """
    Method to plot the normalized residual errors of a model prediction

    Args:

        y_true: (numpy array), array containing the true y data values

        y_pred: (numpy array), array containing the predicted y data values

        savepath: (str), path to save the plotted normalized error plot

        model: (scikit-learn model/estimator object), a scikit-learn model object

        X: (numpy array), array of X features

        avg_stats: (dict), dict of calculated average metrics over all CV splits

    Returns:

        None

    """

    x_align = 0.64
    fig, ax = make_fig_ax(x_align=x_align)
    mu = 0
    sigma = 1
    residuals = y_true - y_pred
    residuals = residuals[~np.isnan(residuals)]
    normalized_residuals = (y_true-y_pred)/np.std(y_true-y_pred)
    density_residuals = gaussian_kde(normalized_residuals)
    x = np.linspace(mu - 5 * sigma, mu + 5 * sigma, y_true.shape[0])
    ax.plot(x, norm.pdf(x, mu, sigma), linewidth=4, color='blue', label="Analytical Gaussian")
    ax.plot(x, density_residuals(x), linewidth=4, color='green', label="Model Residuals")
    maxx = 5
    minn = -5

    if has_model_errors:
        nans = np.argwhere(np.isnan(err_avg)).tolist()
        nans = np.squeeze(nans)
        if nans.size:
            err_avg[nans] = 0.0

        err_avg = np.asarray(err_avg)
        err_avg[err_avg==0.0] = 0.0001
        err_avg = err_avg.tolist()
        model_errors = (y_true-y_pred)/err_avg
        model_errors = model_errors[~np.isnan(model_errors)]
        density_errors = gaussian_kde(model_errors)
        maxy = max(max(density_residuals(x)), max(norm.pdf(x, mu, sigma)), max(density_errors(x)))
        miny = min(min(density_residuals(x)), min(norm.pdf(x, mu, sigma)), min(density_errors(x)))
        ax.plot(x, density_errors(x), linewidth=4, color='purple', label="Model Errors")
        # Save data to csv file
        data_dict = {"Y True": y_true, "Y Pred": y_pred, "Plotted x values": x, "Model errors": err_avg,
                     "analytical gaussian (plotted y blue values)": norm.pdf(x, mu, sigma),
                     "model residuals": residuals,
                     "model normalized residuals (plotted y green values)": density_residuals(x),
                     "model errors (plotted y purple values)": density_errors(x)}
        pd.DataFrame(data_dict).to_csv(savepath.split('.png')[0]+'.csv')
    else:
        # Save data to csv file
        data_dict = {"Y True": y_true, "Y Pred": y_pred, "x values": x, "analytical gaussian": norm.pdf(x, mu, sigma),
                    "model residuals": density_residuals(x)}
        pd.DataFrame(data_dict).to_csv(savepath.split('.png')[0]+'.csv')
        maxy = max(max(density_residuals(x)), max(norm.pdf(x, mu, sigma)))
        miny = min(min(density_residuals(x)), min(norm.pdf(x, mu, sigma)))

    ax.legend(loc=0, fontsize=12, frameon=False)
    ax.set_xlabel(r"$\mathrm{x}/\mathit{\sigma}$", fontsize=18)
    ax.set_ylabel("Probability density", fontsize=18)
    _set_tick_labels_different(ax, maxx, minn, maxy, miny)
    fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    return


[docs]def plot_real_vs_predicted_error(y_true, savepath, model, data_test_type):

    bin_values, rms_residual_values, num_values_per_bin = parse_error_data(dataset_stdev=np.std(y_true),
                                                                          path_to_test=savepath,
                                                                           data_test_type=data_test_type)

    model_name = model.__class__.__name__
    if model_name == 'RandomForestRegressor':
        model_type = 'RF'
    elif model_name == 'GradientBoostingRegressor':
        model_type = 'GBR'
    elif model_name == 'ExtraTreesRegressor':
        model_type = 'ET'
    elif model_name == 'GaussianProcessRegressor':
        model_type = 'GPR'
    elif model_name == 'EnsembleRegressor':
        model_type = 'ER'

    if data_test_type not in ['test', 'validation']:
        print('Error: data_test_type must be one of "test" or "validation"')
        exit()

    # Make RF error plot
    fig, ax = make_fig_ax(aspect_ratio=0.5, x_align=0.65)

    ax.scatter(bin_values[0:10], rms_residual_values[0:10], s=100, color='blue', alpha=0.7)
    ax.scatter(bin_values[10:], rms_residual_values[10:], s=100, color='red', alpha=0.7)

    ax.set_xlabel(str(model_type) + ' model errors / dataset stdev', fontsize=12)
    ax.set_ylabel('RMS Absolute residuals\n / dataset stdev', fontsize=12)
    ax.tick_params(labelsize=10)

    linear_int = LinearRegression(fit_intercept=False)
    linear = LinearRegression(fit_intercept=True)
    # Fit just blue circle data
    # Find nan entries
    nans = np.argwhere(np.isnan(rms_residual_values)).tolist()

    # use nans (which are indices) to delete relevant parts of bin_values and 
    # rms_residual_values as they can't be used to fit anyway
    bin_values_copy = np.empty_like(bin_values)
    bin_values_copy[:] = bin_values
    rms_residual_values_copy = np.empty_like(rms_residual_values)
    rms_residual_values_copy[:] = rms_residual_values
    bin_values_copy = np.delete(bin_values_copy, nans)
    rms_residual_values_copy = np.delete(rms_residual_values_copy, nans)

    # BEGIN OLD CODE
    # --------------
    #lowval = 0
    #if len(nans) > 0:
    #    if nans[0][0] == 0:
    #        nans = nans[1:]
    #        lowval = 1
    #        if len(nans) > 0:
    #            if nans[0][0] == 1:
    #                nans = nans[1:]
    #                lowval = 2
    #                if len(nans) > 0:
    #                    if nans[0][0] == 2:
    #                        nans = nans[1:]
    #                        lowval = 3
    #                        if len(nans) > 0:
    #                            if nans[0][0] == 3:
    #                                nans = nans[1:]
    #                                lowval = 4

    #try:
    #    val = min(nans)[0]
    #except ValueError:
    #    val = 10
    #if val > 10:
    #    val = 10

    #linear.fit(np.array(bin_values[lowval:val]).reshape(-1, 1), rms_residual_values[lowval:val])

    #yfit = linear.predict(np.array(bin_values[lowval:val]).reshape(-1, 1))
    #ax.plot(bin_values[lowval:val], yfit, 'k--', linewidth=2)
    #slope = linear.coef_
    #r2 = r2_score(rms_residual_values[lowval:val], yfit)
    # --------------

    if not rms_residual_values_copy.size:
        print("---WARNING: ALL ERRORS TOO LARGE FOR PLOTTING---")
    else:
        linear_int.fit(np.array(bin_values_copy).reshape(-1, 1), rms_residual_values_copy)
        linear.fit(np.array(bin_values_copy).reshape(-1, 1), rms_residual_values_copy)

        yfit_int = linear_int.predict(np.array(bin_values_copy).reshape(-1, 1))
        yfit = linear.predict(np.array(bin_values_copy).reshape(-1, 1))
        ax.plot(bin_values_copy, yfit_int, 'r--', linewidth=2)
        ax.plot(bin_values_copy, yfit, 'k--', linewidth=2)
        slope_int = linear_int.coef_
        r2_int = r2_score(rms_residual_values_copy, yfit_int)
        slope = linear.coef_
        r2 = r2_score(rms_residual_values_copy, yfit)

        ax.text(0.02, 1.2, 'intercept slope = %3.2f ' % slope_int, fontsize=12, fontdict={'color': 'r'})
        ax.text(0.02, 1.1, 'intercept R$^2$ = %3.2f ' % r2_int, fontsize=12, fontdict={'color': 'r'})
        ax.text(0.02, 1.0, 'slope = %3.2f ' % slope, fontsize=12, fontdict={'color': 'k'})
        ax.text(0.02, 0.9, 'R$^2$ = %3.2f ' % r2, fontsize=12, fontdict={'color': 'k'})

    divider = make_axes_locatable(ax)
    axbarx = divider.append_axes("top", 1.2, pad=0.12, sharex=ax)

    axbarx.bar(x=bin_values, height=num_values_per_bin, width=0.05276488, color='blue', edgecolor='black',
               alpha=0.7)
    axbarx.tick_params(labelsize=10, axis='y')
    axbarx.tick_params(labelsize=0, axis='x')
    axbarx.set_ylabel('Counts', fontsize=12)

    total_samples = sum(num_values_per_bin)
    axbarx.text(0.95, round(0.67 * max(num_values_per_bin)), 'Total counts = ' + str(total_samples), fontsize=12)

    ax.set_ylim(bottom=0, top=max(1.3, max(rms_residual_values)))
    axbarx.set_ylim(bottom=0, top=max(num_values_per_bin) + 50)
    ax.set_xlim(left=0, right=max(max(bin_values_copy) + 0.05, 1.6))

    fig.savefig(
        os.path.join(savepath.split('.png')[0], str(model_type) + '_residuals_vs_modelerror_' + str(data_test_type) + '.png'),
        dpi=300, bbox_inches='tight')

    return


[docs]def parse_error_data(dataset_stdev, path_to_test, data_test_type):
    if data_test_type not in ['test', 'validation']:
        print('Error: data_test_type must be one of "test" or "validation"')
        exit()
    dfs_ytrue = list()
    dfs_ypred = list()
    dfs_erroravg = list()
    dfs_modelresiduals = list()
    files_to_parse = list()
    splits = list()

    for folder, subfolders, files in os.walk(path_to_test):
        if 'split' in folder:
            splits.append(folder)

    for path in splits:
        if os.path.exists(os.path.join(path, str(data_test_type)+'_normalized_error.csv')):
            files_to_parse.append(os.path.join(path, str(data_test_type)+'_normalized_error.csv'))

    for file in files_to_parse:
        df = pd.read_csv(file)
        dfs_ytrue.append(np.array(df['Y True']))
        dfs_ypred.append(np.array(df['Y Pred']))
        dfs_erroravg.append(np.array(df['error_avg']))
        dfs_modelresiduals.append(np.array(df['model residuals']))

    ytrue_all = np.concatenate(dfs_ytrue).ravel()
    ypred_all = np.concatenate(dfs_ypred).ravel()

    erroravg_all = np.concatenate(dfs_erroravg).ravel().tolist()
    modelresiduals_all = np.concatenate(dfs_modelresiduals).ravel().tolist()
    absmodelresiduals_all = [abs(i) for i in modelresiduals_all]
    squaredmodelresiduals_all = [i**2 for i in absmodelresiduals_all]

    erroravg_all_reduced = [i/dataset_stdev for i in erroravg_all]
    # Need to square the dataset_stdev here since these are squared residuals
    squaredmodelresiduals_all_reduced = [i/dataset_stdev**2 for i in squaredmodelresiduals_all]

    erroravg_reduced_sorted, squaredresiduals_reduced_sorted = (list(t) for t in zip(*sorted(zip(erroravg_all_reduced, squaredmodelresiduals_all_reduced))))

    bin_values = [0.05, 0.15, 0.25, 0.35, 0.45, 0.55, 0.65, 0.75, 0.85, 0.95, 1.05, 1.15, 1.25, 1.35, 1.45, 1.55]
    bin_delta = 0.05

    over_count = 0
    over_vals = []
    for e in erroravg_reduced_sorted:
        if e > (max(bin_values) + bin_delta):
            over_count += 1
            over_vals.append(e)

    if len(over_vals):
        med_over_val = statistics.median(over_vals)
        if med_over_val <= max(bin_values) * 2.0:
            # just add another bin and put everthing in there
            bin_values.append(1.65)
        else:
            # extend histogram
            max_over_val = max(over_vals)
            extra_bin_values = np.arange(1.65, max_over_val+1.0, 0.05)
            bin_values = np.concatenate([bin_values, extra_bin_values])

    rms_residual_values = list()
    num_values_per_bin = list()

    for bin_value in bin_values:
        bin_indices = list()
        bin_residuals = list()
        for i, val in enumerate(erroravg_reduced_sorted):
            if val > bin_value-bin_delta:
                if bin_value == bin_values[len(bin_values)-1]:
                    bin_indices.append(i)
                else:
                    if val < bin_value+bin_delta:
                        bin_indices.append(i)
        for i in bin_indices:
            bin_residuals.append(squaredresiduals_reduced_sorted[i])
        rms_residual_values.append(np.sqrt(np.mean(bin_residuals)))
        num_values_per_bin.append(len(bin_indices))

    data_dict = {"Y True": ytrue_all,
                 "Y Pred": ypred_all,
                 "Model Residuals": modelresiduals_all,
                 "Abs Model Residuals": absmodelresiduals_all,
                 "Squared Model Resiuals": squaredmodelresiduals_all,
                 "Squared Model Residuals / dataset stdev": squaredmodelresiduals_all_reduced,
                 "Model errors": erroravg_all,
                 "Model errors / dataset stdev": erroravg_all_reduced,
                 "Model errors / dataset stdev (sorted)": erroravg_reduced_sorted,
                 "Squared Model Residuals / dataset stdev (sorted)": squaredresiduals_reduced_sorted,
                 "Bin values (Model errors / dataset stdev)": bin_values,
                 "Model RMS absolute residuals in each bin": rms_residual_values,
                 "Number of values in each bin": num_values_per_bin}

    df = pd.DataFrame().from_dict(data=data_dict, orient='index').transpose()
    df.to_excel(os.path.join(path_to_test, 'ModelErrorAnalysis_'+str(data_test_type)+'.xlsx'))

    return bin_values, rms_residual_values, num_values_per_bin


[docs]def plot_1d_heatmap(xs, heats, savepath, xlabel='x', heatlabel='heats'):
    """
    Method to plot a heatmap for values of a single variable; used for plotting GridSearch results in hyperparameter optimization.

    Args:

        xs: (numpy array), array of first variable values to plot heatmap against

        heats: (numpy array), array of heat values to plot

        savepath: (str), path to save the 1D heatmap to

        xlabel: (str), the x-axis label

        heatlabel: (str), the heat value axis label

    """

    #TODO have more general solution
    try:
        fig, ax = make_fig_ax()
        ax.bar(xs, heats)
        ax.set_xlabel(xlabel)
        ax.set_ylabel(heatlabel)

        fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    # Escape from error of passing tuples when optimizing neural net
    except TypeError:
        pass


[docs]def plot_2d_heatmap(xs, ys, heats, savepath,
                    xlabel='x', ylabel='y', heatlabel='heat'):
    """
    Method to plot a heatmap for values of two variables; used for plotting GridSearch results in hyperparameter optimization.

    Args:

        xs: (numpy array), array of first variable values to plot heatmap against

        ys: (numpy array), array of second variable values to plot heatmap against

        heats: (numpy array), array of heat values to plot

        savepath: (str), path to save the 2D heatmap to

        xlabel: (str), the x-axis label

        ylabel: (str), the y-axis label

        heatlabel: (str), the heat value axis label

    """
    #TODO have more general solution
    try:
        fig, ax = make_fig_ax()
        scat = ax.scatter(xs, ys, c=heats) # marker='o', lw=0, s=20, cmap=cm.plasma
        ax.set_xlabel(xlabel)
        ax.set_ylabel(ylabel)
        cb = fig.colorbar(scat)
        cb.set_label(heatlabel)

        fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    # Escape from error of passing tuples when optimizing neural net
    except TypeError:
        pass


[docs]def plot_3d_heatmap(xs, ys, zs, heats, savepath,
                    xlabel='x', ylabel='y', zlabel='z', heatlabel='heat'):
    """
    Method to plot a heatmap for values of three variables; used for plotting GridSearch results in hyperparameter optimization.

    Args:

        xs: (numpy array), array of first variable values to plot heatmap against

        ys: (numpy array), array of second variable values to plot heatmap against

        zs: (numpy array), array of third variable values to plot heatmap against

        heats: (numpy array), array of heat values to plot

        savepath: (str), path to save the 2D heatmap to

        xlabel: (str), the x-axis label

        ylabel: (str), the y-axis label

        zlabel: (str), the z-axis label

        heatlabel: (str), the heat value axis label

    """
    # Escape from error of passing tuples when optimzing neural net
    # TODO have more general solution
    try:
        # this import has side effects, needed for 3d plots:
        from mpl_toolkits.mplot3d import Axes3D
        # Set image aspect ratio:
        # (eeds to be wide enough or plot will shrink really skinny)
        w, h = figaspect(0.6)
        fig = Figure(figsize=(w,h))
        FigureCanvas(fig) # modifies fig in place
        ax = fig.add_subplot(111, projection='3d')

        scat = ax.scatter(xs, ys, zs, c=heats)
        ax.set_xlabel(xlabel)
        ax.set_ylabel(ylabel)
        ax.set_zlabel(zlabel)
        cb = fig.colorbar(scat)
        cb.set_label(heatlabel)

        fig.savefig(savepath, dpi=DPI, bbox_inches='tight')
    except TypeError:
        pass

    def animate(i):
        ax.view_init(elev=10., azim=i)
        return [fig]
    anim = FuncAnimation(fig, animate, frames=range(0,90,5), blit=True)
    #anim.save(savepath+'.mp4', fps=5, extra_args=['-vcodec', 'libx264'])
    anim.save(savepath+'.gif', fps=5, dpi=80, writer='imagemagick')


[docs]@ipynb_maker
def plot_learning_curve(train_sizes, train_mean, test_mean, train_stdev, test_stdev, score_name, learning_curve_type, savepath='data_learning_curve'):
    """
    Method used to plot both data and feature learning curves

    Args:

        train_sizes: (numpy array), array of x-axis values, such as fraction of data used or number of features

        train_mean: (numpy array), array of training data mean values, averaged over some type/number of CV splits

        test_mean: (numpy array), array of test data mean values, averaged over some type/number of CV splits

        train_stdev: (numpy array), array of training data standard deviation values, from some type/number of CV splits

        test_stdev: (numpy array), array of test data standard deviation values, from some type/number of CV splits

        score_name: (str), type of score metric for learning curve plotting; used in y-axis label

        learning_curve_type: (str), type of learning curve employed: 'sample_learning_curve' or 'feature_learning_curve'

        savepath: (str), path to save the plotted learning curve to

    Returns:

        None

    """
    # Set image aspect ratio (do custom for learning curve):
    w, h = figaspect(0.75)
    fig = Figure(figsize=(w,h))
    FigureCanvas(fig)
    gs = plt.GridSpec(1, 1)
    ax = fig.add_subplot(gs[0:, 0:])

    max_x = max(train_sizes)
    min_x = min(train_sizes)

    max_y, min_y = recursive_max_and_min([
        train_mean,
        train_mean + train_stdev,
        train_mean - train_stdev,
        test_mean,
        test_mean + test_stdev,
        test_mean - test_stdev,
        ])

    max_x = round(float(max_x), rounder(max_x-min_x))
    min_x = round(float(min_x), rounder(max_x-min_x))
    max_y = round(float(max_y), rounder(max_y-min_y))
    min_y = round(float(min_y), rounder(max_y-min_y))
    _set_tick_labels_different(ax, max_x, min_x, max_y, min_y)

    # plot and collect handles h1 and h2 for making legend
    h1 = ax.plot(train_sizes, train_mean, '-o', color='blue', markersize=10, alpha=0.7)[0]
    ax.fill_between(train_sizes, train_mean-train_stdev, train_mean+train_stdev,
                     alpha=0.1, color='blue')
    h2 = ax.plot(train_sizes, test_mean, '-o', color='red', markersize=10, alpha=0.7)[0]
    ax.fill_between(train_sizes, test_mean-test_stdev, test_mean+test_stdev,
                     alpha=0.1, color='red')
    ax.legend([h1, h2], ['train score', 'validation score'], loc='center right', fontsize=12)
    if learning_curve_type == 'sample_learning_curve':
        ax.set_xlabel('Number of training data points', fontsize=16)
    elif learning_curve_type == 'feature_learning_curve':
        ax.set_xlabel('Number of features selected', fontsize=16)
    else:
        raise ValueError('The param "learning_curve_type" must be either "sample_learning_curve" or "feature_learning_curve"')
    ax.set_ylabel(score_name, fontsize=16)
    fig.savefig(savepath+'.png', dpi=DPI, bbox_inches='tight')

    # Save output data to spreadsheet
    df_concat = pd.concat([pd.DataFrame(train_sizes), pd.DataFrame(train_mean), pd.DataFrame(train_stdev),
                           pd.DataFrame(test_mean), pd.DataFrame(test_stdev)], 1)
    df_concat.columns = ['train_sizes', 'train_mean', 'train_stdev', 'test_mean', 'test_stdev']
    df_concat.to_csv(savepath+'.csv')
    try:
        plot_learning_curve_convergence(train_sizes, test_mean, score_name, learning_curve_type, savepath)
    except IndexError:
        logger.error('MASTML encountered an error while trying to plot the learning curve convergences plots, likely due to '
                  'insufficient data')


[docs]@ipynb_maker
def plot_learning_curve_convergence(train_sizes, test_mean, score_name, learning_curve_type, savepath):
    """
    Method used to plot both the convergence of data and feature learning curves as a function of amount of data or features

    used, respectively.

    Args:

        train_sizes: (numpy array), array of x-axis values, such as fraction of data used or number of features

        test_mean: (numpy array), array of test data mean values, averaged over some type/number of CV splits

        score_name: (str), type of score metric for learning curve plotting; used in y-axis label

        learning_curve_type: (str), type of learning curve employed: 'sample_learning_curve' or 'feature_learning_curve'

        savepath: (str), path to save the plotted convergence learning curve to

    Returns:

        None

    """

    # Function to examine the minimization of error in learning curve CV scores as function of amount of data or number
    # of features used.
    steps = [x for x in range(len(train_sizes))]
    test_mean = test_mean.tolist()
    slopes = list()
    for step, val in zip(range(len(steps)), range(len(test_mean))):
        if step+1 < len(steps):
            slopes.append((test_mean[val + 1] - test_mean[val]) / (steps[step + 1] - steps[step]))

    # Remove first entry to steps for plotting
    del steps[0]

    # Get moving average of slopes to generate smoother curve
    window_size = round(len(test_mean)/3)
    steps_moving_average = pd.DataFrame(steps).rolling(window=window_size).mean()
    slopes_moving_average = pd.DataFrame(slopes).rolling(window=window_size).mean()

    #### Plotting
    # Set image aspect ratio (do custom for learning curve):
    w, h = figaspect(0.75)
    fig = Figure(figsize=(w,h))
    FigureCanvas(fig)
    gs = plt.GridSpec(1, 1)
    ax = fig.add_subplot(gs[0:, 0:])

    max_x = max(steps)
    min_x = min(steps)
    max_y = max(slopes)
    min_y = min(slopes)
    _set_tick_labels_different(ax, max_x, min_x, max_y, min_y)

    ax.plot(np.array(steps), np.array(slopes), '-o', color='blue', markersize=10, alpha=0.7)
    ax.plot(np.array(steps_moving_average), np.array(slopes_moving_average), '-o', color='green', markersize=10, alpha=0.7)
    ax.legend(['score slope', 'smoothed score slope'], loc='lower right', fontsize=12)
    ax.set_xlabel('Learning curve step', fontsize=16)
    ax.set_ylabel('Change in '+score_name, fontsize=16)
    fig.savefig(savepath+'_convergence'+'.png', dpi=DPI, bbox_inches='tight')

    datadict = {"Steps": np.array(steps), "Slopes": np.array(slopes),
                "Steps moving average": np.squeeze(np.array(steps_moving_average)),
                "Slopes moving average": np.squeeze(np.array(slopes_moving_average))}

    pd.DataFrame().from_dict(data=datadict).to_csv(savepath+'_convergence.csv')

    if learning_curve_type == 'feature_learning_curve':
        # First, set number optimal features to all features in case stopping criteria not met
        n_features_optimal = len(test_mean)
        # Determine what the optimal number of features are to use
        # TODO: have user set stopping criteria. Have default by 0.005 (0.5%)
        stopping_criteria = 0.005
        slopes_moving_average_list = slopes_moving_average.values.reshape(-1,).tolist()
        for i, slope in enumerate(slopes_moving_average_list):
            try:
                delta = abs(-1*(slopes_moving_average_list[i+1] - slopes_moving_average_list[i])/slopes_moving_average_list[i])
                if delta < stopping_criteria:
                    n_features_optimal = steps[i]
            except IndexError:
                break

        # Write optimal number of features to text file
        f = open(savepath+'_optimalfeaturenumber.txt', 'w')
        f.write(str(n_features_optimal)+'\n')
        f.close()


### Helpers:

[docs]def trim_array(arr_list):
    """
    Method used to trim a set of arrays to make all arrays the same shape

    Args:

        arr_list: (list), list of numpy arrays, where arrays are different sizes

    Returns:

        arr_list: (), list of trimmed numpy arrays, where arrays are same size

    """

    # TODO: a better way to handle arrays with very different shapes? Otherwise average only uses # of points of smallest array
    # Need to make arrays all same shapes if they aren't
    sizes = [arr.shape[0] for arr in arr_list]
    size_min = min(sizes)
    arr_list_ = list()
    for i, arr in enumerate(arr_list):
        if arr.shape[0] > size_min:
            while arr.shape[0] > size_min:
                arr = np.delete(arr, -1)
        arr_list_.append(arr)
    arr_list = arr_list_
    return arr_list


[docs]def rounder(delta):
    """
    Method to obtain number of decimal places to report on plots

    Args:

        delta: (float), a float representing the change in two y values on a plot, used to obtain the plot axis spacing size

    Return:

        (int), an integer denoting the number of decimal places to use

    """
    if 0.001 <= delta < 0.01:
        return 3
    elif 0.01 <= delta < 0.1:
        return 2
    elif 0.1 <= delta < 1:
        return 1
    elif 1 <= delta < 100000:
        return 0
    else:
        return 0


[docs]def get_histogram_bins(y_df):
    """
    Method to obtain the number of bins to use when plotting a histogram

    Args:

        y_df: (pandas Series or numpy array), array of y data used to construct histogram

    Returns:

        num_bins: (int), the number of bins to use when plotting a histogram

    """

    bin_dividers = np.linspace(y_df.shape[0], 0.05*y_df.shape[0], y_df.shape[0])
    bin_list = list()
    try:
        for divider in bin_dividers:
            if divider == 0:
                continue
            bins = int((y_df.shape[0])/divider)
            if bins < y_df.shape[0]/2:
                bin_list.append(bins)
    except:
        num_bins = 10
    if len(bin_list) > 0:
        num_bins = max(bin_list)
    else:
        num_bins = 10
    return num_bins


[docs]def stat_to_string(name, value, nice_names):
    """
    Method that converts a metric object into a string for displaying on a plot

    Args:

        name: (str), long name of a stat metric or quantity

        value: (float), value of the metric or quantity

    Return:

        (str), a string of the metric name, adjusted to look nicer for inclusion on a plot

    """

    " Stringifies the name value pair for display within a plot "
    if name in nice_names:
        name = nice_names[name]
    else:
        name = name.replace('_', ' ')

    # has a name only
    if not value:
        return name
    # has a mean and std
    if isinstance(value, tuple):
        mean, std = value
        return f'{name}:' + '\n\t' + f'{mean:.3f}' + r'$\pm$' + f'{std:.3f}'
    # has a name and value only
    if isinstance(value, int) or (isinstance(value, float) and value%1 == 0):
        return f'{name}: {int(value)}'
    if isinstance(value, float):
        return f'{name}: {value:.3f}'
    return f'{name}: {value}' # probably a string


[docs]def plot_stats(fig, stats, x_align=0.65, y_align=0.90, font_dict=dict(), fontsize=14):
    """
    Method that prints stats onto the plot. Goes off screen if they are too long or too many in number.

    Args:

        fig: (matplotlib figure object), a matplotlib figure object

        stats: (dict), dict of statistics to be included with a plot

        x_align: (float), float denoting x position of where to align display of stats on a plot

        y_align: (float), float denoting y position of where to align display of stats on a plot

        font_dict: (dict), dict of matplotlib font options to alter display of stats on plot

        fontsize: (int), the fontsize of stats to display on plot

    Returns:

        None

    """

    stat_str = '\n'.join(stat_to_string(name, value, nice_names=nice_names())
                           for name,value in stats.items())

    fig.text(x_align, y_align, stat_str,
             verticalalignment='top', wrap=True, fontdict=font_dict, fontproperties=FontProperties(size=fontsize))


[docs]def make_fig_ax(aspect_ratio=0.5, x_align=0.65, left=0.10):
    """
    Method to make matplotlib figure and axes objects. Using Object Oriented interface from https://matplotlib.org/gallery/api/agg_oo_sgskip.html

    Args:

        aspect_ratio: (float), aspect ratio for figure and axes creation

        x_align: (float), x position to draw edge of figure. Needed so can display stats alongside plot

        left: (float), the leftmost position to draw edge of figure

    Returns:

        fig: (matplotlib fig object), a matplotlib figure object with the specified aspect ratio

        ax: (matplotlib ax object), a matplotlib axes object with the specified aspect ratio

    """
    # Set image aspect ratio:
    w, h = figaspect(aspect_ratio)
    fig = Figure(figsize=(w,h))
    FigureCanvas(fig)

    # Set custom positioning, see this guide for more details:
    # https://python4astronomers.github.io/plotting/advanced.html
    #left   = 0.10
    bottom = 0.15
    right  = 0.01
    top    = 0.05
    width = x_align - left - right
    height = 1 - bottom - top
    ax = fig.add_axes((left, bottom, width, height), frameon=True)
    fig.set_tight_layout(False)
    
    return fig, ax


[docs]def make_fig_ax_square(aspect='equal', aspect_ratio=1):
    """
    Method to make square shaped matplotlib figure and axes objects. Using Object Oriented interface from

    https://matplotlib.org/gallery/api/agg_oo_sgskip.html

    Args:

        aspect: (str), 'equal' denotes x and y aspect will be equal (i.e. square)

        aspect_ratio: (float), aspect ratio for figure and axes creation

    Returns:

        fig: (matplotlib fig object), a matplotlib figure object with the specified aspect ratio

        ax: (matplotlib ax object), a matplotlib axes object with the specified aspect ratio

    """
    # Set image aspect ratio:
    w, h = figaspect(aspect_ratio)
    fig = Figure(figsize=(w,h))
    FigureCanvas(fig)
    ax = fig.add_subplot(111, aspect=aspect)

    return fig, ax


[docs]def make_axis_same(ax, max1, min1):
    """
    Method to make the x and y ticks for each axis the same. Useful for parity plots

    Args:

        ax: (matplotlib axis object), a matplotlib axes object

        max1: (float), the maximum value of a particular axis

        min1: (float), the minimum value of a particular axis

    Returns:

        None

    """
    if max1 - min1 > 5:
        step = (int(max1) - int(min1)) // 3
        ticks = range(int(min1), int(max1)+step, step)
    else:
        ticks = np.linspace(min1, max1, 5)
    ax.set_xticks(ticks)
    ax.set_yticks(ticks)


[docs]def nice_mean(ls):
    """
    Method to return mean of a list or equivalent array with NaN values

    Args:

        ls: (list), list of values

    Returns:

        (numpy array), array containing mean of list of values or NaN if list has no values

    """

    if len(ls) > 0:
        return np.mean(ls)
    return np.nan


[docs]def nice_std(ls):
    """
    Method to return standard deviation of a list or equivalent array with NaN values

    Args:

        ls: (list), list of values

    Returns:

        (numpy array), array containing standard deviation of list of values or NaN if list has no values

    """
    if len(ls) > 0:
        return np.std(ls)
    return np.nan


[docs]def round_down(num, divisor):
    """
    Method to return a rounded down number

    Args:

        num: (float), a number to round down

        divisor: (int), divisor to denote how to round down

    Returns:

        (float), the rounded-down number

    """

    return num - (num%divisor)


[docs]def round_up(num, divisor):
    """
    Method to return a rounded up number

    Args:

        num: (float), a number to round up

        divisor: (int), divisor to denote how to round up

    Returns:

        (float), the rounded-up number

    """
    return float(math.ceil(num / divisor)) * divisor


[docs]def get_divisor(high, low):
    """
    Method to obtain a sensible divisor based on range of two values

    Args:

        high: (float), a max data value

        low: (float), a min data value

    Returns:

        divisor: (float), a number used to make sensible axis ticks

    """

    delta = high-low
    divisor = 10
    if delta > 1000:
        divisor = 100
    if delta < 1000:
        if delta > 100:
            divisor = 10
        if delta < 100:
            if delta > 10:
                divisor = 1
            if delta < 10:
                if delta > 1:
                    divisor = 0.1
                if delta < 1:
                    if delta > 0.01:
                        divisor = 0.001
                else:
                    divisor = 0.001
    return divisor


[docs]def recursive_max(arr):
    """
    Method to recursively find the max value of an array of iterables.

    Credit: https://www.linkedin.com/pulse/ask-recursion-during-coding-interviews-identify-good-talent-veteanu/

    Args:

        arr: (numpy array), an array of values or iterables

    Returns:

        (float), max value in arr

    """
    return max(
        recursive_max(e) if isinstance(e, Iterable) else e
        for e in arr
    )


[docs]def recursive_min(arr):
    """
    Method to recursively find the min value of an array of iterables.

    Credit: https://www.linkedin.com/pulse/ask-recursion-during-coding-interviews-identify-good-talent-veteanu/

    Args:

        arr: (numpy array), an array of values or iterables

    Returns:

        (float), min value in arr

    """

    return min(
        recursive_min(e) if isinstance(e, Iterable) else e
        for e in arr
    )


[docs]def recursive_max_and_min(arr):
    """
    Method to recursively return max and min of values or iterables in array

    Args:

        arr: (numpy array), an array of values or iterables

    Returns:

        (tuple), tuple containing max and min of arr

    """
    return recursive_max(arr), recursive_min(arr)


def _set_tick_labels(ax, maxx, minn):
    """
    Method that sets the x and y ticks to be in the same range

    Args:

        ax: (matplotlib axes object), a matplotlib axes object

        maxx: (float), a maximum value

        minn: (float), a minimum value

    Returns:

        None

    """
    _set_tick_labels_different(ax, maxx, minn, maxx, minn) # I love it when this happens

def _set_tick_labels_different(ax, max_tick_x, min_tick_x, max_tick_y, min_tick_y):
    """
    Method that sets the x and y ticks, when the axes have different ranges

    Args:

        ax: (matplotlib axes object), a matplotlib axes object

        max_tick_x: (float), the maximum tick value for the x axis

        min_tick_x: (float), the minimum tick value for the x axis

        max_tick_y: (float), the maximum tick value for the y axis

        min_tick_y: (float), the minimum tick value for the y axis

    Returns:

        None

    """

    tickvals_x = nice_range(min_tick_x, max_tick_x)
    tickvals_y = nice_range(min_tick_y, max_tick_y)

    if tickvals_x[-1]-tickvals_x[len(tickvals_x)-2] < tickvals_x[len(tickvals_x)-3]-tickvals_x[len(tickvals_x)-4]:
        tickvals_x = tickvals_x[:-1]
    if tickvals_y[-1]-tickvals_y[len(tickvals_y)-2] < tickvals_y[len(tickvals_y)-3]-tickvals_y[len(tickvals_y)-4]:
        tickvals_y = tickvals_y[:-1]
    #tickvals_x = _clean_tick_labels(tickvals=tickvals_x, delta=max_tick_x-min_tick_x)
    #tickvals_y = _clean_tick_labels(tickvals=tickvals_y, delta=max_tick_y - min_tick_y)

    ax.set_xticks(ticks=tickvals_x)
    ax.set_yticks(ticks=tickvals_y)

    ticklabels_x = [str(tick) for tick in tickvals_x]
    ticklabels_y = [str(tick) for tick in tickvals_y]

    rotation = 0
    # Look at length of x tick labels to see if may be possibly crowded. If so, rotate labels
    tick_length = len(str(tickvals_x[1]))
    if tick_length >= 4:
        rotation = 45
    ax.set_xticklabels(labels=ticklabels_x, fontsize=14, rotation=rotation)
    ax.set_yticklabels(labels=ticklabels_y, fontsize=14)

def _clean_tick_labels(tickvals, delta):
    """
    Method to attempt to clean up axis tick values so they don't overlap from being too dense

    Args:

        tickvals: (list), a list containing the initial axis tick values

        delta: (float), number representing the numerical difference of two ticks

    Returns:

        tickvals_clean: (list), a list containing the updated axis tick values

    """
    tickvals_clean = list()
    if delta >= 100:
        for i, val in enumerate(tickvals):
            if i <= len(tickvals)-1:
                if tickvals[i]-tickvals[i-1] >= 100:
                    tickvals_clean.append(val)
    else:
        tickvals_clean = tickvals
    return tickvals_clean

## Math utilities to aid plot_helper to make ranges

[docs]def nice_range(lower, upper):
    """
    Method to create a range of values, including the specified start and end points, with nicely spaced intervals

    Args:

        lower: (float or int), lower bound of range to create

        upper: (float or int), upper bound of range to create

    Returns:

        (list), list of numerical values in established range

    """

    flipped = 1 # set to -1 for inverted

    # Case for validation where nan is passed in
    if np.isnan(lower):
        lower = 0
    if np.isnan(upper):
        upper = 0.1

    if upper < lower:
        upper, lower = lower, upper
        flipped = -1
    return [_int_if_int(x) for x in _nice_range_helper(lower, upper)][::flipped]


def _nice_range_helper(lower, upper):
    """
    Method to help make a better range of axis ticks

    Args:

        lower: (float), lower value of axis ticks

        upper: (float), upper value of axis ticks

    Returns:

        upper: (float), modified upper tick value fixed based on set of axis ticks

    """
    steps = 8
    diff = abs(lower - upper)

    # special case where lower and upper are the same
    if diff == 0:
        return [lower,]

    # the exact step needed
    step = diff / steps

    # a rough estimate of best step
    step = _nearest_pow_ten(step) # whole decimal increments

    # tune in one the best step size
    factors = [0.1, 0.2, 0.5, 1, 2, 5, 10]

    # use this to minimize how far we are from ideal step size
    def best_one(steps_factor):
        steps_count, factor = steps_factor
        return abs(steps_count - steps)
    n_steps, best_factor = min([(diff / (step * f), f) for f in factors], key = best_one)

    #print('should see n steps', ceil(n_steps + 2))
    # multiply in the optimal factor for getting as close to ten steps as we can
    step = step * best_factor

    # make the bounds look nice
    lower = _three_sigfigs(lower)
    upper = _three_sigfigs(upper)

    start = _round_up(lower, step)

    # prepare for iteration
    x = start # pointless init
    i = 0

    # itereate until we reach upper
    while x < upper - step:
        x = start + i * step
        yield _three_sigfigs(x) # using sigfigs because of floating point error
        i += 1

    # finish off with ending bound
    yield upper

def _three_sigfigs(x):
    """
    Method invoking special case of _n_sigfigs to return 3 sig figs

    Args:

        x: (float), an axis tick number

    Returns:

        (float), number of sig figs (always 3)

    """
    return _n_sigfigs(x, 3)

def _n_sigfigs(x, n):
    """
    Method to return number of sig figs to use for axis ticks

    Args:

        x: (float), an axis tick number

    Returns:

        (float), number of sig figs

    """
    sign = 1
    if x == 0:
        return 0
    if x < 0: # case for negatives
        x = -x
        sign = -1
    if x < 1:
        base = n - round(log(x, 10))
    else:
        base = (n-1) - round(log(x, 10))
    return sign * round(x, base)

def _nearest_pow_ten(x):
    """
    Method to return the nearest power of ten for an axis tick value

    Args:

        x: (float), an axis tick number

    Returns:

        (float), nearest power of ten of x

    """
    sign = 1
    if x == 0:
        return 0
    if x < 0: # case for negatives
        x = -x
        sign = -1
    return sign*10**ceil(log(x, 10))

def _int_if_int(x):
    """
    Method to return integer mapped value of x

    Args:

        x: (float or int), a number

    Returns:

        x: (float), value of x mapped as integer

    """
    if int(x) == x:
        return int(x)
    return x

def _round_up(x, inc):
    """
    Method to round up the value of x

    Args:

        x: (float or int), a number

        inc: (float), an increment for axis ticks

    Returns:

        (float), value of x rounded up

    """
    sign = 1
    if x < 0: # case for negative
        x = -x
        sign = -1

    return sign * inc * ceil(x / inc)

[docs]def nice_names():
    nice_names = {
    # classification:
    'accuracy': 'Accuracy',
    'f1_binary': '$F_1$',
    'f1_macro': 'f1_macro',
    'f1_micro': 'f1_micro',
    'f1_samples': 'f1_samples',
    'f1_weighted': 'f1_weighted',
    'log_loss': 'log_loss',
    'precision_binary': 'Precision',
    'precision_macro': 'prec_macro',
    'precision_micro': 'prec_micro',
    'precision_samples': 'prec_samples',
    'precision_weighted': 'prec_weighted',
    'recall_binary': 'Recall',
    'recall_macro': 'rcl_macro',
    'recall_micro': 'rcl_micro',
    'recall_samples': 'rcl_samples',
    'recall_weighted': 'rcl_weighted',
    'roc_auc': 'ROC_AUC',
    # regression:
    'explained_variance': 'expl_var',
    'mean_absolute_error': 'MAE',
    'mean_squared_error': 'MSE',
    'mean_squared_log_error': 'MSLE',
    'median_absolute_error': 'MedAE',
    'root_mean_squared_error': 'RMSE',
    'rmse_over_stdev': r'RMSE/$\sigma_y$',
    'R2': '$R^2$',
    'R2_noint': '$R^2_{noint}$',
    'R2_adjusted': '$R^2_{adjusted}$',
    'R2_fitted': '$R^2_{fitted}$'
    }
    return nice_names





          

      

      

    

  

    
      
          
            
  Source code for mastml.utils

"""
The utils module contains a collection of miscellaneous methods and error handling used throughout MAST-ML
"""
import numpy as np
import sys
import logging
import textwrap
import time
import os
import random
from os.path import join
from collections import defaultdict
from math import log, floor, ceil

[docs]class BetweenFilter(object):
    """
    Class to aid in handling logger display levels

    Args:

         min_level: (int), minimum verbosity level

         max_level: (int), maximum verbosity level

    Methods:

        filter: Method to return logging level of logging.logRecord object

            Args:

                logRecord: (python logging.logRecord object)

            Returns:

                (int) logging level of logging.logRecord object, which is between the min and max provided levels
    """
    def __init__(self, min_level, max_level):
        self.min_level = min_level
        self.max_level = max_level

[docs]    def filter(self, logRecord):
        return self.min_level <= logRecord.levelno <= self.max_level



[docs]def activate_logging(savepath, paths, logger_name='mastml', to_screen=True, to_file=True, verbosity = 0):
    """
    Method to create MAST-ML logger file

    Args:

        savepath: (str), string specifying the save path

        paths: (list), list containing strings of path locations for config file, data file, and results folder

        logger_name: (str), name of logger file

        to_screen: (bool), whether or not to write the log contents to the screen during a run

        to_file: (bool), whether or not to write the log contents to a file in the savepath

        verbosity: (int), controls the amount of output produced in the logger. Accepted values:

                0 shows everything

                -1 hides debug

                -2 hides info (so no stdout except print)

                -3 hides warning

                -4 hides error

                -5 hides all output

    Returns:

        None

    """
    #formatter = logging.Formatter("%(filename)s : %(funcName)s %(message)s")
    time_formatter = logging.Formatter("[%(levelname)s] %(asctime)s : %(message)s")
    level_formatter = logging.Formatter("[%(levelname)s] %(message)s")

    rootLogger = logging.getLogger(logger_name)
    rootLogger.setLevel(logging.DEBUG)

    verbosalize_logger(rootLogger, verbosity)

    if to_file:
        # send everything to log.log
        log_hdlr = logging.StreamHandler(open(join(savepath, 'log.log'), 'a'))
        log_hdlr.setLevel(logging.DEBUG)
        log_hdlr.setFormatter(time_formatter)
        rootLogger.addHandler(log_hdlr)

        # send WARNING and above to errors.log
        errors_hdlr = logging.StreamHandler(open(join(savepath, 'errors.log'), 'a'))
        errors_hdlr.setLevel(logging.WARNING)
        errors_hdlr.setFormatter(time_formatter)
        rootLogger.addHandler(errors_hdlr)

    if to_screen:
        # send INFO and DEBUG (if not suprressed) to stdout
        lower_level = logging.INFO if verbosity >= 0 else logging.DEBUG
        if verbosity >= 0:
            lower_level = logging.DEBUG # DEBUG and INFO
        elif verbosity == -1:
            lower_level = logging.INFO # only INFO
        else:
            lower_level = logging.WARNING # effectively disables stdout

        stdout_hdlr = logging.StreamHandler(sys.stdout)
        stdout_hdlr.setLevel(lower_level)
        stdout_hdlr.addFilter(BetweenFilter(lower_level, logging.INFO))
        stdout_hdlr.setFormatter(level_formatter)
        rootLogger.addHandler(stdout_hdlr)

        # send WARNING and above to stderr,
        # verbosity of -3 sets WARNING, -4 sets  ERROR, and -5 sets CRITICAL
        lower_level = max(-10*verbosity + 10, logging.WARNING)
        stderr_hdlr = logging.StreamHandler(sys.stderr)
        stderr_hdlr.setLevel(lower_level)
        stderr_hdlr.setFormatter(level_formatter)
        rootLogger.addHandler(stderr_hdlr)

    log_header(paths, rootLogger) # only shows up in files


[docs]def log_header(paths, log):
    """
    Method to create header for MAST-ML logger

    Args:

        paths: (list), list containing strings of path locations for config file, data file, and results folder

        log: (logging object), a python log

    Returns:

        None

    """
    logo = textwrap.dedent(f"""\
           __  ___     __________    __  _____
          /  |/  /__ _/ __/_  __/___/  |/  / /
         / /|_/ / _ `/\ \  / / /___/ /|_/ / /__
        /_/  /_/\_,_/___/ /_/     /_/  /_/____/
    """)

    date_time = time.strftime("%Y-%m-%d %H:%M:%S", time.gmtime())
    header = (f"\n\n{logo}\n\nMAST-ML run on {date_time} using \n"
              f"conf file: {os.path.basename(paths[0])}\n"
              f"csv file:  {os.path.basename(paths[1])}\n"
              f"saving to: {os.path.basename(paths[2])}\n\n")

    # only shows on stdout and log.log
    log.info(header)


## Custom errors for mastml:

[docs]class MastError(Exception):
    """
    Base class for MAST-ML specific errors that should be shown to the user
    """
    pass


[docs]class ConfError(MastError):
    """
    Class representing error in input configuration file
    """
    pass


[docs]class InvalidModel(MastError):
    """
    Class representing error when model does not exist
    """
    pass


[docs]class MissingColumnError(MastError):
    """
    Class representing error raised when your csv doesn't have the specified column
    """
    pass


[docs]class InvalidConfParameters(MastError):
    """
    Class representing error raised when you have invalid input configuration file parameters
    """
    pass


[docs]class InvalidConfSubSection(MastError):
    """
    Class representing error raised when an invalid subsection name is present in the input configuration file
    """
    pass


[docs]class InvalidConfSection(MastError):
    """
    Class representing error raised when an invalid section name is present in the input configuration file
    """
    pass


[docs]class FiletypeError(MastError):
    """
    Class representing error raised when an improper file extension is used
    """
    pass


[docs]class FileNotFoundError(MastError): # sorry for re-using builtin name
    """
    Class representing error raised when a needed file cannot be found
    """
    pass


[docs]class InvalidValue(MastError):
    """
    Class representing error raised when an invalid value has been used
    """
    pass



## Math utilities to aid plot_helper to make ranges
#TODO: can likely remove from here as in plot_helper now
[docs]def nice_range(lower, upper):
    """
    Method to create a range of values, including the specified start and end points, with nicely spaced intervals

    Args:

        lower: (float or int), lower bound of range to create

        upper: (float or int), upper bound of range to create

    Returns:

        (list), list of numerical values in established range

    """

    flipped = 1 # set to -1 for inverted

    # Case for validation where nan is passed in
    if np.isnan(lower):
        lower = 0
    if np.isnan(upper):
        upper = 0.1

    if upper < lower:
        upper, lower = lower, upper
        flipped = -1
    return [_int_if_int(x) for x in _nice_range_helper(lower, upper)][::flipped]


def _nice_range_helper(lower, upper):
    """
    Method to help make a better range of axis ticks

    Args:

        lower: (float), lower value of axis ticks

        upper: (float), upper value of axis ticks

    Returns:

        upper: (float), modified upper tick value fixed based on set of axis ticks

    """
    steps = 8
    diff = abs(lower - upper)

    # special case where lower and upper are the same
    if diff == 0:
        return [lower,]

    # the exact step needed
    step = diff / steps

    # a rough estimate of best step
    step = _nearest_pow_ten(step) # whole decimal increments

    # tune in one the best step size
    factors = [0.1, 0.2, 0.5, 1, 2, 5, 10]

    # use this to minimize how far we are from ideal step size
    def best_one(steps_factor):
        steps_count, factor = steps_factor
        return abs(steps_count - steps)
    n_steps, best_factor = min([(diff / (step * f), f) for f in factors], key = best_one)

    #print('should see n steps', ceil(n_steps + 2))
    # multiply in the optimal factor for getting as close to ten steps as we can
    step = step * best_factor

    # make the bounds look nice
    lower = _three_sigfigs(lower)
    upper = _three_sigfigs(upper)

    start = _round_up(lower, step)

    # prepare for iteration
    x = start # pointless init
    i = 0

    # itereate until we reach upper
    while x < upper - step:
        x = start + i * step
        yield _three_sigfigs(x) # using sigfigs because of floating point error
        i += 1

    # finish off with ending bound
    yield upper

def _three_sigfigs(x):
    """
    Method invoking special case of _n_sigfigs to return 3 sig figs

    Args:

        x: (float), an axis tick number

    Returns:

        (float), number of sig figs (always 3)

    """
    return _n_sigfigs(x, 3)

def _n_sigfigs(x, n):
    """
    Method to return number of sig figs to use for axis ticks

    Args:

        x: (float), an axis tick number

    Returns:

        (float), number of sig figs

    """
    sign = 1
    if x == 0:
        return 0
    if x < 0: # case for negatives
        x = -x
        sign = -1
    if x < 1:
        base = n - round(log(x, 10))
    else:
        base = (n-1) - round(log(x, 10))
    return sign * round(x, base)

def _nearest_pow_ten(x):
    """
    Method to return the nearest power of ten for an axis tick value

    Args:

        x: (float), an axis tick number

    Returns:

        (float), nearest power of ten of x

    """
    sign = 1
    if x == 0:
        return 0
    if x < 0: # case for negatives
        x = -x
        sign = -1
    return sign*10**ceil(log(x, 10))

def _int_if_int(x):
    """
    Method to return integer mapped value of x

    Args:

        x: (float or int), a number

    Returns:

        x: (float), value of x mapped as integer

    """
    if int(x) == x:
        return int(x)
    return x

def _round_up(x, inc):
    """
    Method to round up the value of x

    Args:

        x: (float or int), a number

        inc: (float), an increment for axis ticks

    Returns:

        (float), value of x rounded up

    """
    sign = 1
    if x < 0: # case for negative
        x = -x
        sign = -1

    return sign * inc * ceil(x / inc)

[docs]def verbosalize_logger(log, verbosity):
    if verbosity <= 0:
        return

    if verbosity >= 8:
        while True:
            log.critical('MASTML'*random.randint(3,2**(verbosity-4)))


    #old_log = log._log

    #def new_log(level, msg, *args, **kwargs):
    #    old_log(level, [None, None, to_upper, to_full_width, to_leet, deep_fry, deep_fry_2, emojify][verbosity](msg), *args, **kwargs)

    #log._log = new_log

## Joke functions:
"""
### String formatting funcs for inserting into log._log when in verbose mode
def to_upper(message):
    return str(message).upper()

def to_full_width(message):
    message = str(message)
    ret = []
    return ''.join(chr(ord(c)+0xFEE0) if c.isalnum() else c for c in message)

def to_leet(message):
    conv = {'a': '4', 'b': '8', 'e': '3', 'l': '1', 'o': '0', 's': '5', 't': '7'}
    message = ''.join(conv[c] if c in conv else c for c in str(message))
    return message.upper()

def deep_fry_helper(s):
    for c in s:
        if random.random() < 0.2:
            yield chr(random.randint(1, 10000))
        elif random.random() < 0.5:
            yield c.upper()
        else:
            yield c

def deep_fry(message):
    return ''.join(deep_fry_helper(str(message)))

def deep_fry_2_helper(s):
    for c in s:
        if random.random() < 0.01:
            x = chr(random.randint(1, 10000))
            yield ''.join(x for _ in range(random.randint(1,5)))
        elif random.random() < 0.1:
            yield ''.join(c for _ in range(random.randint(1,9)))
        elif random.random() < 0.01:
            yield chr(ord(c)*10)
        elif random.random() < 0.2:
            yield c.upper()
        else:
            yield c

def deep_fry_2(message):
    return ''.join(deep_fry_2_helper(str(message)))

def emojify(message):
    message = str(message)
    words = {'score':0x1f600, 'splits': chr(0x21A9)+chr(0x21AA), 'split': chr(0x21A9)+chr(0x21AA), 'score':0x2728, 'number':0x0023,
             'train':0x1f682, 'test':0x1f4dd, 'models':0x1F483, 'model':0x1F483, 'plot':0x1f4ca, 'image':0x1f5bc,
             'file': 0x1f5c4, 'files':0x1f5c3, ' to':0x27a1, '1':0x261d, '2':0x270c}
    for word in words:
        if type(words[word]) is int:
            words[word] = chr(words[word])
        words[word] += ' '
    for word, emoji in words.items():
        message = message.replace(' '+word+' ', ' '+emoji+' ')
    for word, emoji in words.items():
        message = message.replace(word, emoji)
    return message.upper()

def verbosalize_logger(log, verbosity):
    if verbosity <= 0:
        return

    if verbosity >= 8:
        while True:
            log.critical('MSATML'*random.randint(3,2**(verbosity-4)))

    old_log = log._log

    def new_log(level, msg, *args, **kwargs):
        old_log(level, [None, None, to_upper, to_full_width, to_leet, deep_fry, deep_fry_2, emojify][verbosity](msg), *args, **kwargs)

    log._log = new_log
"""




          

      

      

    

  

    
      
          
            
  Source code for mastml.legos.data_splitters

"""
The data_splitters module contains a collection of classes for generating (train_indices, test_indices) pairs from
a dataframe or a numpy array.

For more information and a list of scikit-learn splitter classes, see:
 http://scikit-learn.org/stable/modules/classes.html#module-sklearn.model_selection
"""

import numpy as np
from sklearn.base import BaseEstimator, TransformerMixin
from sklearn.neighbors import NearestNeighbors
import sklearn.model_selection as ms
try:
    from matminer.featurizers.composition import ElementFraction
except:
    print('Error with importing matminer, try re-installing and try again')
try:
    from pymatgen import Composition
except:
    print('Error with importing pymatgen, try re-installing and try again')

from math import ceil
import warnings
from sklearn.utils import check_random_state

[docs]class SplittersUnion(BaseEstimator, TransformerMixin):
    """
    Class to take the union of two separate splitting routines, so that many splitting routines can be performed at once

    Args:
        splitters: (list), a list of scikit-learn splitter objects

    Methods:
        get_n_splits: method to calculate the number of splits to perform across all splitters

            Args:
                X: (numpy array), array of X features
                y: (numpy array), array of y data
                groups: (numpy array), array of group labels

            Returns:
                (int), number of total splits to be conducted

        split: method to perform split into train indices and test indices

            Args:
                X: (numpy array), array of X features
                y: (numpy array), array of y data
                groups: (numpy array), array of group labels

            Returns:
                (numpy array), array of train and test indices

    """
    def __init__(self, splitters):
        self.splitters = splitters

[docs]    def get_n_splits(self, X, y, groups=None):
        return sum(splitter.get_n_splits(X, y, groups) for splitter in self.splitters)


[docs]    def split(self, X, y, groups=None):
        for splitter in self.splitters:
            yield from splitter.split(X, y, groups)



[docs]class NoSplit(BaseEstimator, TransformerMixin):
    """
    Class to just train the model on the training data and test it on that same data. Sometimes referred to as a "Full fit"
    or a "Single fit", equivalent to just plotting y vs. x.

    Args:
        None (only object instance)

    Methods:
        get_n_splits: method to calculate the number of splits to perform

            Args:
                None

            Returns:
                (int), always 1 as only a single split is performed

        split: method to perform split into train indices and test indices

            Args:
                X: (numpy array), array of X features

            Returns:
                (numpy array), array of train and test indices (all data used as train and test for NoSplit)

    """
    def __init__(self):
        pass

[docs]    def get_n_splits(self, X=None, y=None, groups=None):
        return 1


[docs]    def split(self, X, y, groups=None):
        indices = np.arange(X.shape[0])
        return [[indices, indices]]



[docs]class JustEachGroup(BaseEstimator, TransformerMixin):
    """
    Class to train the model on one group at a time and test it on the rest of the data
    This class wraps scikit-learn's LeavePGroupsOut with P set to n-1. More information is available at:
    http://scikit-learn.org/stable/modules/generated/sklearn.model_selection.LeavePGroupsOut.html

    Args:
        None (only object instance)

    Methods:
        get_n_splits: method to calculate the number of splits to perform

            Args:
                groups: (numpy array), array of group labels

            Returns:
                (int), number of unique groups, indicating number of splits to perform

        split: method to perform split into train indices and test indices

            Args:
                X: (numpy array), array of X features
                y: (numpy array), array of y data
                groups: (numpy array), array of group labels

            Returns:
                (numpy array), array of train and test indices

    """
    def __init__(self):
        pass

[docs]    def get_n_splits(self, X=None, y=None, groups=None):
        return np.unique(groups).shape[0]


[docs]    def split(self, X, y, groups):
        n_groups = self.get_n_splits(groups=groups)
        #print('n_groups', n_groups)
        lpgo = ms.LeavePGroupsOut(n_groups=n_groups-1)
        return lpgo.split(X, y, groups)



#class WithoutElement(BaseEstimator, TransformerMixin):
#    " Train the model without each element, then test on the rows with that element "
#    pass

[docs]class LeaveCloseCompositionsOut(ms.BaseCrossValidator):
    """
    Leave-P-out where you exclude materials with compositions close to those the test set

    Computes the distance between the element fraction vectors. For example, the :math:`L_2`
    distance between Al and Cu is :math:`\sqrt{2}` and the :math:`L_1` distance between Al
    and Al0.9Cu0.1 is 0.2.

    Consequently, this splitter requires a list of compositions as the input to `split` rather
    than the features.

    Args:
        dist_threshold (float): Entries must be farther than this distance to be included in the
            training set
        nn_kwargs (dict): Keyword arguments for the scikit-learn NearestNeighbor class used
            to find nearest points
    """

    def __init__(self, dist_threshold=0.1, nn_kwargs=None):
        super(LeaveCloseCompositionsOut, self).__init__()
        if nn_kwargs is None:
            nn_kwargs = {}
        self.dist_threshold = dist_threshold
        self.nn_kwargs = nn_kwargs

[docs]    def split(self, X, y=None, groups=None):

        # Generate the composition vectors
        frac_computer = ElementFraction()
        elem_fracs = frac_computer.featurize_many(list(map(Composition, X)), pbar=False)

        # Generate the nearest-neighbor lookup tool
        neigh = NearestNeighbors(**self.nn_kwargs)
        neigh.fit(elem_fracs)

        # Generate a list of all entries
        all_inds = np.arange(0, len(X), 1)

        # Loop through each entry in X
        for i, x in enumerate(elem_fracs):

            # Get all the entries within the threshold distance of the test point
            too_close, = neigh.radius_neighbors([x], self.dist_threshold, return_distance=False)

            # Get the training set as "not these points"
            train_inds = np.setdiff1d(all_inds, too_close)

            yield train_inds, [i]


[docs]    def get_n_splits(self, X=None, y=None, groups=None):
        return len(X)



[docs]class LeaveOutPercent(BaseEstimator, TransformerMixin):
    """
    Class to train the model using a certain percentage of data as training data

    Args:
        percent_leave_out (float): fraction of data to use in training (must be > 0 and < 1)

        n_repeats (int): number of repeated splits to perform (must be >= 1)

    Methods:
        get_n_splits: method to return the number of splits to perform

            Args:
                groups: (numpy array), array of group labels

            Returns:
                (int), number of unique groups, indicating number of splits to perform

        split: method to perform split into train indices and test indices

            Args:
                X: (numpy array), array of X features
                y: (numpy array), array of y data
                groups: (numpy array), array of group labels

            Returns:
                (numpy array), array of train and test indices

    """
    def __init__(self, percent_leave_out=0.2, n_repeats=5):
        self.percent_leave_out = percent_leave_out
        self.n_repeats = n_repeats

[docs]    def get_n_splits(self, X=None, y=None, groups=None):
        return self.n_repeats


[docs]    def split(self, X, y, groups=None):
        indices = range(X.shape[0])
        split = list()
        for i in range(self.n_repeats):
            trains, tests = ms.train_test_split(indices, test_size=self.percent_leave_out, random_state=np.random.randint(1, 1000), shuffle=True)
            split.append((trains, tests))
        return split



[docs]class Bootstrap(object):
    """
    # Note: Bootstrap taken directly from sklearn Github (https://github.com/scikit-learn/scikit-learn/blob/0.11.X/sklearn/cross_validation.py)
    # which was necessary as it was later removed from more recent sklearn releases
    Random sampling with replacement cross-validation iterator
    Provides train/test indices to split data in train test sets
    while resampling the input n_bootstraps times: each time a new
    random split of the data is performed and then samples are drawn
    (with replacement) on each side of the split to build the training
    and test sets.
    Note: contrary to other cross-validation strategies, bootstrapping
    will allow some samples to occur several times in each splits. However
    a sample that occurs in the train split will never occur in the test
    split and vice-versa.
    If you want each sample to occur at most once you should probably
    use ShuffleSplit cross validation instead.

    Args:
        n : int
            Total number of elements in the dataset.
        n_bootstraps : int (default is 3)
            Number of bootstrapping iterations
        train_size : int or float (default is 0.5)
            If int, number of samples to include in the training split
            (should be smaller than the total number of samples passed
            in the dataset).
            If float, should be between 0.0 and 1.0 and represent the
            proportion of the dataset to include in the train split.
        test_size : int or float or None (default is None)
            If int, number of samples to include in the training set
            (should be smaller than the total number of samples passed
            in the dataset).
            If float, should be between 0.0 and 1.0 and represent the
            proportion of the dataset to include in the test split.
            If None, n_test is set as the complement of n_train.
        random_state : int or RandomState
            Pseudo number generator state used for random sampling.

    """

    # Static marker to be able to introspect the CV type
    indices = True

    def __init__(self, n, n_bootstraps=3, train_size=.5, test_size=None,
                 n_train=None, n_test=None, random_state=0):
        self.n = n
        self.n_bootstraps = n_bootstraps
        if n_train is not None:
            train_size = n_train
            warnings.warn(
                "n_train is deprecated in 0.11 and scheduled for "
                "removal in 0.12, use train_size instead",
                DeprecationWarning, stacklevel=2)
        if n_test is not None:
            test_size = n_test
            warnings.warn(
                "n_test is deprecated in 0.11 and scheduled for "
                "removal in 0.12, use test_size instead",
                DeprecationWarning, stacklevel=2)
        if (isinstance(train_size, float) and train_size >= 0.0 and train_size <= 1.0):
            self.train_size = ceil(train_size * n)
        elif isinstance(train_size, int):
            self.train_size = train_size
        else:
            raise ValueError("Invalid value for train_size: %r" %
                             train_size)
        if self.train_size > n:
            raise ValueError("train_size=%d should not be larger than n=%d" %
                             (self.train_size, n))

        if (isinstance(test_size, float) and test_size >= 0.0 and test_size <= 1.0):
            self.test_size = ceil(test_size * n)
        elif isinstance(test_size, int):
            self.test_size = test_size
        elif test_size is None:
            self.test_size = self.n - self.train_size
        else:
            raise ValueError("Invalid value for test_size: %r" % test_size)
        if self.test_size > n:
            raise ValueError("test_size=%d should not be larger than n=%d" %
                             (self.test_size, n))

        self.random_state = random_state

    def __iter__(self):
        rng = check_random_state(self.random_state)
        for i in range(self.n_bootstraps):
            # random partition
            permutation = rng.permutation(self.n)
            ind_train = permutation[:self.train_size]
            ind_test = permutation[self.train_size:self.train_size
                                   + self.test_size]

            # bootstrap in each split individually
            train = rng.randint(0, self.train_size,
                                size=(self.train_size,))
            test = rng.randint(0, self.test_size,
                                size=(self.test_size,))
            yield ind_train[train], ind_test[test]

    def __repr__(self):
        return ('%s(%d, n_bootstraps=%d, train_size=%d, test_size=%d, '
                'random_state=%d)' % (
                    self.__class__.__name__,
                    self.n,
                    self.n_bootstraps,
                    self.train_size,
                    self.test_size,
                    self.random_state,
                ))

    def __len__(self):
        return self.n_bootstraps

[docs]    def get_n_splits(self, X=None, y=None, groups=None):
        return self.__len__()


[docs]    def split(self, X, y, groups=None):
        indices = range(X.shape[0])
        split = list()
        for trains, tests in self:
            split.append((trains.tolist(), tests.tolist()))
        return split



name_to_constructor = {
    # sklearn splitters:
    'Bootstrap': Bootstrap,
    'GroupKFold': ms.GroupKFold,
    'GroupShuffleSplit': ms.GroupShuffleSplit,
    'KFold': ms.KFold,
    'LeaveOneGroupOut': ms.LeaveOneGroupOut,
    'LeavePGroupsOut': ms.LeavePGroupsOut,
    'LeaveOneOut': ms.LeaveOneOut,
    'LeavePOut': ms.LeavePOut,
    'PredefinedSplit': ms.PredefinedSplit,
    'RepeatedKFold': ms.RepeatedKFold, # NOTE: can use for repeated leave percent out / kfold
    'RepeatedStratifiedKFold': ms.RepeatedStratifiedKFold,
    'ShuffleSplit': ms.ShuffleSplit, # NOTE: like leave percent out
    'StratifiedKFold': ms.StratifiedKFold,
    'StratifiedShuffleSplit': ms.StratifiedShuffleSplit,
    'TimeSeriesSplit': ms.TimeSeriesSplit,

    # mastml splitters
    'NoSplit': NoSplit,
    'JustEachGroup': JustEachGroup,
    'LeaveCloseCompositionsOut': LeaveCloseCompositionsOut,
    'LeaveOutPercent': LeaveOutPercent,
    #'WithoutElement': WithoutElement,
}




          

      

      

    

  

    
      
          
            
  Source code for mastml.legos.feature_generators

"""
This module contains a collection of classes for generating input features to fit machine learning models to.
"""

import multiprocessing
import os
import logging
import re

import numpy as np
import pandas as pd

from sklearn.base import BaseEstimator, TransformerMixin
from sklearn.preprocessing import PolynomialFeatures as SklearnPolynomialFeatures

try:
    from pymatgen import Element, Composition
    from pymatgen.ext.matproj import MPRester
    from pymatgen.io.vasp.inputs import Poscar
except:
    print('Error with importing pymatgen, try re-installing and try again')

# matminer class imports
import inspect # used to get a dictionary of classes in a module
try:
    from matminer.featurizers import structure as struc
    from matminer.data_retrieval.retrieve_Citrine import CitrineDataRetrieval
    from matminer.data_retrieval.retrieve_MP import MPDataRetrieval
    from matminer.data_retrieval.retrieve_MDF import MDFDataRetrieval
    from matminer.data_retrieval.retrieve_MPDS import MPDSDataRetrieval
    from matminer.data_retrieval.retrieve_AFLOW import AFLOWDataRetrieval
except:
    print('Error with importing matminer, try re-installing and try again')

# locate path to directory containing AtomicNumber.table, AtomicRadii.table AtomicVolume.table, etc
# (needs to do it the hard way becuase python -m sets cwd to wherever python is ran from)
import mastml
from mastml import utils
log = logging.getLogger('mastml')

MAGPIE_DATA_PATH = os.path.join(mastml.__path__[0], 'magpie')

[docs]class PolynomialFeatures(BaseEstimator, TransformerMixin):
    """
    Class to generate polynomial features using scikit-learn's polynomial features method
    More info at: http://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.PolynomialFeatures.html

    Args:

        degree: (int), degree of polynomial features

        interaction_only: (bool), If true, only interaction features are produced: features that are products of at
        most degree distinct input features (so not x[1] ** 2, x[0] * x[2] ** 3, etc.).

        include_bias: (bool),If True (default), then include a bias column, the feature in which all polynomial powers
        are zero (i.e. a column of ones - acts as an intercept term in a linear model).

    Methods:

        fit: conducts fit method of polynomial feature generation

        Args:

            df: (dataframe), dataframe of input X and y data

        transform: generates dataframe containing polynomial features

        Args:

            df: (dataframe), dataframe of input X and y data

        Returns:

            (dataframe), dataframe containing new polynomial features, plus original features present

    """
    def __init__(self, features=None, degree=2, interaction_only=False, include_bias=True):
        self.features = features
        self.SPF = SklearnPolynomialFeatures(degree, interaction_only, include_bias)

[docs]    def fit(self, df, y=None):
        if self.features is None:
            self.features = df.columns
        array = df[self.features].values
        self.SPF.fit(array)
        return self


[docs]    def transform(self, df):
        array = df[self.features].values
        new_features = self.SPF.get_feature_names(self.features)
        return pd.DataFrame(self.SPF.transform(array), columns=new_features)



[docs]class ContainsElement(BaseEstimator, TransformerMixin):
    """
    Class to generate new categorical features (i.e. values of 1 or 0) based on whether an input composition contains a
    certain designated element

    Args:

        composition_feature: (str), string denoting a chemical composition to generate elemental features from

        element: (str), string representing the name of an element

        new_name: (str), the name of the new feature column to be generated

        all_elments: (bool), whether to generate new features for all elements present from all compositions in the dataset.

    Methods:

        fit: pass through, needed to maintain scikit-learn class structure

        Args:

            df: (dataframe), dataframe of input X and y data

        transform: generate new element-specific features

        Args:

            df: (dataframe), dataframe of input X and y data

        Returns:

            df_trans: (dataframe), dataframe with generated element-specific features

    """

    def __init__(self, composition_feature, element, new_name, all_elements=False):
        self.composition_feature = composition_feature
        self.element = element
        self.new_column_name = new_name #f'has_{self.element}'
        self.all_elements = all_elements

[docs]    def fit(self, df, y=None):
        return self


[docs]    def transform(self, df, y=None):
        compositions = df[self.composition_feature]
        if self.all_elements == False:
            has_element = compositions.apply(self._contains_element)
            df_trans = has_element.to_frame(name=self.new_column_name)
        elif self.all_elements == True:
            df_trans = self._contains_all_elements(compositions=compositions)
        return df_trans


    def _contains_element(self, comp):
        """
        Returns 1 if comp contains that element, and 0 if not.
        Uses ints because sklearn and numpy like number classes better than bools. Could even be
        something crazy like "contains {element}" and "does not contain {element}" if you really
        wanted.
        """
        comp = Composition(comp)
        count = comp[self.element]
        return int(count != 0)

    def _contains_all_elements(self, compositions):
        elements = list()
        df_trans = pd.DataFrame()
        for comp in compositions.values:
            comp = Composition(comp)
            for element in comp.elements:
                if element not in elements:
                    elements.append(element)
        for element in elements:
            self.element = element
            self.new_column_name = "has_"+str(self.element)
            has_element = compositions.apply(self._contains_element)
            df_trans[self.new_column_name] = has_element
        return df_trans


[docs]class Magpie(BaseEstimator, TransformerMixin):
    """
    Class that wraps MagpieFeatureGeneration, giving it scikit-learn structure

    Args:

        composition_feature: (str), string denoting a chemical composition to generate elemental features from

    Methods:

        fit: pass through, copies input columns as pre-generated features

        Args:

            df: (dataframe), input dataframe containing X and y data

        transform: generate Magpie features

        Args:

            df: (dataframe), input dataframe containing X and y data

        Returns:

            df: (dataframe), output dataframe containing generated features, original features and y data

    """

    def __init__(self, composition_feature, feature_types=None):
        self.composition_feature = composition_feature
        self.feature_types = feature_types
        if self.feature_types is None:
            self.feature_types = ['composition_avg', 'arithmetic_avg', 'max', 'min', 'difference', 'elements']

[docs]    def fit(self, df, y=None):
        self.original_features = df.columns
        return self


[docs]    def transform(self, df):
        mfg = MagpieFeatureGeneration(df, self.composition_feature, self.feature_types)
        df = mfg.generate_magpie_features()
        df = df.drop(self.original_features, axis=1)
        # delete missing values, generation makes a lot of garbage.
        df = clean_dataframe(df)
        df = df.select_dtypes(['number']).dropna(axis=1)
        assert self.composition_feature not in df.columns
        return df[sorted(df.columns.tolist())]



[docs]class MaterialsProject(BaseEstimator, TransformerMixin):
    """
    Class that wraps MaterialsProjectFeatureGeneration, giving it scikit-learn structure

    Args:

        composition_feature: (str), string denoting a chemical composition to generate elemental features from

        mapi_key: (str), string denoting your Materials Project API key

    Methods:

        fit: pass through, copies input columns as pre-generated features

        Args:

            df: (dataframe), input dataframe containing X and y data

        transform: generate Materials Project features

        Args:

            df: (dataframe), input dataframe containing X and y data

        Returns:

            df: (dataframe), output dataframe containing generated features, original features and y data

    """


    def __init__(self, composition_feature, api_key):
        self.composition_feature = composition_feature
        self.api_key = api_key

[docs]    def fit(self, df, y=None):
        self.original_features = df.columns
        return self


[docs]    def transform(self, df):
        # make materials project api call (uses internet)
        mpg = MaterialsProjectFeatureGeneration(df.copy(), self.api_key, self.composition_feature)
        df = mpg.generate_materialsproject_features()

        df = df.drop(self.original_features, axis=1)
        # delete missing values, generation makes a lot of garbage.
        df = clean_dataframe(df)
        assert self.composition_feature not in df.columns
        return df



[docs]class Matminer(BaseEstimator, TransformerMixin):
    """
    Class to generate structural features from matminer structure module
    Args:
        structural_features: the structure feature(s) the user wants to instantiate and generate
        structure_col: the dataframe column that contains the pymatgen structure object. Matminer needs a pymatgen
        structure object in order to instantiate the structural feature
    Methods:
        fit: pass through, needed to maintain scikit-learn class structure
        Args:
            df: (dataframe), dataframe of input x and y data
        transform: main method that iterates through rows of dataframe to create pymatgen structure objects for
        matminer routines. Iterates through list of structural features from conf file and instantiates each structure;
        drops unused dataframe columns and returns the generated features dataframe
        Args:
            df: (dataframe), dataframe containing the path of file to create pymatgen structure object which is under the structure_col
            column
        Returns:
            (dataframe), the generated features dataframe
    """

    def __init__(self, structural_features, structure_col):  # _instantiate only needs this
        # assuming dataframe is coming in with a column 'Structure' with coords.
        # where do I need to raise errors
        if type(structural_features) is str:
            structural_features = [structural_features]

        structural_features = structural_features  # structural feature is now cast as a list
        self.structural_features = structural_features  # structural feature field of class
        self.structure_col = structure_col

[docs]    def fit(self, df, y=None):
        return self


[docs]    def transform(self, df, y=None):
        # iterate through dataframe rows
        for i, rows in df.iterrows():
            f = Poscar.from_file(df.at[i, self.structure_col])
            structure = f.structure  # create pymatgen structure object
            df.at[i, self.structure_col] = structure  # replace path with structure object

        # iterate through structural_features list
        for struc_feat in range(len(self.structural_features)):
            # nested loop to check structural_features list item against matminer structures list
            for feature_name in inspect.getmembers(struc, inspect.isclass):
                # if structural feature item is a match
                if feature_name[0] == self.structural_features[struc_feat]:
                    sf = getattr(struc, self.structural_features[struc_feat])()  # instantiates the structure featurizer
                    df = sf.fit_featurize_dataframe(df, self.structure_col)  # fit_featurize_dataframe() works for all
                    # updates dataframe if the structural feature happens to be the GlobalSymmetryFeatures
                    if self.structural_features[struc_feat] == 'GlobalSymmetryFeatures':
                        df = df.drop('crystal_system', axis=1)
                        df['is_centrosymmetric'].replace(True, 1, inplace=True)
                        df['is_centrosymmetric'].replace(False, 0, inplace=True)

                    break  # structure feature was found for this iteration, repeat

        # drop unused dataframe columns for rest of application
        df = df.drop(self.structure_col, axis=1)
        df = df.drop('Material', axis=1)
        return df  # return generated dataframe


[docs]    def retrieve_mp(self, criteria, properties=["band_gap", "volume", "density", "formation_energy_per_atom"],
                    index_mpid=True, api_key=None):
        """
        Gets data from MP in a dataframe format. See api_link for more details.
        Args:
            criteria (dict): (str/dict) see MPRester.query() for a description of this
                    parameter. String examples: "mp-1234", "Fe2O3", "Li-Fe-O',
                    "\\*2O3". Dict example: {"band_gap": {"$gt": 1}}
            properties ([str]): (list) see MPRester.query() for a description of this
                    parameter. Example: ["formula", "formation_energy_per_atom"]
            plus: "structure", "initial_structure", "final_structure",
                  "bandstructure" (line mode), "bandstructure_uniform",
                  "phonon_bandstructure", "phonon_ddb", "phonon_bandstructure",
                  "phonon_dos". Note that for a long list of compounds, it may
                   take a long time to retrieve some of these objects.
            index_mpid (bool): (bool) Whether to set the materials_id as the dataframe
                    index.
            api_key: (str) Your Materials Project API key, or None if you've
                set up your pymatgen config.
        Returns (pandas.Dataframe): containing results
        notes/bugs: works pretty great, API easy to use and accurate. What to fix for
                    dataframe integration into mastml?
        """
        mp_df = MPDataRetrieval(api_key).get_dataframe(criteria, properties, index_mpid)
        mp_df = mp_df.loc[mp_df['formation_energy_per_atom'].idxmin(), :].to_frame().transpose().reset_index().drop(
            'index', axis=1)

        return mp_df


[docs]    def retrieve_citrine(self, criteria, properties, common_fields, secondary_fields, print_properties_options,
                         api_key):
        """
        Gets a Pandas dataframe object from data retrieved from
        the Citrine API.
        Args:
            criteria (dict): see get_data method for supported keys except
                    prop; prop should be included in properties.
            properties ([str]): requested properties/fields/columns.
                    For example, ["Seebeck coefficient", "Band gap"]. If unsure
                    about the exact words, capitalization, etc try something like
                    ["gap"] and "max_results": 3 and print_properties_options=True
                    to see the exact options for this field
            common_fields ([str]): fields that are common to all the requested
                    properties. Common example can be "chemicalFormula". Look for
                    suggested common fields after a quick query for more info
            secondary_fields (bool): if True, fields not included in properties
                    may be added to the output (e.g. references). Recommended only
                    if len(properties)==1'
            print_properties_options (bool): whether to print available options
                    for "properties" and "common_fields" arguments.
            api_key: (str) Your Citrine API key, or None if
                    you've set the CITRINE_KEY environment variable
        return: (object) Pandas dataframe object containing the results
        notes/bugs: criteria needs a dictionary, not specified in get_data() as mentioned,
                    and example on documentation webpage does not work. What to fix for
                    dataframe integration into mastml?
        """

        citrine_df = CitrineDataRetrieval(api_key).get_dataframe(criteria, properties, common_fields, secondary_fields,
                                                                 print_properties_options)
        return citrine_df


[docs]    def retrieve_MDF(self, criteria, anonymous=False, properties=None, unwind_arrays=True):
        mdf_df = MDFDataRetrieval(anonymous).get_dataframe(criteria, properties, unwind_arrays)
        return mdf_df


[docs]    def retrieve_MPDS(self, criteria, properties=None, api_key=None, endpoint=None):
        mpds_df = MPDSDataRetrieval(api_key, endpoint).get_dataframe(criteria, properties)
        return mpds_df


[docs]    def retrieve_AFLOW(self, criteria, properties, files=None, request_size=10000, request_limit=0, index_auid=True):
        aflow_df = AFLOWDataRetrieval().get_dataframe(criteria, properties, files, request_size, index_auid)
        return aflow_df



[docs]class NoGenerate(BaseEstimator, TransformerMixin):
    """
    Class for having a "null" transform where the output is the same as the input. Needed by MAST-ML as a placeholder if
    certain workflow aspects are not performed.

    Args:

        None

    Methods:

        fit: does nothing, just returns object instance. Needed to maintain same structure as scikit-learn classes

        Args:

            X: (dataframe), dataframe of X features

        transform: passes the input back out, in this case the array of X features

        Args:

            X: (dataframe), dataframe of X features

        Returns:

            (dataframe), dataframe of X features

    """

    def __init__(self):
        pass

[docs]    def fit(self, X, y=None):
        return self


[docs]    def transform(self, X):
        return pd.DataFrame(index=X.index)



name_to_constructor = {
    'DoNothing': NoGenerate,
    'PolynomialFeatures': PolynomialFeatures,
    'Magpie': Magpie,
    'Matminer': Matminer,
    'MaterialsProject': MaterialsProject,
    'ContainsElement': ContainsElement,
    }

[docs]def clean_dataframe(df):
    """
    Method to clean dataframes after feature generation has occurred, to remove columns that have a single missing or
    NaN value, or remove a row that is fully empty

    Args:

        df: (dataframe), a post feature generation dataframe that needs cleaning

    Returns:

        df: (dataframe), the cleaned dataframe

    """
    df = df.apply(pd.to_numeric, errors='coerce') # convert non-number to NaN

    # warn on empty rows
    before_count = df.shape[0]
    df = df.dropna(axis=0, how='all')
    lost_count = before_count - df.shape[0]
    if lost_count > 0:
        log.warning(f'Dropping {lost_count}/{before_count} rows for being totally empty')

    # drop columns with any empty cells
    before_count = df.shape[1]
    df = df.select_dtypes(['number']).dropna(axis=1)
    lost_count = before_count - df.shape[1]
    if lost_count > 0:
        log.warning(f'Dropping {lost_count}/{before_count} generated columns due to missing values')
    return df


[docs]class MagpieFeatureGeneration(object):
    """
    Class to generate new features using Magpie data and dataframe containing material compositions

    Args:

        dataframe: (pandas dataframe), dataframe containing x and y data and feature names

        composition_feature: (str), string denoting a chemical composition to generate elemental features from

        feature_types: (list), list containing types of magpie features to include in the final dataframe. Options
        include ["composition_avg", "arithmetic_avg", "max", "min", "difference", "elements"]. Specifying nothing will
        include all features.

    Methods:

        generate_magpie_features : generates magpie feature set based on compositions in dataframe

            Args:

                None

            Returns:

                dataframe: (dataframe) : dataframe containing magpie feature set
    """

    def __init__(self, dataframe, composition_feature, feature_types):
        self.dataframe = dataframe
        self.composition_feature = composition_feature
        self.feature_types = feature_types

[docs]    def generate_magpie_features(self):
        # Replace empty composition fields with empty string instead of NaN
        self.dataframe = self.dataframe.fillna('')

        compositions_raw = self.dataframe[self.composition_feature].tolist()
        # Check first entry of comps to find [] for delimiting different sublattices
        has_sublattices = False
        if '[' in compositions_raw[0]:
            if ']' in compositions_raw[0]:
                has_sublattices = True
                log.info('MAGPIE feature generation found brackets in material compositions denoting specific sublattices!')
                # Parse raw composition strings with brackets to denote compositions of different sublattices
                site_dict_list = list()
                for comp in compositions_raw:
                    sites = re.findall(r"\[([A-Za-z0-9_.]+)\]", comp)
                    site_dict = dict()
                    for i, site in enumerate(sites):
                        comp_by_site = Composition(site).as_dict()
                        site_dict['Site'+str(i+1)] = comp_by_site
                    site_dict_list.append(site_dict)

        compositions = list()
        if has_sublattices == True:
            # Parse out brackets from compositions
            for comp in compositions_raw:
                comp_split = comp.split('[')
                comp_str = ''
                for s in comp_split:
                    comp_str += s
                comp_split = comp_str.split(']')
                comp_str = ''
                for s in comp_split:
                    comp_str += s
                compositions.append(comp_str)
        else:
            compositions = compositions_raw

        if len(compositions) < 1:
            raise utils.MissingColumnError('Error! No material compositions column found in your input data file. To use this feature generation routine, you must supply a material composition for each data point')

        # Add the column of combined material compositions into the dataframe
        self.dataframe[self.composition_feature] = compositions

        # Assign each magpiedata feature set to appropriate composition name
        magpiedata_dict_composition_average = {}
        magpiedata_dict_arithmetic_average = {}
        magpiedata_dict_max = {}
        magpiedata_dict_min = {}
        magpiedata_dict_difference = {}

        magpiedata_dict_atomic_bysite = {}

        magpiedata_dict_composition_average_site1 = {}
        magpiedata_dict_arithmetic_average_site1 = {}
        magpiedata_dict_max_site1 = {}
        magpiedata_dict_min_site1 = {}
        magpiedata_dict_difference_site1 = {}

        magpiedata_dict_composition_average_site2 = {}
        magpiedata_dict_arithmetic_average_site2 = {}
        magpiedata_dict_max_site2 = {}
        magpiedata_dict_min_site2 = {}
        magpiedata_dict_difference_site2 = {}

        magpiedata_dict_composition_average_site3 = {}
        magpiedata_dict_arithmetic_average_site3 = {}
        magpiedata_dict_max_site3 = {}
        magpiedata_dict_min_site3 = {}
        magpiedata_dict_difference_site3 = {}

        magpiedata_dict_composition_average_site1site2 = {}
        magpiedata_dict_arithmetic_average_site1site2 = {}
        magpiedata_dict_max_site1site2 = {}
        magpiedata_dict_min_site1site2 = {}
        magpiedata_dict_difference_site1site2 = {}

        magpiedata_dict_composition_average_site1site3 = {}
        magpiedata_dict_arithmetic_average_site1site3 = {}
        magpiedata_dict_max_site1site3 = {}
        magpiedata_dict_min_site1site3 = {}
        magpiedata_dict_difference_site1site3 = {}

        magpiedata_dict_composition_average_site2site3 = {}
        magpiedata_dict_arithmetic_average_site2site3 = {}
        magpiedata_dict_max_site2site3 = {}
        magpiedata_dict_min_site2site3 = {}
        magpiedata_dict_difference_site2site3 = {}

        for i, composition in enumerate(compositions):
            if has_sublattices:
                magpiedata_collected = self._get_computed_magpie_features(composition=composition, data_path=MAGPIE_DATA_PATH, site_dict=site_dict_list[i])
            else:
                magpiedata_collected = self._get_computed_magpie_features(composition=composition,data_path=MAGPIE_DATA_PATH, site_dict=None)
            magpiedata_atomic_notparsed = self._get_atomic_magpie_features(composition=composition, data_path=MAGPIE_DATA_PATH)

            if has_sublattices:
                number_sites = len(site_dict_list[i].keys())
                if number_sites == 1:
                    magpiedata_composition_average = magpiedata_collected[0]
                    magpiedata_arithmetic_average = magpiedata_collected[1]
                    magpiedata_max = magpiedata_collected[2]
                    magpiedata_min = magpiedata_collected[3]
                    magpiedata_difference = magpiedata_collected[4]
                    magpiedata_composition_average_site1 = magpiedata_collected[5]
                    magpiedata_arithmetic_average_site1 = magpiedata_collected[6]
                    magpiedata_max_site1 = magpiedata_collected[7]
                    magpiedata_min_site1 = magpiedata_collected[8]
                    magpiedata_difference_site1 = magpiedata_collected[9]

                    magpiedata_dict_composition_average[composition] = magpiedata_composition_average
                    magpiedata_dict_arithmetic_average[composition] = magpiedata_arithmetic_average
                    magpiedata_dict_max[composition] = magpiedata_max
                    magpiedata_dict_min[composition] = magpiedata_min
                    magpiedata_dict_difference[composition] = magpiedata_difference

                    magpiedata_dict_composition_average_site1[composition] = magpiedata_composition_average_site1
                    magpiedata_dict_arithmetic_average_site1[composition] = magpiedata_arithmetic_average_site1
                    magpiedata_dict_max_site1[composition] = magpiedata_max_site1
                    magpiedata_dict_min_site1[composition] = magpiedata_min_site1
                    magpiedata_dict_difference_site1[composition] = magpiedata_difference_site1

                elif number_sites == 2:
                    magpiedata_composition_average = magpiedata_collected[0]
                    magpiedata_arithmetic_average = magpiedata_collected[1]
                    magpiedata_max = magpiedata_collected[2]
                    magpiedata_min = magpiedata_collected[3]
                    magpiedata_difference = magpiedata_collected[4]
                    magpiedata_composition_average_site1 = magpiedata_collected[5]
                    magpiedata_arithmetic_average_site1 = magpiedata_collected[6]
                    magpiedata_max_site1 = magpiedata_collected[7]
                    magpiedata_min_site1 = magpiedata_collected[8]
                    magpiedata_difference_site1 = magpiedata_collected[9]
                    magpiedata_composition_average_site2 = magpiedata_collected[10]
                    magpiedata_arithmetic_average_site2 = magpiedata_collected[11]
                    magpiedata_max_site2 = magpiedata_collected[12]
                    magpiedata_min_site2 = magpiedata_collected[13]
                    magpiedata_difference_site2 = magpiedata_collected[14]

                    magpiedata_dict_composition_average[composition] = magpiedata_composition_average
                    magpiedata_dict_arithmetic_average[composition] = magpiedata_arithmetic_average
                    magpiedata_dict_max[composition] = magpiedata_max
                    magpiedata_dict_min[composition] = magpiedata_min
                    magpiedata_dict_difference[composition] = magpiedata_difference

                    magpiedata_dict_composition_average_site1[composition] = magpiedata_composition_average_site1
                    magpiedata_dict_arithmetic_average_site1[composition] = magpiedata_arithmetic_average_site1
                    magpiedata_dict_max_site1[composition] = magpiedata_max_site1
                    magpiedata_dict_min_site1[composition] = magpiedata_min_site1
                    magpiedata_dict_difference_site1[composition] = magpiedata_difference_site1

                    magpiedata_dict_composition_average_site2[composition] = magpiedata_composition_average_site2
                    magpiedata_dict_arithmetic_average_site2[composition] = magpiedata_arithmetic_average_site2
                    magpiedata_dict_max_site2[composition] = magpiedata_max_site2
                    magpiedata_dict_min_site2[composition] = magpiedata_min_site2
                    magpiedata_dict_difference_site2[composition] = magpiedata_difference_site2

                elif number_sites == 3:
                    magpiedata_composition_average = magpiedata_collected[0]
                    magpiedata_arithmetic_average = magpiedata_collected[1]
                    magpiedata_max = magpiedata_collected[2]
                    magpiedata_min = magpiedata_collected[3]
                    magpiedata_difference = magpiedata_collected[4]
                    magpiedata_composition_average_site1 = magpiedata_collected[5]
                    magpiedata_arithmetic_average_site1 = magpiedata_collected[6]
                    magpiedata_max_site1 = magpiedata_collected[7]
                    magpiedata_min_site1 = magpiedata_collected[8]
                    magpiedata_difference_site1 = magpiedata_collected[9]
                    magpiedata_composition_average_site2 = magpiedata_collected[10]
                    magpiedata_arithmetic_average_site2 = magpiedata_collected[11]
                    magpiedata_max_site2 = magpiedata_collected[12]
                    magpiedata_min_site2 = magpiedata_collected[13]
                    magpiedata_difference_site2 = magpiedata_collected[14]
                    magpiedata_composition_average_site3 = magpiedata_collected[15]
                    magpiedata_arithmetic_average_site3 = magpiedata_collected[16]
                    magpiedata_max_site3 = magpiedata_collected[17]
                    magpiedata_min_site3 = magpiedata_collected[18]
                    magpiedata_difference_site3 = magpiedata_collected[19]

                    # Couplings between sites
                    magpiedata_composition_average_site1site2 = magpiedata_collected[20]
                    magpiedata_arithmetic_average_site1site2 = magpiedata_collected[21]
                    magpiedata_difference_site1site2 = magpiedata_collected[22]
                    magpiedata_composition_average_site1site3 = magpiedata_collected[23]
                    magpiedata_arithmetic_average_site1site3 = magpiedata_collected[24]
                    magpiedata_difference_site1site3 = magpiedata_collected[25]
                    magpiedata_composition_average_site2site3 = magpiedata_collected[26]
                    magpiedata_arithmetic_average_site2site3 = magpiedata_collected[27]
                    magpiedata_difference_site2site3 = magpiedata_collected[28]

                    magpiedata_dict_composition_average[composition] = magpiedata_composition_average
                    magpiedata_dict_arithmetic_average[composition] = magpiedata_arithmetic_average
                    magpiedata_dict_max[composition] = magpiedata_max
                    magpiedata_dict_min[composition] = magpiedata_min
                    magpiedata_dict_difference[composition] = magpiedata_difference

                    magpiedata_dict_composition_average_site1[composition] = magpiedata_composition_average_site1
                    magpiedata_dict_arithmetic_average_site1[composition] = magpiedata_arithmetic_average_site1
                    magpiedata_dict_max_site1[composition] = magpiedata_max_site1
                    magpiedata_dict_min_site1[composition] = magpiedata_min_site1
                    magpiedata_dict_difference_site1[composition] = magpiedata_difference_site1

                    magpiedata_dict_composition_average_site2[composition] = magpiedata_composition_average_site2
                    magpiedata_dict_arithmetic_average_site2[composition] = magpiedata_arithmetic_average_site2
                    magpiedata_dict_max_site2[composition] = magpiedata_max_site2
                    magpiedata_dict_min_site2[composition] = magpiedata_min_site2
                    magpiedata_dict_difference_site2[composition] = magpiedata_difference_site2

                    magpiedata_dict_composition_average_site3[composition] = magpiedata_composition_average_site3
                    magpiedata_dict_arithmetic_average_site3[composition] = magpiedata_arithmetic_average_site3
                    magpiedata_dict_max_site3[composition] = magpiedata_max_site3
                    magpiedata_dict_min_site3[composition] = magpiedata_min_site3
                    magpiedata_dict_difference_site3[composition] = magpiedata_difference_site3

                    # Site1+Site2 coupling
                    magpiedata_dict_composition_average_site1site2[composition] = magpiedata_composition_average_site1site2
                    magpiedata_dict_arithmetic_average_site1site2[composition] = magpiedata_arithmetic_average_site1site2
                    magpiedata_dict_difference_site1site2[composition] = magpiedata_difference_site1site2

                    # Site1+Site3 coupling
                    magpiedata_dict_composition_average_site1site3[composition] = magpiedata_composition_average_site1site3
                    magpiedata_dict_arithmetic_average_site1site3[composition] = magpiedata_arithmetic_average_site1site3
                    magpiedata_dict_difference_site1site3[composition] = magpiedata_difference_site1site3

                    # Site2+Site3 coupling
                    magpiedata_dict_composition_average_site2site3[composition] = magpiedata_composition_average_site2site3
                    magpiedata_dict_arithmetic_average_site2site3[composition] = magpiedata_arithmetic_average_site2site3
                    magpiedata_dict_difference_site2site3[composition] = magpiedata_difference_site2site3

            else:
                magpiedata_composition_average = magpiedata_collected[0]
                magpiedata_arithmetic_average = magpiedata_collected[1]
                magpiedata_max = magpiedata_collected[2]
                magpiedata_min = magpiedata_collected[3]
                magpiedata_difference = magpiedata_collected[4]

                magpiedata_dict_composition_average[composition] = magpiedata_composition_average
                magpiedata_dict_arithmetic_average[composition] = magpiedata_arithmetic_average
                magpiedata_dict_max[composition] = magpiedata_max
                magpiedata_dict_min[composition] = magpiedata_min
                magpiedata_dict_difference[composition] = magpiedata_difference

            count = 1
            magpiedata_atomic_bysite = {}
            # Also include magpie features of individual elements in the material
            for entry in magpiedata_atomic_notparsed:
                for magpiefeature, featurevalue in magpiedata_atomic_notparsed[entry].items():
                    magpiedata_atomic_bysite["Element"+str(count)+"_"+str(magpiefeature)] = featurevalue
                count += 1

            magpiedata_dict_atomic_bysite[composition] = magpiedata_atomic_bysite

        if has_sublattices:
            if number_sites == 1:
                magpiedata_dict_list = [magpiedata_dict_composition_average, magpiedata_dict_arithmetic_average,
                                    magpiedata_dict_max, magpiedata_dict_min, magpiedata_dict_difference, magpiedata_dict_atomic_bysite,
                                        magpiedata_dict_composition_average_site1, magpiedata_dict_arithmetic_average_site1,
                                        magpiedata_dict_max_site1, magpiedata_dict_min_site1, magpiedata_dict_difference_site1]
            elif number_sites == 2:
                magpiedata_dict_list = [magpiedata_dict_composition_average, magpiedata_dict_arithmetic_average,
                                    magpiedata_dict_max, magpiedata_dict_min, magpiedata_dict_difference, magpiedata_dict_atomic_bysite,
                                        magpiedata_dict_composition_average_site1, magpiedata_dict_arithmetic_average_site1,
                                        magpiedata_dict_max_site1, magpiedata_dict_min_site1, magpiedata_dict_difference_site1,
                                        magpiedata_dict_composition_average_site2, magpiedata_dict_arithmetic_average_site2,
                                        magpiedata_dict_max_site2, magpiedata_dict_min_site2, magpiedata_dict_difference_site2]
            elif number_sites == 3:
                magpiedata_dict_list = [magpiedata_dict_composition_average, magpiedata_dict_arithmetic_average,
                                    magpiedata_dict_max, magpiedata_dict_min, magpiedata_dict_difference, magpiedata_dict_atomic_bysite,
                                        magpiedata_dict_composition_average_site1, magpiedata_dict_arithmetic_average_site1,
                                        magpiedata_dict_max_site1, magpiedata_dict_min_site1, magpiedata_dict_difference_site1,
                                        magpiedata_dict_composition_average_site2, magpiedata_dict_arithmetic_average_site2,
                                        magpiedata_dict_max_site2, magpiedata_dict_min_site2, magpiedata_dict_difference_site2,
                                        magpiedata_dict_composition_average_site3, magpiedata_dict_arithmetic_average_site3,
                                        magpiedata_dict_max_site3, magpiedata_dict_min_site3, magpiedata_dict_difference_site3,
                                        magpiedata_dict_composition_average_site1site2, magpiedata_dict_arithmetic_average_site1site2, magpiedata_dict_difference_site1site2,
                                        magpiedata_dict_composition_average_site1site3, magpiedata_dict_arithmetic_average_site1site3, magpiedata_dict_difference_site1site3,
                                        magpiedata_dict_composition_average_site2site3, magpiedata_dict_arithmetic_average_site2site3, magpiedata_dict_difference_site2site3]
        else:
            magpiedata_dict_list = [magpiedata_dict_composition_average, magpiedata_dict_arithmetic_average,
                                magpiedata_dict_max, magpiedata_dict_min, magpiedata_dict_difference, magpiedata_dict_atomic_bysite]

        dataframe = self.dataframe
        magpiedata_dict_list_toinclude = list()
        if 'composition_avg' in self.feature_types:
            magpiedata_dict_list_toinclude.append(magpiedata_dict_list[0])
        if 'arithmetic_avg' in self.feature_types:
            magpiedata_dict_list_toinclude.append(magpiedata_dict_list[1])
        if 'max' in self.feature_types:
            magpiedata_dict_list_toinclude.append(magpiedata_dict_list[2])
        if 'min' in self.feature_types:
            magpiedata_dict_list_toinclude.append(magpiedata_dict_list[3])
        if 'difference' in self.feature_types:
            magpiedata_dict_list_toinclude.append(magpiedata_dict_list[4])
        if 'elements' in self.feature_types:
            magpiedata_dict_list_toinclude.append(magpiedata_dict_list[5])
        if has_sublattices is True:
            if number_sites == 1:
                if 'composition_avg' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[6])
                if 'arithmetic_avg' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[7])
                if 'max' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[8])
                if 'min' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[9])
                if 'difference' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[10])
            if number_sites == 2:
                if 'composition_avg' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[6])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[11])
                if 'arithmetic_avg' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[7])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[12])
                if 'max' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[8])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[13])
                if 'min' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[9])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[14])
                if 'difference' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[10])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[15])
            if number_sites == 3:
                if 'composition_avg' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[6])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[11])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[16])
                    if 'Site1Site2' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[21])
                    if 'Site1Site3' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[24])
                    if 'Site2Site3' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[27])
                if 'arithmetic_avg' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[7])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[12])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[17])
                    if 'Site1Site2' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[22])
                    if 'Site1Site3' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[25])
                    if 'Site2Site3' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[28])
                if 'max' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[8])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[13])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[18])
                if 'min' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[9])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[14])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[19])
                if 'difference' in self.feature_types:
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[10])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[15])
                    magpiedata_dict_list_toinclude.append(magpiedata_dict_list[20])
                    if 'Site1Site2' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[23])
                    if 'Site1Site3' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[26])
                    if 'Site2Site3' in self.feature_types:
                        magpiedata_dict_list_toinclude.append(magpiedata_dict_list[29])

        for magpiedata_dict in magpiedata_dict_list_toinclude:
            dataframe_magpie = pd.DataFrame.from_dict(data=magpiedata_dict, orient='index')
            # Need to reorder compositions in new dataframe to match input dataframe
            dataframe_magpie = dataframe_magpie.reindex(self.dataframe[self.composition_feature].tolist())
            # Need to make compositions the first column, instead of the row names
            dataframe_magpie.index.name = self.composition_feature
            dataframe_magpie.reset_index(inplace=True)
            # Merge magpie feature dataframe with originally supplied dataframe
            dataframe = DataframeUtilities().merge_dataframe_columns(dataframe1=dataframe, dataframe2=dataframe_magpie)

        return dataframe


    def _get_computed_magpie_features(self, composition, data_path, site_dict=None):
        magpiedata_composition_average = {}
        magpiedata_arithmetic_average = {}
        magpiedata_max = {}
        magpiedata_min = {}
        magpiedata_difference = {}
        magpiedata_atomic = self._get_atomic_magpie_features(composition=composition, data_path=data_path)
        composition = Composition(composition)
        element_list, atoms_per_formula_unit = self._get_element_list(composition=composition)

        # Make per-site dicts if site_dict_list specified
        if site_dict:
            number_sites = len(site_dict.keys())
            for site, comp_dict in site_dict.items():
                if site == "Site1":
                    num_site1_elements = int(len(site_dict[site].keys()))
                    site1_total = 0
                    for el, amt in comp_dict.items():
                        site1_total += amt
                if site == "Site2":
                    num_site2_elements = int(len(site_dict[site].keys()))
                    site2_total = 0
                    for el, amt in comp_dict.items():
                        site2_total += amt
                if site == "Site3":
                    num_site3_elements = int(len(site_dict[site].keys()))
                    site3_total = 0
                    for el, amt in comp_dict.items():
                        site3_total += amt
            if number_sites == 1:
                magpiedata_composition_average_site1 = {}
                magpiedata_arithmetic_average_site1 = {}
                magpiedata_max_site1 = {}
                magpiedata_min_site1 = {}
                magpiedata_difference_site1 = {}
            elif number_sites == 2:
                magpiedata_composition_average_site1 = {}
                magpiedata_arithmetic_average_site1 = {}
                magpiedata_max_site1 = {}
                magpiedata_min_site1 = {}
                magpiedata_difference_site1 = {}
                magpiedata_composition_average_site2 = {}
                magpiedata_arithmetic_average_site2 = {}
                magpiedata_max_site2 = {}
                magpiedata_min_site2 = {}
                magpiedata_difference_site2 = {}
            elif number_sites == 3:
                magpiedata_composition_average_site1 = {}
                magpiedata_arithmetic_average_site1 = {}
                magpiedata_max_site1 = {}
                magpiedata_min_site1 = {}
                magpiedata_difference_site1 = {}
                magpiedata_composition_average_site2 = {}
                magpiedata_arithmetic_average_site2 = {}
                magpiedata_max_site2 = {}
                magpiedata_min_site2 = {}
                magpiedata_difference_site2 = {}
                magpiedata_composition_average_site3 = {}
                magpiedata_arithmetic_average_site3 = {}
                magpiedata_max_site3 = {}
                magpiedata_min_site3 = {}
                magpiedata_difference_site3 = {}
                # Couplings between sites
                magpiedata_composition_average_site1site2 = {}
                magpiedata_arithmetic_average_site1site2 = {}
                magpiedata_difference_site1site2 = {}
                magpiedata_composition_average_site1site3 = {}
                magpiedata_arithmetic_average_site1site3 = {}
                magpiedata_difference_site1site3 = {}
                magpiedata_composition_average_site2site3 = {}
                magpiedata_arithmetic_average_site2site3 = {}
                magpiedata_difference_site2site3 = {}

            else:
                log.error('MASTML currently only supports up to 3 sublattices to generate site-specific MAGPIE features. '
                          'Please reduce number of sublattices an re-run MASTML.')

        # Initialize feature values to all be 0, because need to dynamically update them with weighted values in next loop.
        for magpie_feature in magpiedata_atomic[element_list[0]]:
            magpiedata_composition_average[magpie_feature] = 0
            magpiedata_arithmetic_average[magpie_feature] = 0
            magpiedata_max[magpie_feature] = 0
            magpiedata_min[magpie_feature] = 0
            magpiedata_difference[magpie_feature] = 0

            if site_dict:
                if number_sites == 1:
                    magpiedata_composition_average_site1[magpie_feature] = 0
                    magpiedata_arithmetic_average_site1[magpie_feature] = 0
                    magpiedata_max_site1[magpie_feature] = 0
                    magpiedata_min_site1[magpie_feature] = 0
                    magpiedata_difference_site1[magpie_feature] = 0
                elif number_sites == 2:
                    magpiedata_composition_average_site1[magpie_feature] = 0
                    magpiedata_arithmetic_average_site1[magpie_feature] = 0
                    magpiedata_max_site1[magpie_feature] = 0
                    magpiedata_min_site1[magpie_feature] = 0
                    magpiedata_difference_site1[magpie_feature] = 0
                    magpiedata_composition_average_site2[magpie_feature] = 0
                    magpiedata_arithmetic_average_site2[magpie_feature] = 0
                    magpiedata_max_site2[magpie_feature] = 0
                    magpiedata_min_site2[magpie_feature] = 0
                    magpiedata_difference_site2[magpie_feature] = 0
                elif number_sites == 3:
                    magpiedata_composition_average_site1[magpie_feature] = 0
                    magpiedata_arithmetic_average_site1[magpie_feature] = 0
                    magpiedata_max_site1[magpie_feature] = 0
                    magpiedata_min_site1[magpie_feature] = 0
                    magpiedata_difference_site1[magpie_feature] = 0
                    magpiedata_composition_average_site2[magpie_feature] = 0
                    magpiedata_arithmetic_average_site2[magpie_feature] = 0
                    magpiedata_max_site2[magpie_feature] = 0
                    magpiedata_min_site2[magpie_feature] = 0
                    magpiedata_difference_site2[magpie_feature] = 0
                    magpiedata_composition_average_site3[magpie_feature] = 0
                    magpiedata_arithmetic_average_site3[magpie_feature] = 0
                    magpiedata_max_site3[magpie_feature] = 0
                    magpiedata_min_site3[magpie_feature] = 0
                    magpiedata_difference_site3[magpie_feature] = 0
                    # Couplings between sites
                    magpiedata_composition_average_site1site2[magpie_feature] = 0
                    magpiedata_arithmetic_average_site1site2[magpie_feature] = 0
                    magpiedata_difference_site1site2[magpie_feature] = 0
                    magpiedata_composition_average_site1site3[magpie_feature] = 0
                    magpiedata_arithmetic_average_site1site3[magpie_feature] = 0
                    magpiedata_difference_site1site3[magpie_feature] = 0
                    magpiedata_composition_average_site2site3[magpie_feature] = 0
                    magpiedata_arithmetic_average_site2site3[magpie_feature] = 0
                    magpiedata_difference_site2site3[magpie_feature] = 0

        # Original magpie feature set
        for element in magpiedata_atomic:
            for magpie_feature, feature_value in magpiedata_atomic[element].items():
                if feature_value is not 'NaN':
                    # Composition average features
                    magpiedata_composition_average[magpie_feature] += feature_value*float(composition[element])/atoms_per_formula_unit
                    # Arithmetic average features
                    magpiedata_arithmetic_average[magpie_feature] += feature_value/len(element_list)
                    # Max features
                    if magpiedata_max[magpie_feature] > 0:
                        if feature_value > magpiedata_max[magpie_feature]:
                            magpiedata_max[magpie_feature] = feature_value
                    elif magpiedata_max[magpie_feature] == 0:
                        magpiedata_max[magpie_feature] = feature_value
                    # Min features
                    if magpiedata_min[magpie_feature] > 0:
                        if feature_value < magpiedata_min[magpie_feature]:
                            magpiedata_min[magpie_feature] = feature_value
                    elif magpiedata_min[magpie_feature] == 0:
                        magpiedata_min[magpie_feature] = feature_value
                    # Difference features (max - min)
                    magpiedata_difference[magpie_feature] = magpiedata_max[magpie_feature] - magpiedata_min[magpie_feature]

        # Site-specific magpie features
        if site_dict:
            for element in magpiedata_atomic:
                for site, comp_dict in site_dict.items():
                    magpie_data_by_site_collected = list()
                    for el, amt in comp_dict.items():
                        if el == element:
                            magpie_data_by_site_collected.append(magpiedata_atomic[element])
                    # Here, calc magpie values over the particular site
                    for magpiedata in magpie_data_by_site_collected:
                        for magpie_feature, feature_value in magpiedata.items():
                            if feature_value is not 'NaN':
                                if site == "Site1":
                                    # Composition weighted average by site
                                    magpiedata_composition_average_site1[magpie_feature] += feature_value*float(site_dict[site][element])/site1_total
                                    # Arithmetic average by site
                                    magpiedata_arithmetic_average_site1[magpie_feature] += feature_value / num_site1_elements
                                    # Max features by site
                                    if magpiedata_max_site1[magpie_feature] > 0:
                                        if feature_value > magpiedata_max_site1[magpie_feature]:
                                            magpiedata_max_site1[magpie_feature] = feature_value
                                    elif magpiedata_max_site1[magpie_feature] == 0:
                                        magpiedata_max_site1[magpie_feature] = feature_value
                                    # Min features by site
                                    if magpiedata_min_site1[magpie_feature] > 0:
                                        if feature_value < magpiedata_min_site1[magpie_feature]:
                                            magpiedata_min_site1[magpie_feature] = feature_value
                                    elif magpiedata_min_site1[magpie_feature] == 0:
                                        magpiedata_min_site1[magpie_feature] = feature_value
                                    # Difference features (max - min)
                                    magpiedata_difference_site1[magpie_feature] = magpiedata_max_site1[magpie_feature] - magpiedata_min_site1[magpie_feature]
                                elif site == "Site2":
                                    # Composition weighted average by site
                                    magpiedata_composition_average_site2[magpie_feature] += feature_value*float(site_dict[site][element])/site2_total
                                    # Arithmetic average by site
                                    magpiedata_arithmetic_average_site2[magpie_feature] += feature_value / num_site2_elements
                                    # Max features by site
                                    if magpiedata_max_site2[magpie_feature] > 0:
                                        if feature_value > magpiedata_max_site2[magpie_feature]:
                                            magpiedata_max_site2[magpie_feature] = feature_value
                                    elif magpiedata_max_site2[magpie_feature] == 0:
                                        magpiedata_max_site2[magpie_feature] = feature_value
                                    # Min features by site
                                    if magpiedata_min_site2[magpie_feature] > 0:
                                        if feature_value < magpiedata_min_site2[magpie_feature]:
                                            magpiedata_min_site2[magpie_feature] = feature_value
                                    elif magpiedata_min_site2[magpie_feature] == 0:
                                        magpiedata_min_site2[magpie_feature] = feature_value
                                    # Difference features (max - min)
                                    magpiedata_difference_site2[magpie_feature] = magpiedata_max_site2[magpie_feature] - magpiedata_min_site2[magpie_feature]
                                elif site == "Site3":
                                    # Composition weighted average by site
                                    magpiedata_composition_average_site3[magpie_feature] += feature_value*float(site_dict[site][element])/site3_total
                                    # Arithmetic average by site
                                    magpiedata_arithmetic_average_site3[magpie_feature] += feature_value / num_site3_elements
                                    # Max features by site
                                    if magpiedata_max_site3[magpie_feature] > 0:
                                        if feature_value > magpiedata_max_site3[magpie_feature]:
                                            magpiedata_max_site3[magpie_feature] = feature_value
                                    elif magpiedata_max_site3[magpie_feature] == 0:
                                        magpiedata_max_site3[magpie_feature] = feature_value
                                    # Min features by site
                                    if magpiedata_min_site3[magpie_feature] > 0:
                                        if feature_value < magpiedata_min_site3[magpie_feature]:
                                            magpiedata_min_site3[magpie_feature] = feature_value
                                    elif magpiedata_min_site3[magpie_feature] == 0:
                                        magpiedata_min_site3[magpie_feature] = feature_value
                                    # Difference features (max - min)
                                    magpiedata_difference_site3[magpie_feature] = magpiedata_max_site3[magpie_feature] - magpiedata_min_site3[magpie_feature]
                                    # Add Site couplings here
                                    magpiedata_composition_average_site1site2[magpie_feature] += (magpiedata_composition_average_site1[magpie_feature]+magpiedata_composition_average_site2[magpie_feature])/2
                                    magpiedata_arithmetic_average_site1site2[magpie_feature] += (magpiedata_arithmetic_average_site1[magpie_feature]+magpiedata_arithmetic_average_site2[magpie_feature])/2
                                    #magpiedata_difference_site1site2[magpie_feature] += abs(magpiedata_difference_site1[magpie_feature]-magpiedata_difference_site2[magpie_feature])
                                    magpiedata_difference_site1site2[magpie_feature] += max(magpiedata_max_site1[magpie_feature], magpiedata_max_site2[magpie_feature])-min(magpiedata_min_site1[magpie_feature],magpiedata_min_site2[magpie_feature])
                                    magpiedata_composition_average_site1site3[magpie_feature] += (magpiedata_composition_average_site1[magpie_feature]+magpiedata_composition_average_site3[magpie_feature])/2
                                    magpiedata_arithmetic_average_site1site3[magpie_feature] += (magpiedata_arithmetic_average_site1[magpie_feature]+magpiedata_arithmetic_average_site3[magpie_feature])/2
                                    #magpiedata_difference_site1site3[magpie_feature] += abs(magpiedata_difference_site1[magpie_feature]-magpiedata_difference_site3[magpie_feature])
                                    magpiedata_difference_site1site3[magpie_feature] += max(magpiedata_max_site1[magpie_feature],magpiedata_max_site3[magpie_feature]) - min(magpiedata_min_site1[magpie_feature], magpiedata_min_site3[magpie_feature])
                                    magpiedata_composition_average_site2site3[magpie_feature] += (magpiedata_composition_average_site2[magpie_feature]+magpiedata_composition_average_site3[magpie_feature])/2
                                    magpiedata_arithmetic_average_site2site3[magpie_feature] += (magpiedata_arithmetic_average_site2[magpie_feature]+magpiedata_arithmetic_average_site3[magpie_feature])/2
                                    #magpiedata_difference_site2site3[magpie_feature] += abs(magpiedata_difference_site2[magpie_feature]-magpiedata_difference_site3[magpie_feature])
                                    magpiedata_difference_site2site3[magpie_feature] += max(magpiedata_max_site2[magpie_feature], magpiedata_max_site3[magpie_feature]) - min(magpiedata_min_site2[magpie_feature], magpiedata_min_site3[magpie_feature])
        # Change names of features to reflect each computed type of magpie feature (max, min, etc.)
        magpiedata_composition_average_renamed = {}
        magpiedata_arithmetic_average_renamed = {}
        magpiedata_max_renamed = {}
        magpiedata_min_renamed = {}
        magpiedata_difference_renamed = {}

        for key in magpiedata_composition_average:
            magpiedata_composition_average_renamed[key+"_composition_average"] = magpiedata_composition_average[key]
        for key in magpiedata_arithmetic_average:
            magpiedata_arithmetic_average_renamed[key+"_arithmetic_average"] = magpiedata_arithmetic_average[key]
        for key in magpiedata_max:
            magpiedata_max_renamed[key+"_max_value"] = magpiedata_max[key]
        for key in magpiedata_min:
            magpiedata_min_renamed[key+"_min_value"] = magpiedata_min[key]
        for key in magpiedata_difference:
            magpiedata_difference_renamed[key+"_difference"] = magpiedata_difference[key]

        # Rename feature dicts for sublattice specific cases
        magpiedata_composition_average_site1_renamed = {}
        magpiedata_arithmetic_average_site1_renamed = {}
        magpiedata_max_site1_renamed = {}
        magpiedata_min_site1_renamed = {}
        magpiedata_difference_site1_renamed = {}
        magpiedata_composition_average_site2_renamed = {}
        magpiedata_arithmetic_average_site2_renamed = {}
        magpiedata_max_site2_renamed = {}
        magpiedata_min_site2_renamed = {}
        magpiedata_difference_site2_renamed = {}
        magpiedata_composition_average_site3_renamed = {}
        magpiedata_arithmetic_average_site3_renamed = {}
        magpiedata_max_site3_renamed = {}
        magpiedata_min_site3_renamed = {}
        magpiedata_difference_site3_renamed = {}
        # Couplings between sites
        magpiedata_composition_average_site1site2_renamed = {}
        magpiedata_arithmetic_average_site1site2_renamed = {}
        magpiedata_difference_site1site2_renamed = {}
        magpiedata_composition_average_site1site3_renamed = {}
        magpiedata_arithmetic_average_site1site3_renamed = {}
        magpiedata_difference_site1site3_renamed = {}
        magpiedata_composition_average_site2site3_renamed = {}
        magpiedata_arithmetic_average_site2site3_renamed = {}
        magpiedata_difference_site2site3_renamed = {}

        if site_dict:
            if number_sites == 1:
                for key in magpiedata_composition_average_site1:
                    magpiedata_composition_average_site1_renamed["Site1_"+ key + "_composition_average"] = magpiedata_composition_average_site1[key]
                for key in magpiedata_arithmetic_average_site1:
                    magpiedata_arithmetic_average_site1_renamed["Site1_"+ key + "_arithmetic_average"] = magpiedata_arithmetic_average_site1[key]
                for key in magpiedata_max_site1:
                    magpiedata_max_site1_renamed["Site1_"+ key + "_max_value"] = magpiedata_max_site1[key]
                for key in magpiedata_min_site1:
                    magpiedata_min_site1_renamed["Site1_"+ key + "_min_value"] = magpiedata_min_site1[key]
                for key in magpiedata_difference_site1:
                    magpiedata_difference_site1_renamed["Site1_"+ key + "_difference"] = magpiedata_difference_site1[key]
            elif number_sites == 2:
                for key in magpiedata_composition_average_site1:
                    magpiedata_composition_average_site1_renamed["Site1_"+ key + "_composition_average"] = magpiedata_composition_average_site1[key]
                for key in magpiedata_arithmetic_average_site1:
                    magpiedata_arithmetic_average_site1_renamed["Site1_"+ key + "_arithmetic_average"] = magpiedata_arithmetic_average_site1[key]
                for key in magpiedata_max_site1:
                    magpiedata_max_site1_renamed["Site1_"+ key + "_max_value"] = magpiedata_max_site1[key]
                for key in magpiedata_min_site1:
                    magpiedata_min_site1_renamed["Site1_"+ key + "_min_value"] = magpiedata_min_site1[key]
                for key in magpiedata_difference_site1:
                    magpiedata_difference_site1_renamed["Site1_"+ key + "_difference"] = magpiedata_difference_site1[key]
                for key in magpiedata_composition_average_site2:
                    magpiedata_composition_average_site2_renamed["Site2_"+ key + "_composition_average"] = magpiedata_composition_average_site2[key]
                for key in magpiedata_arithmetic_average_site2:
                    magpiedata_arithmetic_average_site2_renamed["Site2_"+ key + "_arithmetic_average"] = magpiedata_arithmetic_average_site2[key]
                for key in magpiedata_max_site2:
                    magpiedata_max_site2_renamed["Site2_"+ key + "_max_value"] = magpiedata_max_site2[key]
                for key in magpiedata_min_site2:
                    magpiedata_min_site2_renamed["Site2_"+ key + "_min_value"] = magpiedata_min_site2[key]
                for key in magpiedata_difference_site2:
                    magpiedata_difference_site2_renamed["Site2_"+ key + "_difference"] = magpiedata_difference_site2[key]
            elif number_sites == 3:
                for key in magpiedata_composition_average_site1:
                    magpiedata_composition_average_site1_renamed["Site1_"+ key + "_composition_average"] = magpiedata_composition_average_site1[key]
                for key in magpiedata_arithmetic_average_site1:
                    magpiedata_arithmetic_average_site1_renamed["Site1_"+ key + "_arithmetic_average"] = magpiedata_arithmetic_average_site1[key]
                for key in magpiedata_max_site1:
                    magpiedata_max_site1_renamed["Site1_"+ key + "_max_value"] = magpiedata_max_site1[key]
                for key in magpiedata_min_site1:
                    magpiedata_min_site1_renamed["Site1_"+ key + "_min_value"] = magpiedata_min_site1[key]
                for key in magpiedata_difference_site1:
                    magpiedata_difference_site1_renamed["Site1_"+ key + "_difference"] = magpiedata_difference_site1[key]
                for key in magpiedata_composition_average_site2:
                    magpiedata_composition_average_site2_renamed["Site2_"+ key + "_composition_average"] = magpiedata_composition_average_site2[key]
                for key in magpiedata_arithmetic_average_site2:
                    magpiedata_arithmetic_average_site2_renamed["Site2_"+ key + "_arithmetic_average"] = magpiedata_arithmetic_average_site2[key]
                for key in magpiedata_max_site2:
                    magpiedata_max_site2_renamed["Site2_"+ key + "_max_value"] = magpiedata_max_site2[key]
                for key in magpiedata_min_site2:
                    magpiedata_min_site2_renamed["Site2_"+ key + "_min_value"] = magpiedata_min_site2[key]
                for key in magpiedata_difference_site2:
                    magpiedata_difference_site2_renamed["Site2_"+ key + "_difference"] = magpiedata_difference_site2[key]
                for key in magpiedata_composition_average_site3:
                    magpiedata_composition_average_site3_renamed["Site3_"+ key + "_composition_average"] = magpiedata_composition_average_site3[key]
                for key in magpiedata_arithmetic_average_site3:
                    magpiedata_arithmetic_average_site3_renamed["Site3_"+ key + "_arithmetic_average"] = magpiedata_arithmetic_average_site3[key]
                for key in magpiedata_max_site3:
                    magpiedata_max_site3_renamed["Site3_"+ key + "_max_value"] = magpiedata_max_site3[key]
                for key in magpiedata_min_site1:
                    magpiedata_min_site3_renamed["Site3_"+ key + "_min_value"] = magpiedata_min_site3[key]
                for key in magpiedata_difference_site3:
                    magpiedata_difference_site3_renamed["Site3_"+ key + "_difference"] = magpiedata_difference_site3[key]
                # Couplings between sites
                for key in magpiedata_composition_average_site1site2:
                    magpiedata_composition_average_site1site2_renamed["Site1Site2_"+ key + "_composition_average"] = magpiedata_composition_average_site1site2[key]
                for key in magpiedata_arithmetic_average_site1site2:
                    magpiedata_arithmetic_average_site1site2_renamed["Site1Site2_" + key + "_arithmetic_average"] = magpiedata_arithmetic_average_site1site2[key]
                for key in magpiedata_difference_site1site2:
                    magpiedata_difference_site1site2_renamed["Site1Site2_" + key + "_difference"] = magpiedata_difference_site1site2[key]
                for key in magpiedata_composition_average_site1site3:
                    magpiedata_composition_average_site1site3_renamed["Site1Site3_"+ key + "_composition_average"] = magpiedata_composition_average_site1site3[key]
                for key in magpiedata_arithmetic_average_site1site3:
                    magpiedata_arithmetic_average_site1site3_renamed["Site1Site3_" + key + "_arithmetic_average"] = magpiedata_arithmetic_average_site1site3[key]
                for key in magpiedata_difference_site1site3:
                    magpiedata_difference_site1site3_renamed["Site1Site3_" + key + "_difference"] = magpiedata_difference_site1site3[key]
                for key in magpiedata_composition_average_site2site3:
                    magpiedata_composition_average_site2site3_renamed["Site2Site3_"+ key + "_composition_average"] = magpiedata_composition_average_site2site3[key]
                for key in magpiedata_arithmetic_average_site2site3:
                    magpiedata_arithmetic_average_site2site3_renamed["Site2Site3_" + key + "_arithmetic_average"] = magpiedata_arithmetic_average_site2site3[key]
                for key in magpiedata_difference_site2site3:
                    magpiedata_difference_site2site3_renamed["Site2Site3_" + key + "_difference"] = magpiedata_difference_site2site3[key]
        if site_dict:
            if number_sites == 1:
                return (magpiedata_composition_average_renamed, magpiedata_arithmetic_average_renamed,
                        magpiedata_max_renamed, magpiedata_min_renamed, magpiedata_difference_renamed,
                        magpiedata_composition_average_site1_renamed, magpiedata_arithmetic_average_site1_renamed,
                        magpiedata_max_site1_renamed, magpiedata_min_site1_renamed, magpiedata_difference_site1_renamed)
            elif number_sites == 2:
                return (magpiedata_composition_average_renamed, magpiedata_arithmetic_average_renamed,
                        magpiedata_max_renamed, magpiedata_min_renamed, magpiedata_difference_renamed,
                        magpiedata_composition_average_site1_renamed, magpiedata_arithmetic_average_site1_renamed,
                        magpiedata_max_site1_renamed, magpiedata_min_site1_renamed, magpiedata_difference_site1_renamed,
                        magpiedata_composition_average_site2_renamed, magpiedata_arithmetic_average_site2_renamed,
                        magpiedata_max_site2_renamed, magpiedata_min_site2_renamed, magpiedata_difference_site2_renamed)
            elif number_sites == 3:
                return (magpiedata_composition_average_renamed, magpiedata_arithmetic_average_renamed,
                        magpiedata_max_renamed, magpiedata_min_renamed, magpiedata_difference_renamed,
                        magpiedata_composition_average_site1_renamed, magpiedata_arithmetic_average_site1_renamed,
                        magpiedata_max_site1_renamed, magpiedata_min_site1_renamed, magpiedata_difference_site1_renamed,
                        magpiedata_composition_average_site2_renamed, magpiedata_arithmetic_average_site2_renamed,
                        magpiedata_max_site2_renamed, magpiedata_min_site2_renamed, magpiedata_difference_site2_renamed,
                        magpiedata_composition_average_site3_renamed, magpiedata_arithmetic_average_site3_renamed,
                        magpiedata_max_site3_renamed, magpiedata_min_site3_renamed, magpiedata_difference_site3_renamed,
                        magpiedata_composition_average_site1site2_renamed, magpiedata_arithmetic_average_site1site2_renamed, magpiedata_difference_site1site2_renamed,
                        magpiedata_composition_average_site1site3_renamed, magpiedata_arithmetic_average_site1site3_renamed, magpiedata_difference_site1site3_renamed,
                        magpiedata_composition_average_site2site3_renamed, magpiedata_arithmetic_average_site2site3_renamed, magpiedata_difference_site2site3_renamed)
        else:
            return (magpiedata_composition_average_renamed, magpiedata_arithmetic_average_renamed,
                    magpiedata_max_renamed, magpiedata_min_renamed, magpiedata_difference_renamed)

    def _get_atomic_magpie_features(self, composition, data_path):
        # Get .table files containing feature values for each element, assign file names as feature names
        magpie_feature_names = []
        for f in os.listdir(data_path):
            if '.table' in f:
                magpie_feature_names.append(f[:-6])

        composition = Composition(composition)
        element_list, atoms_per_formula_unit = self._get_element_list(composition=composition)

        element_dict = {}
        for element in element_list:
            element_dict[element] = Element(element).Z

        magpiedata_atomic = {}
        for k, v in element_dict.items():
            atomic_values = {}
            for feature_name in magpie_feature_names:
                f = open(data_path + '/' + feature_name + '.table', 'r')
                # Get Magpie data of relevant atomic numbers for this composition
                for line, feature_value in enumerate(f.readlines()):
                    if line + 1 == v:
                        if "Missing" not in feature_value and "NA" not in feature_value:
                            if feature_name != "OxidationStates":
                                try:
                                    atomic_values[feature_name] = float(feature_value.strip())
                                except ValueError:
                                    atomic_values[feature_name] = 'NaN'
                        if "Missing" in feature_value:
                            atomic_values[feature_name] = 'NaN'
                        if "NA" in feature_value:
                            atomic_values[feature_name] = 'NaN'
                f.close()
            magpiedata_atomic[k] = atomic_values

        return magpiedata_atomic

    def _get_element_list(self, composition):
        element_amounts = composition.get_el_amt_dict()
        atoms_per_formula_unit = 0
        for v in element_amounts.values():
            atoms_per_formula_unit += v

        # Get list of unique elements present
        element_list = []
        for k in element_amounts:
            if k not in element_list:
                element_list.append(k)

        return element_list, atoms_per_formula_unit


[docs]class MaterialsProjectFeatureGeneration(object):
    """
    Class to generate new features using Materials Project data and dataframe containing material compositions
    Datarame must have a column named "Material compositions".

    Args:
        dataframe: (dataframe), dataframe containing x and y data and feature names

        mapi_key: (str), string denoting your Materials Project API key

        composition_feature: (str), string denoting a chemical composition to generate elemental features from

    Methods:

        generate_materialsproject_features : generates materials project feature set based on compositions in dataframe

            Args:

                None

            Returns:
                dataframe: (dataframe), dataframe containing materials project feature set
    """
    def __init__(self, dataframe, mapi_key, composition_feature):
        self.dataframe = dataframe
        self.mapi_key = mapi_key
        self.composition_feature = composition_feature

[docs]    def generate_materialsproject_features(self):
        try:
            compositions = self.dataframe[self.composition_feature]
        except KeyError as e:
            raise utils.MissingColumnError(f'No column named {self.composition_feature} in csv file')

        mpdata_dict_composition = {}

        # before: 11 hits for a total of ~6 seconds
        #for composition in compositions:
        #    composition_data_mp = self._get_data_from_materials_project(composition=composition)
        #    mpdata_dict_composition[composition] = composition_data_mp
        # after: 2.5 seconds!!!
        pool = multiprocessing.Pool(processes=20)
        #comp_data_mp = pool.map(self._get_data_from_materials_project, compositions)
        comp_data_mp = map(self._get_data_from_materials_project, compositions)

        mpdata_dict_composition.update(dict(zip(compositions, comp_data_mp)))

        dataframe = self.dataframe
        dataframe_mp = pd.DataFrame.from_dict(data=mpdata_dict_composition, orient='index')
        # Need to reorder compositions in new dataframe to match input dataframe
        dataframe_mp = dataframe_mp.reindex(self.dataframe[self.composition_feature].tolist())
        # Need to make compositions the first column, instead of the row names
        dataframe_mp.index.name = self.composition_feature
        dataframe_mp.reset_index(inplace=True)
        # Need to delete duplicate column before merging dataframes
        del dataframe_mp[self.composition_feature]
        # Merge magpie feature dataframe with originally supplied dataframe
        dataframe = DataframeUtilities().merge_dataframe_columns(dataframe1=dataframe, dataframe2=dataframe_mp)

        return dataframe


    def _get_data_from_materials_project(self, composition):
        mprester = MPRester(self.mapi_key)
        structure_data_list = mprester.get_data(chemsys_formula_id=composition)

        # Sort structures by stability (i.e. E above hull), and only return most stable compound data
        if len(structure_data_list) > 0:
            structure_data_list = sorted(structure_data_list, key=lambda e_above: e_above['e_above_hull'])
            structure_data_most_stable = structure_data_list[0]
        else:
            structure_data_most_stable = {}

        # Trim down the full Materials Project data dict to include only quantities relevant to make features
        structure_data_dict_condensed = {}
        property_list = ["G_Voigt_Reuss_Hill", "G_Reuss", "K_Voigt_Reuss_Hill", "K_Reuss", "K_Voigt", "G_Voigt", "G_VRH",
                         "homogeneous_poisson", "poisson_ratio", "universal_anisotropy", "K_VRH", "elastic_anisotropy",
                         "band_gap", "e_above_hull", "formation_energy_per_atom", "nelements", "energy_per_atom", "volume",
                         "density", "total_magnetization", "number"]
        elastic_property_list = ["G_Voigt_Reuss_Hill", "G_Reuss", "K_Voigt_Reuss_Hill", "K_Reuss", "K_Voigt", "G_Voigt",
                                 "G_VRH", "homogeneous_poisson", "poisson_ratio", "universal_anisotropy", "K_VRH", "elastic_anisotropy"]
        if len(structure_data_list) > 0:
            for prop in property_list:
                if prop in elastic_property_list:
                    try:
                        structure_data_dict_condensed[prop] = structure_data_most_stable["elasticity"][prop]
                    except TypeError:
                        structure_data_dict_condensed[prop] = ''
                elif prop == "number":
                    try:
                        structure_data_dict_condensed["Spacegroup_"+prop] = structure_data_most_stable["spacegroup"][prop]
                    except TypeError:
                        structure_data_dict_condensed[prop] = ''
                else:
                    try:
                        structure_data_dict_condensed[prop] = structure_data_most_stable[prop]
                    except TypeError:
                        structure_data_dict_condensed[prop] = ''
        else:
            for prop in property_list:
                if prop == "number":
                    structure_data_dict_condensed["Spacegroup_"+prop] = ''
                else:
                    structure_data_dict_condensed[prop] = ''

        if all(val == '' for _, val in structure_data_dict_condensed.items()):
            log.warning(f'No data found for composition "{composition}" using materials project')
        else:
            log.info(f'MAterials Project Feature Generation {composition} {structure_data_dict_condensed}')
        return structure_data_dict_condensed


[docs]class DataframeUtilities(object):
    """
    Class of basic utilities for dataframe manipulation, and exchanging between dataframes and numpy arrays

    Args:

        None

    Methods:

        merge_dataframe_columns : merge two dataframes by concatenating the column names (duplicate columns omitted)

            Args:

                dataframe1: (dataframe), a pandas dataframe object

                dataframe2: (dataframe), a pandas dataframe object

            Returns:

                dataframe: (dataframe), merged dataframe

        merge_dataframe_rows : merge two dataframes by concatenating the row contents (duplicate rows omitted)

            Args:

                dataframe1: (dataframe), a pandas dataframe object

                dataframe2: (dataframe), a pandas dataframe object

            Returns:

                dataframe: (dataframe), merged dataframe

        get_dataframe_statistics : obtain basic statistics about data contained in the dataframe

            Args:

                dataframe: (dataframe), a pandas dataframe object

            Returns:

                dataframe_stats: (dataframe), dataframe containing input dataframe statistics

        dataframe_to_array : transform a pandas dataframe to a numpy array

            Args:

                dataframe: (dataframe), a pandas dataframe object

            Returns:

                array: (numpy array), a numpy array representation of the inputted dataframe

        array_to_dataframe : transform a numpy array to a pandas dataframe

            Args:

                array: (numpy array), a numpy array

            Returns:

                dataframe: (dataframe), a pandas dataframe representation of the inputted numpy array

        concatenate_arrays : merge two numpy arrays by concatenating along the columns

            Args:

                Xarray: (numpy array), a numpy array object

                yarray: (numpy array), a numpy array object

            Returns:

                array: (numpy array), a numpy array merging the two input arrays

        assign_columns_as_features : adds column names to dataframe based on the x and y feature names

            Args:

                dataframe: (dataframe), a pandas dataframe object

                x_features: (list), list containing x feature names

                y_feature: (str), target feature name

            Returns:

                dataframe: (dataframe), dataframe containing same data as input, with columns labeled with features

        save_all_dataframe_statistics : obtain dataframe statistics and save it to a csv file

            Args:

                dataframe: (dataframe), a pandas dataframe object

                data_path: (str), file path to save dataframe statistics to

            Returns:

                fname: (str), name of file dataframe stats saved to

    """
[docs]    @classmethod
    def merge_dataframe_columns(cls, dataframe1, dataframe2):
        dataframe = pd.concat([dataframe1, dataframe2], axis=1, join='outer')
        return dataframe


[docs]    @classmethod
    def merge_dataframe_rows(cls, dataframe1, dataframe2):
        dataframe = pd.merge(left=dataframe1, right=dataframe2, how='outer')
        #dataframe = pd.concat([dataframe1, dataframe2], axis=1, join='outer')
        return dataframe


[docs]    @classmethod
    def get_dataframe_statistics(cls, dataframe):
        dataframe_stats = dataframe.describe(include='all')
        return dataframe_stats


[docs]    @classmethod
    def dataframe_to_array(cls, dataframe):
        array = np.asarray(dataframe)
        return array


[docs]    @classmethod
    def array_to_dataframe(cls, array):
        dataframe = pd.DataFrame(data=array, index=range(0, len(array)))
        return dataframe


[docs]    @classmethod
    def concatenate_arrays(cls, X_array, y_array):
        array = np.concatenate((X_array, y_array), axis=1)
        return array


[docs]    @classmethod
    def assign_columns_as_features(cls, dataframe, x_features, y_feature, remove_first_row=True):
        column_dict = {}
        x_and_y_features = [feature for feature in x_features]
        x_and_y_features.append(y_feature)
        for i, feature in enumerate(x_and_y_features):
            column_dict[i] = feature
        dataframe = dataframe.rename(columns=column_dict)
        if remove_first_row == bool(True):
            dataframe = dataframe.drop([0])  # Need to remove feature names from first row so can obtain data
        return dataframe


[docs]    @classmethod
    def save_all_dataframe_statistics(cls, dataframe, configdict):
        dataframe_stats = cls.get_dataframe_statistics(dataframe=dataframe)
        # Need configdict to get save path
        #if not configfile_path:
        #    configdict = ConfigFileParser(configfile=sys.argv[1]).get_config_dict(path_to_file=os.getcwd())
            #data_path_name = data_path.split('./')[1]
            #data_path_name = data_path_name.split('.csv')[0]
        #    data_path_name = configdict['General Setup']['target_feature']
        #else:
        #    configdict = ConfigFileParser(configfile=configfile_name).get_config_dict(path_to_file=configfile_path)
        data_path_name = configdict['General Setup']['target_feature'] # TODO
        fname = configdict['General Setup']['save_path'] + "/" + 'input_data_statistics_'+data_path_name+'.csv'
        dataframe_stats.to_csv(fname, index=True)
        return fname



# Old Citrine classes likely to be deleted
"""
    class Citrine(BaseEstimator, TransformerMixin):


        Class that wraps CitrineFeatureGeneration, giving it scikit-learn structure

        Args:

            composition_feature: (str), string denoting a chemical composition to generate elemental features from

            api_key: (str), string denoting your Citrine API key

        Methods:

            fit: pass through, copies input columns as pre-generated features

            Args:

                df: (dataframe), input dataframe containing X and y data

            transform: generate Citrine features

            Args:

                df: (dataframe), input dataframe containing X and y data

            Returns:

                df: (dataframe), output dataframe containing generated features, original features and y data




        def __init__(self, composition_feature, api_key):
            self.composition_feature = composition_feature
            self.api_key = api_key

        def fit(self, df, y=None):
            self.original_features = df.columns
            return self

        def transform(self, df):
            # make citrine api call (uses internet)
            cfg = CitrineFeatureGeneration(df.copy(), self.api_key, self.composition_feature)
            df = cfg.generate_citrine_features()

            df = df.drop(self.original_features, axis=1)
            # delete missing values, generation makes a lot of garbage.
            df = clean_dataframe(df)
            assert self.composition_feature not in df.columns
            return df
    """

"""
class CitrineFeatureGeneration(object):

    Class to generate new features using Citrine data and dataframe containing material compositions
    Datarame must have a column named "Material compositions".

    Args:
        dataframe: (dataframe), dataframe containing x and y data and feature names

        api_key: (str), your Citrination API key

        composition_feature: (str), string denoting a chemical composition to generate elemental features from

    Methods:

        generate_citrine_features : generates Citrine feature set based on compositions in dataframe

            Args:

                None

            Returns:

                dataframe: (dataframe), dataframe containing citrine generated feature set

    def __init__(self, dataframe, api_key, composition_feature):
        self.dataframe = dataframe
        self.api_key = api_key
        self.client = CitrinationClient(api_key, 'https://citrination.com')
        self.composition_feature = composition_feature

    def generate_citrine_features(self):
        log.warning('WARNING: You have specified generation of features from Citrine. Based on which'
              ' materials you are interested in, there may be many records to parse through, thus'
              ' this routine may take a long time to complete!')
        try:
            compositions = self.dataframe[self.composition_feature].tolist()
        except KeyError as e:
            log.error(f'original python error: {str(e)}')
            raise utils.MissingColumnError('Error! No column named {self.composition_feature} found in your input data file. '
                    'To use this feature generation routine, you must supply a material composition for each data point')
        citrine_dict_property_min = dict()
        citrine_dict_property_max = dict()
        citrine_dict_property_avg = dict()

        # before: ~11 seconds
        # made into a func so we can do requests in parallel

        # now like 1.8 secs!
        pool = multiprocessing.Pool(processes=20)
        #result_tuples = pool.map(self._load_composition, compositions)
        result_tuples = map(self._load_composition, compositions)

        for comp, (prop_min, prop_max, prop_avg) in zip(compositions, result_tuples):
            citrine_dict_property_min[comp] = prop_min
            citrine_dict_property_max[comp] = prop_max
            citrine_dict_property_avg[comp] = prop_avg

        dataframe = self.dataframe
        citrine_dict_list = [citrine_dict_property_min, citrine_dict_property_max, citrine_dict_property_avg]
        for citrine_dict in citrine_dict_list:
            dataframe_citrine = pd.DataFrame.from_dict(data=citrine_dict, orient='index')
            # Need to reorder compositions in new dataframe to match input dataframe
            dataframe_citrine = dataframe_citrine.reindex(self.dataframe[self.composition_feature].tolist())
            # Need to make compositions the first column, instead of the row names
            dataframe_citrine.index.name = self.composition_feature
            dataframe_citrine.reset_index(inplace=True)
            # Need to delete duplicate column before merging dataframes
            del dataframe_citrine[self.composition_feature]
            # Merge magpie feature dataframe with originally supplied dataframe
            dataframe = DataframeUtilities().merge_dataframe_columns(dataframe1=dataframe, dataframe2=dataframe_citrine)

        return dataframe

    def _load_composition(self, composition):
        pifquery = self._get_pifquery(composition=composition)
        property_name_list, property_value_list = self._get_pifquery_property_list(pifquery=pifquery)
        #print("Citrine Feature Generation: ", composition, property_name_list, property_value_list)
        property_names_unique, parsed_property_min, parsed_property_max, parsed_property_avg = self._parse_pifquery_property_list(property_name_list=property_name_list, property_value_list=property_value_list)
        return parsed_property_min, parsed_property_max, parsed_property_avg

    def _get_pifquery(self, composition):
        # TODO: does this stop csv generation on first invalid composition?
        # TODO: Is there a way to send many compositions in one call to citrine?
        pif_query = PifQuery(system=SystemQuery(chemical_formula=ChemicalFieldQuery(filter=ChemicalFilter(equal=composition))))
        # Check if any results found
        if 'hits' not in self.client.search(pif_query).as_dictionary():
            raise KeyError('No results found!')
        pifquery = self.client.search(pif_query).as_dictionary()['hits']
        return pifquery

    def _get_pifquery_property_list(self, pifquery):
        property_name_list = list()
        property_value_list = list()
        accepted_properties_list = [
            'mass', 'space group', 'band', 'Band', 'energy', 'volume', 'density', 'dielectric',
            'Dielectric', 'Enthalpy', 'Convex', 'Magnetization', 'Elements', 'Modulus', 'Shear',
            "Poisson's", 'Elastic', 'Energy'
        ]

        for result_number, results in enumerate(pifquery):
            for i, dictionary in enumerate(results['system']['properties']):
                if 'name' not in dictionary or dictionary['name'] == "CIF File": continue
                value = dictionary['name']
                for entry in accepted_properties_list:
                    if entry not in value: continue
                    property_name_list.append(value)
                    try:
                        property_value_list.append(
                            float(dictionary['scalars'][0]['value']))
                    except (ValueError, KeyError):
                        property_name_list.pop(-1)
                        continue

        #for result_number, results in enumerate(pifquery):
        #    property_value = results['system']['properties']
        #    for list_index, list_element in enumerate(property_value):
        #        for name, value in property_value[list_index].items():
        #            if name == 'name' and value != "CIF File":
        #                for entry in accepted_properties_list:
        #                    if entry in value:
        #                        property_name_list.append(value)
        #                        try:
        #                            property_value_list.append(
        #                                float(property_value[list_index]['scalars'][0]['value']))
        #                        except (ValueError, KeyError):
        #                            # print('found something to remove', property_value[list_index]['scalars'][0]['value'])
        #                            property_name_list.pop(-1)
        #                            continue

        return property_name_list, property_value_list

    def _parse_pifquery_property_list(self, property_name_list, property_value_list):
        parsed_property_max = dict()
        parsed_property_min = dict()
        parsed_property_avg = dict()
        property_names_unique = list()
        if len(property_name_list) != len(property_value_list):
            print('Error! Length of property name and property value lists are not the same. There must be a bug in the _get_pifquerey_property_list method')
            raise IndexError("property_name_list and property_value_list are not the same size.")
        else:
            # Get unique property names
            for name in property_name_list:
                if name not in property_names_unique:
                    property_names_unique.append(name)
            for unique_name in property_names_unique:
                unique_property = list()
                unique_property_avg = 0
                count = 0
                for i, name in enumerate(property_name_list):
                    # Only include property values whose name are same as those in unique_name list
                    if name == unique_name:
                        count += 1 # count how many instances of the same property occur
                        unique_property_avg += property_value_list[i]
                        unique_property.append(property_value_list[i])
                unique_property_min = min(entry for entry in unique_property)
                unique_property_max = max(entry for entry in unique_property)
                unique_property_avg = unique_property_avg/count
                parsed_property_min[str(unique_name)+"_min"] = unique_property_min
                parsed_property_max[str(unique_name) + "_max"] = unique_property_max
                parsed_property_avg[str(unique_name) + "_avg"] = unique_property_avg

        return property_names_unique, parsed_property_min, parsed_property_max, parsed_property_avg
"""




          

      

      

    

  

    
      
          
            
  Source code for mastml.legos.feature_normalizers

"""
This module contains a collection of classes and methods for normalizing features. Also included is connection with
scikit-learn methods. See http://scikit-learn.org/stable/modules/classes.html#module-sklearn.preprocessing for more info.
"""

from functools import wraps

import pandas as pd
from sklearn.base import BaseEstimator, TransformerMixin
from sklearn.preprocessing import MinMaxScaler, Binarizer, StandardScaler, MaxAbsScaler, Normalizer, \
QuantileTransformer, RobustScaler, OneHotEncoder


from mastml.legos import util_legos

# TODO: add all sklearn preprocessors
# http://scikit-learn.org/stable/modules/classes.html#module-sklearn.preprocessing

[docs]def dataframify(transform):
    """
    Method which is a decorator transforms output of scikit-learn feature normalizers from array to dataframe.
    Enables preservation of column names.

    Args:

        transform: (function), a scikit-learn feature selector that has a transform method

    Returns:

        new_transform: (function), an amended version of the transform method that returns a dataframe

    """

    @wraps(transform)
    def new_transform(self, df):
        arr = transform(self, df.values)
        return pd.DataFrame(arr, columns=df.columns, index=df.index)
    return new_transform


[docs]class MeanStdevScaler(BaseEstimator, TransformerMixin):
    """
    Class designed to normalize input data to a specified mean and standard deviation

    Args:

        mean: (int/float), specified normalized mean of the data

        stdev: (int/float), specified normalized standard deviation of the data

    Methods:

        fit: Obtains initial mean and stdev of data

            Args:

                df: (dataframe), dataframe of values to be normalized

            Returns:

                (self, the object instance)

        transform: Normalizes the data to new mean and stdev values

            Args:

                df: (dataframe), dataframe of values to be normalized

            Returns:

                (dataframe), dataframe containing re-normalized data and any data that wasn't normalized

        inverse_transform: Un-normalizes the data to the old mean and stdev values

            Args:

                df: (dataframe), dataframe of values to be un-normalized

            Returns:

                (dataframe), dataframe containing un-normalized data and any data that wasn't normalized

    """

    def __init__(self, features=None, mean=0, stdev=1):
        self.features = features
        self.mean = mean
        self.stdev = stdev

[docs]    def fit(self, df, y=None):
        if self.features is None:
            self.features = df.columns
        self.old_mean  = df[self.features].values.mean()
        self.old_stdev = df[self.features].values.std()
        return self


[docs]    def transform(self, df):
        array = df[self.features].values
        array = ((array - self.old_mean) / self.old_stdev) * self.stdev + self.mean
        same = df.drop(columns=self.features)
        changed = pd.DataFrame(array, columns=self.features, index=df.index) # don't forget index!!
        return pd.concat([same, changed], axis=1)


[docs]    def inverse_transform(self, df):
        array = df[self.features].values
        array = ((array - self.mean) / self.stdev) * self.old_stdev + self.old_mean
        same = df.drop(columns=self.features)
        changed = pd.DataFrame(array, columns=self.features, index=df.index)
        return pd.concat([same, changed], axis=1)



MinMaxScaler.transform = dataframify(MinMaxScaler.transform)
Binarizer.transform = dataframify(Binarizer.transform)
StandardScaler.transform = dataframify(StandardScaler.transform)
MaxAbsScaler.transform = dataframify(MaxAbsScaler.transform)
Normalizer.transform = dataframify(Normalizer.transform)
QuantileTransformer.transform = dataframify(QuantileTransformer.transform)
RobustScaler.transform = dataframify(RobustScaler.transform)
OneHotEncoder.transform = dataframify(OneHotEncoder.transform)

name_to_constructor = {
    'Binarizer': Binarizer,
    'MeanStdevScaler': MeanStdevScaler,
    'MinMaxScaler': MinMaxScaler,
    'MaxAbsScaler': MaxAbsScaler,
    'Normalizer': Normalizer,
    'QuantileTransformer': QuantileTransformer,
    'RobustScaler': RobustScaler,
    'OneHotEncoder': OneHotEncoder,
    'DoNothing': util_legos.DoNothing,
    'StandardScaler': StandardScaler
}




          

      

      

    

  

    
      
          
            
  Source code for mastml.legos.feature_selectors

"""
This module contains a collection of classes and methods for selecting features, and interfaces with scikit-learn feature
selectors. More information on scikit-learn feature selectors is available at:

http://scikit-learn.org/stable/modules/classes.html#module-sklearn.feature_selection
"""

from functools import wraps
import warnings
import numpy as np
from mastml.metrics import root_mean_squared_error

import pandas as pd
from sklearn.base import BaseEstimator, TransformerMixin
from sklearn.decomposition import PCA
import sklearn.feature_selection as fs
from mlxtend.feature_selection import SequentialFeatureSelector
import os, logging

## XIYU's import for PearsonSelector
import copy
from numpy import cov
import xlsxwriter
from scipy.stats import pearsonr
##

log = logging.getLogger('mastml')

from mastml.legos import util_legos

[docs]def dataframify_selector(transform):
    """
    Method which transforms output of scikit-learn feature selectors from array to dataframe. Enables preservation of column names.

    Args:

        transform: (function), a scikit-learn feature selector that has a transform method

    Returns:

        new_transform: (function), an amended version of the transform method that returns a dataframe

    """

    @wraps(transform)
    def new_transform(self, df):
        if isinstance(df, pd.DataFrame):
            return df[df.columns[self.get_support(indices=True)]]
        else: # just in case you try to use it with an array ;)
            return df
    return new_transform


[docs]def dataframify_new_column_names(transform, name):
    """
    Method which transforms output of scikit-learn feature selectors to dataframe, and adds column names

    Args:

        transform: (function), a scikit-learn feature selector that has a transform method

        name: (str), name of the feature selector

    Returns:

        new_transform: (function), an amended version of the transform method that returns a dataframe

    """

    def new_transform(self, df):
        arr = transform(self, df.values)
        labels = [name+str(i) for i in range(arr.shape[1])]
        return pd.DataFrame(arr, columns=labels)
    return new_transform


[docs]def fitify_just_use_values(fit):
    """
    Method which enables a feature selector fit method to operate on dataframes

    Args:

        fit: (function), a scikit-learn feature selector object with a fit method

    Returns:

        new_fit: (function), an amended version of the fit method that uses dataframes as input

    """

    def new_fit(self, X_df, y_df):
        return fit(self, X_df.values, y_df.values)
    return new_fit


score_func_selectors = {
    'GenericUnivariateSelect': fs.GenericUnivariateSelect, # Univariate feature selector with configurable strategy.
    'SelectFdr': fs.SelectFdr, # Filter: Select the p-values for an estimated false discovery rate
    'SelectFpr': fs.SelectFpr, # Filter: Select the pvalues below alpha based on a FPR test.
    'SelectFwe': fs.SelectFwe, # Filter: Select the p-values corresponding to Family-wise error rate
    'SelectKBest': fs.SelectKBest, # Select features according to the k highest scores.
    'SelectPercentile': fs.SelectPercentile, # Select features according to a percentile of the highest scores.
}

model_selectors = { # feature selectors which take a model instance as first parameter
    'RFE': fs.RFE, # Feature ranking with recursive feature elimination.
    'RFECV': fs.RFECV, # Feature ranking with recursive feature elimination and cross-validated selection of the best number of features.
    'SelectFromModel': fs.SelectFromModel, # Meta-transformer for selecting features based on importance weights.
}

other_selectors = {
    'VarianceThreshold': fs.VarianceThreshold, # Feature selector that removes all low-variance features.
}

# Union together the above dicts for the primary export:
name_to_constructor = dict(**score_func_selectors, **model_selectors, **other_selectors)

# Modify all sklearn transform methods to return dataframes:
for constructor in name_to_constructor.values():
    constructor.old_transform = constructor.transform
    constructor.transform = dataframify_selector(constructor.transform)


[docs]class EnsembleModelFeatureSelector(object):
    """
    Class custom-written for MAST-ML to conduct selection of features with ensemble model feature importances

    Args:

        estimator: (scikit-learn model/estimator object), a scikit-learn model/estimator

        k_features: (int), the number of features to select

    Methods:

        fit: performs feature selection

            Args:

                X: (dataframe), dataframe of X features

                y: (dataframe), dataframe of y data


            Returns:

                None

        transform: performs the transform to generate output of only selected features

            Args:

                X: (dataframe), dataframe of X features

            Returns:

                dataframe: (dataframe), dataframe of selected X features

    """
    def __init__(self, estimator, k_features):
        self.estimator = estimator
        self.k_features = k_features
        # Check that a correct model was passed in
        self._check_model()
        self.selected_features = list()

    def _check_model(self):
        if self.estimator.__class__.__name__ not in ['RandomForestRegressor', 'ExtraTreesRegressor', 'GradientBoostingRegressor']:
            raise ValueError('Models used in EnsembleModelFeatureSelector must be one of RandomForestRegressor, ExtraTreesRegressor, GradientBoostingRegressor')
        return

[docs]    def fit(self, X, y=None):
        feature_importances = self.estimator.fit(X, y).feature_importances_
        feature_importance_dict = dict()
        for col, f in zip(X.columns.tolist(), feature_importances):
            feature_importance_dict[col] = f
        feature_importances_sorted = sorted(((f, col) for col, f in feature_importance_dict.items()), reverse=True)
        sorted_features_list = [f[1] for f in feature_importances_sorted]
        self.selected_features = sorted_features_list[0:self.k_features]
        return self


[docs]    def transform(self, X):
        df = X[self.selected_features]
        return df



[docs]class PearsonSelector(object):
    """
    Class custom-written for MAST-ML to conduct selection of features based on Pearson correlation coefficent between
    features and target. Can also be used for dimensionality reduction by removing redundant features highly correlated
    with each other.

    Args:

        threshold_between_features: (float), the threshold to decide whether redundant features are removed. Should be
        a decimal value between 0 and 1. Only used if remove_highly_correlated_features is True

        threshold_with_target: (float), the threshold to decide whether a given feature is sufficiently correlated with
        the target feature and thus kept as a selected feature. Should be a decimal value between 0 and 1.

        remove_highly_correlated_features: (bool), whether to remove features highly correlated with each other

        k_features: (int), the number of features to select

    Methods:

        fit: performs feature selection

            Args:

                X: (dataframe), dataframe of X features

                y: (dataframe), dataframe of y data


            Returns:

                None

        transform: performs the transform to generate output of only selected features

            Args:

                X: (dataframe), dataframe of X features

            Returns:

                dataframe: (dataframe), dataframe of selected X features

    """
    def __init__(self, threshold_between_features, threshold_with_target, remove_highly_correlated_features, k_features):
        self.threshold_between_features = threshold_between_features
        self.threshold_with_target = threshold_with_target
        self.remove_highly_correlated_features = remove_highly_correlated_features
        self.k_features = k_features
        self.selected_features = list()

[docs]    def fit(self, X, savepath, y=None, Xgroups=None):
        df = X
        df_features = df.columns.tolist()
        n_col = df.shape[1]

        if self.remove_highly_correlated_features == True:
            array_data = list()

            for i in range(n_col):
                col_data = df.iloc[:, i]
                col = list()
                for j in range(n_col):
                    row_data = df.iloc[:, j]
                    corr, _ = pearsonr(row_data, col_data)  # Pearson Correlation
                    col.append(corr)
                array_data.append(col)

            array_df = pd.DataFrame(array_data, index=df_features[:n_col], columns=df_features[:n_col])

            array_df.to_excel(os.path.join(savepath, 'Full_correlation_matrix.xlsx'))

            #### Print features highly-correlated to each other into excel
            hcorr = dict()
            highly_correlated_features = list()
            for i in range(len(array_df.iloc[0, :])):  # This includes all the data in the array_df
                # feature1 = array_df.iloc[:, i] # This does not work because feature1 is not the col name but a list of values
                feature1 = array_df.columns[i]
                for j in range(len(array_df.iloc[0, :])):  # This includes all the data in the array_df
                    # feature2 = array_df.iloc[:, j] # This does not work because feature2 is not the col name but a list of values
                    feature2 = array_df.columns[j]
                    if abs(array_df.iloc[i - 1, j - 1]) >= np.float64(self.threshold_between_features):
                        if i != j:  # Ignore diagonal features
                            if not (feature2, feature1) in hcorr:  # Ignore the same correlations
                                hcorr[(feature1, feature2)] = array_df.iloc[i - 1, j - 1]
                                highly_correlated_features.append(feature2)

            hcorr_df = pd.DataFrame(hcorr, index=["Corr"])
            hcorr_df.to_excel(os.path.join(savepath, 'Highly_correlated_features.xlsx'))

            highly_correlated_features = list(np.unique(np.array(highly_correlated_features)))

            #### Print the removed features and the new smaller dataframe with features removed
            # Deep copy the original dataframe
            removed_features_df = copy.deepcopy(X)
            new_df = copy.deepcopy(X)

            # Drop the features that can be removed
            all_features = list(new_df.columns)
            removed_features = list()
            for feature in all_features:
                if feature not in highly_correlated_features:
                    removed_features.append(feature)
                    new_df = new_df.drop(columns=feature)

            # Print the highly correlated features that were removed
            for feature in all_features:
                if feature not in removed_features:
                    removed_features_df = removed_features_df.drop(columns=feature)
            removed_features_df.to_excel(os.path.join(savepath, "Highly_correlated_features_removed.xlsx"),
                                         index=False)

            # Define self.selected_features
            remaining_features = list(new_df.columns)
        else:
            remaining_features = list(df.columns)

        # Compute Pearson correlations between each feature and target feature
        all_corrs = {}
        for i in range(len(remaining_features)):
            feature_name = df.columns[i]
            feature_data = df.iloc[:, i]
            corr, _ = pearsonr(y, feature_data)
            all_corrs[feature_name] = corr
        all_corrs = abs(pd.Series(all_corrs))

        self.selected_features = list(all_corrs[all_corrs > self.threshold_with_target].sort_values(
                                                ascending=False).keys())

        # Sometimes the specificed threshold is too high. Make it lower until at least 1 feature is selected
        while len(self.selected_features) < self.k_features:
            log.debug('WARNING: Pearson selector threshold was too high to result in selecting any features, lowering threshold to get specified feature number')
            self.threshold_with_target -= 0.05
            self.selected_features = list(all_corrs[all_corrs > self.threshold_with_target].sort_values(
                ascending=False).keys())
            if len(self.selected_features) == n_col:
                log.debug('WARNING: Pearson selector reduce the threshold such that all features were included')
                break
            log.debug('Pearson selector selected features with an adjusted threshold value')
        if len(self.selected_features) > self.k_features:
            self.selected_features = list(all_corrs[all_corrs > self.threshold_with_target].sort_values(ascending=False).keys())[:self.k_features]

        # Create a Pandas Excel writer using XlsxWriter as the engine.
        writer = pd.ExcelWriter(os.path.join(savepath, 'Features_highly_correlated_with_target.xlsx'), engine='xlsxwriter')

        # Create the dataframe displaying the highly correlated features and the Pearson Correlations
        hcorr_with_target_df = pd.DataFrame(all_corrs,
                                            index=list(all_corrs[all_corrs > self.threshold_with_target].sort_values(
                                                ascending=False).keys()),
                                            columns=["Pearson Correlation (absolute value)"])
        hcorr_with_target_df.to_excel(writer, sheet_name='Sheet1', index=True)
        hcorr_with_target_features = list(hcorr_with_target_df.index)

        # Create dataframe containing the highly correlated features
        all_features = list(df.columns)
        for feature in all_features:
            if not feature in hcorr_with_target_features:
                df = df.drop(columns=feature)

        # Reorder the dataframe by columns (by their correlation to the target feature)
        df = df.reindex(columns=hcorr_with_target_features)

        # Print the dataframe to a spreadsheet
        df.to_excel(writer, sheet_name='Sheet2',
                    index=False)  # From left to right, the strength of correlation decreases.

        # Close the Pandas Excel writer and output the Excel file.
        writer.save()

        return self


[docs]    def transform(self, X):
        dataframe = X[self.selected_features]
        return dataframe



[docs]class MASTMLFeatureSelector(object):
    """
    Class custom-written for MAST-ML to conduct forward selection of features with flexible model and cv scheme

    Args:

        estimator: (scikit-learn model/estimator object), a scikit-learn model/estimator

        n_features_to_select: (int), the number of features to select

        cv: (scikit-learn cross-validation object), a scikit-learn cross-validation object

        manually_selected_features: (list), a list of features manually set by the user. The feature selector will first
        start from this list of features and sequentially add features until n_features_to_select is met.

    Methods:

        fit: performs feature selection

            Args:

                X: (dataframe), dataframe of X features

                y: (dataframe), dataframe of y data

                Xgroups: (dataframe), dataframe of group labels

            Returns:

                None

        transform: performs the transform to generate output of only selected features

            Args:

                X: (dataframe), dataframe of X features

            Returns:

                dataframe: (dataframe), dataframe of selected X features

    """

    def __init__(self, estimator, n_features_to_select, cv, manually_selected_features=list()):
        self.estimator = estimator
        self.n_features_to_select = n_features_to_select
        self.cv = cv
        self.manually_selected_features = manually_selected_features
        self.selected_feature_names = self.manually_selected_features

[docs]    def fit(self, X, y, savepath, Xgroups=None):
        if Xgroups.shape[0] == 0:
            xgroups = np.zeros(len(y))
            Xgroups = pd.DataFrame(xgroups)

        selected_feature_avg_rmses = list()
        selected_feature_std_rmses = list()
        basic_forward_selection_dict = dict()
        num_features_selected = 0
        x_features = X.columns.tolist()
        if self.n_features_to_select >= len(x_features):
            self.n_features_to_select = len(x_features)
        while num_features_selected < self.n_features_to_select:
            log.info('On number of features selected')
            log.info(str(num_features_selected))

            # Catch pandas warnings here
            with warnings.catch_warnings():
                warnings.simplefilter('ignore')
                ranked_features = self._rank_features(X=X, y=y, groups=Xgroups)
                top_feature_name, top_feature_avg_rmse, top_feature_std_rmse = self._choose_top_feature(ranked_features=ranked_features)

            self.selected_feature_names.append(top_feature_name)
            if len(self.selected_feature_names) > 0:
                log.info('selected features')
                log.info(self.selected_feature_names)
            selected_feature_avg_rmses.append(top_feature_avg_rmse)
            selected_feature_std_rmses.append(top_feature_std_rmse)

            basic_forward_selection_dict[str(num_features_selected)] = dict()
            basic_forward_selection_dict[str(num_features_selected)][
                'Number of features selected'] = num_features_selected + 1
            basic_forward_selection_dict[str(num_features_selected)][
                'Top feature added this iteration'] = top_feature_name
            basic_forward_selection_dict[str(num_features_selected)][
                'Avg RMSE using top features'] = top_feature_avg_rmse
            basic_forward_selection_dict[str(num_features_selected)][
                'Stdev RMSE using top features'] = top_feature_std_rmse
            # Save for every loop of selecting features
            pd.DataFrame(basic_forward_selection_dict).to_csv(os.path.join(savepath,'MASTMLFeatureSelector_data_feature_'+str(num_features_selected)+'.csv'))
            num_features_selected += 1
        basic_forward_selection_dict[str(self.n_features_to_select - 1)][
            'Full feature set Names'] = self.selected_feature_names
        basic_forward_selection_dict[str(self.n_features_to_select - 1)][
            'Full feature set Avg RMSEs'] = selected_feature_avg_rmses
        basic_forward_selection_dict[str(self.n_features_to_select - 1)][
            'Full feature set Stdev RMSEs'] = selected_feature_std_rmses
        #self._plot_featureselected_learningcurve(selected_feature_avg_rmses=selected_feature_avg_rmses,
        #                                         selected_feature_std_rmses=selected_feature_std_rmses)

        return self


[docs]    def transform(self, X):
        dataframe = self._get_featureselected_dataframe(X=X, selected_feature_names=self.selected_feature_names)
        return dataframe


    def _rank_features(self, X, y, groups):
        y = np.array(y).reshape(-1, 1)
        ranked_features = dict()
        trains_metrics = list()
        tests_metrics = list()
        if groups is not None:
            groups = groups.iloc[:,0].tolist()
        for col in X.columns:
            if col not in self.selected_feature_names:
                X_ = X.loc[:, self.selected_feature_names]
                X__ = X.loc[:, col]
                X_ = np.array(pd.concat([X_, X__], axis=1))

                for trains, tests in self.cv.split(X_, y, groups):
                    self.estimator.fit(X_[trains], y[trains])
                    predict_tests = self.estimator.predict(X_[tests])
                    tests_metrics.append(root_mean_squared_error(y[tests], predict_tests))
                avg_rmse = np.mean(tests_metrics)

                std_rmse = np.std(tests_metrics)
                ranked_features[col] = {"avg_rmse": avg_rmse, "std_rmse": std_rmse}
        return ranked_features

    def _choose_top_feature(self, ranked_features):
        feature_names = list()
        feature_avg_rmses = list()
        feature_std_rmses = list()
        feature_names_sorted = list()
        feature_std_rmses_sorted = list()
        # Make dict of ranked features into list for sorting
        for k, v in ranked_features.items():
            feature_names.append(k)
            for kk, vv in v.items():
                if kk == 'avg_rmse':
                    feature_avg_rmses.append(vv)
                if kk == 'std_rmse':
                    feature_std_rmses.append(vv)

        # Sort feature lists so RMSE goes from min to max
        feature_avg_rmses_sorted = sorted(feature_avg_rmses)
        for feature_avg_rmse in feature_avg_rmses_sorted:
            for k, v in ranked_features.items():
                if v['avg_rmse'] == feature_avg_rmse:
                    feature_names_sorted.append(k)
                    feature_std_rmses_sorted.append(v['std_rmse'])

        top_feature_name = feature_names_sorted[0]
        top_feature_avg_rmse = feature_avg_rmses_sorted[0]
        top_feature_std_rmse = feature_std_rmses_sorted[0]

        return top_feature_name, top_feature_avg_rmse, top_feature_std_rmse

    def _get_featureselected_dataframe(self, X, selected_feature_names):
        # Return dataframe containing only selected features
        X_selected = X.loc[:, selected_feature_names]
        return X_selected



# Include Principal Component Analysis
PCA.transform = dataframify_new_column_names(PCA.transform, 'pca_')

# Include Sequential Forward Selector
SequentialFeatureSelector.transform = dataframify_new_column_names(SequentialFeatureSelector.transform, 'sfs_')
SequentialFeatureSelector.fit = fitify_just_use_values(SequentialFeatureSelector.fit)
model_selectors['SequentialFeatureSelector'] = SequentialFeatureSelector
name_to_constructor['SequentialFeatureSelector'] = SequentialFeatureSelector

# Custom selectors don't need to be dataframified
name_to_constructor.update({
    #'PassThrough': PassThrough,
    'DoNothing': util_legos.DoNothing,
    'PCA': PCA,
    'SequentialFeatureSelector': SequentialFeatureSelector,
    'MASTMLFeatureSelector' : MASTMLFeatureSelector,
    'PearsonSelector': PearsonSelector,
    'EnsembleModelFeatureSelector': EnsembleModelFeatureSelector
})




          

      

      

    

  

    
      
          
            
  Source code for mastml.legos.model_finder

"""
This module provides a name_to_constructor dict for all models/estimators in scikit-learn, plus a couple test models and
error handling functions
"""

import warnings
import inspect

import sklearn.base
import sklearn.utils
import joblib
import numpy as np
import os

# Sometimes xgboost is hard to install so make it optional
try:
    import xgboost as xgb
except:
    print('If you want to use XGBoost models, please manually install xgboost package with '
          'pip install xgboost. If have error with finding libxgboost.dylib library, do'
          'brew install libomp. If do not have brew on your system, first do'
          ' ruby -e "$(curl -fsSL https://raw.githubusercontent.com/Homebrew/install/master/install)" from the Terminal')


try:
    import keras
    from keras.models import model_from_json
    from keras.models import load_model
    from keras.models import Sequential
except:
    print('Keras is an optional dependency. To use, do pip install keras tensorflow')

import random

import pandas as pd

#from . import keras_models
from mastml import utils

from scipy import stats

with warnings.catch_warnings():
    warnings.filterwarnings("ignore", category=DeprecationWarning)
    name_to_constructor = dict(sklearn.utils.all_estimators())

[docs]class AlwaysFive(sklearn.base.RegressorMixin):
    """
    Class used as a test model that always predicts a value of 5.

    Args:

        constant: (int), the value to predict. Always 5 by default

    Methods:

        fit: Just passes through to maintain scikit-learn structure

        predict: Provides predicted model values based on X features

            Args:

                X: (numpy array), array of X features

            Returns:

                (numpy array), prediction array where all values are equal to constant

    """
    def __init__(self, constant = 5):
        self.five = constant

[docs]    def fit(self, X, y, groups=None):
        return self


[docs]    def predict(self, X):
        return np.array([self.five for _ in range(len(X))])



[docs]class RandomGuesser(sklearn.base.RegressorMixin):
    """
    Class used as a test model that always predicts random values for y data.

    Args:

        None

    Methods:

        fit: Constructs possible predicted values based on y data

            Args:

                y: (numpy array), array of y data

        predict: Provides predicted model values based on X features

            Args:

                X: (numpy array), array of X features

            Returns:

                (numpy array), prediction array where all values are random selections of y data

    """
    def __init__(self):
        pass

[docs]    def fit(self, X, y, groups=None):
        self.possible_answers = y
        return self


[docs]    def predict(self, X):
        return np.random.choice(self.possible_answers, size=X.shape[0])



[docs]class KerasRegressor():
    def __init__(self, conf_dict):
        self.conf_dict = conf_dict
        self.model = self.build_model()

[docs]    def build_model(self):
        model_vals = self.conf_dict
        model = Sequential()

        for layer_dict, layer_val in model_vals.items():
            if (layer_dict != 'FitParams'):
                layer_type = layer_val.get('layer_type')
                layer_name_asstr = layer_type
                if layer_name_asstr == 'Dense':
                    neuron_num = int(layer_val.get('neuron_num'))
                    if (layer_dict == 'Layer1'):
                        input_dim = int(layer_val.get('input_dim'))
                    kernel_initializer = layer_val.get('kernel_initializer')
                    activation = layer_val.get('activation')
                elif layer_name_asstr == 'Dropout':
                    rate = float(layer_val.get('rate'))
                for layer_name, cls in inspect.getmembers(keras.layers, inspect.isclass):
                    layer_type = getattr(keras.layers, layer_name_asstr)  # (neuron_num)

            else:
                if layer_val.get('rate'):
                    self.rate = float(layer_val.get('rate'))
                if layer_val.get('epochs'):
                    self.epochs = int(layer_val.get('epochs'))
                else:
                    self.epochs = 1
                if layer_val.get('batch_size'):
                    self.batch_size = int(layer_val.get('batch_size'))
                else:
                    self.batch_size = None
                if layer_val.get('loss'):
                    self.loss = str(layer_val.get('loss'))
                else:
                    self.loss = 'mean_squared_error'
                if layer_val.get('optimizer'):
                    self.optimizer = str(layer_val.get('optimizer'))
                else:
                    self.optimizer = 'adam'
                if layer_val.get('metrics'):
                    self.metrics = layer_val.get('metrics').split(',')
                else:
                    self.metrics = ['mae']
                if layer_val.get('verbose'):
                    self.verbose = str(layer_val.get('verbose'))
                else:
                    self.verbose = 0
                if layer_val.get('shuffle'):
                    self.shuffle = bool(layer_val.get('shuffle'))
                else:
                    self.shuffle = True
                if layer_val.get('validation_split'):
                    self.validation_split = float(layer_val.get('validation_split'))
                else:
                    self.validation_split = 0.0
                continue

            if (layer_dict == 'Layer1'):
                model.add(layer_type(neuron_num, input_dim=input_dim, kernel_initializer=kernel_initializer,
                                     activation=activation))

            else:
                if layer_name_asstr == 'Dense':
                    model.add(layer_type(neuron_num, kernel_initializer=kernel_initializer, activation=activation))
                if layer_name_asstr == 'Dropout':
                    model.add(layer_type(rate=rate))

        return model


[docs]    def fit(self, X, Y):
        # Need to rebuild and re-compile model at every fit instance so don't have information of weights from other fits
        self.model = self.build_model()
        self.model.compile(loss=self.loss, optimizer=self.optimizer, metrics=self.metrics)
        return self.model.fit(X, Y, epochs=self.epochs, batch_size=self.batch_size, verbose=self.verbose,
                              validation_split=self.validation_split, shuffle=self.shuffle)


[docs]    def predict(self, X):
        return self.model.predict(X)


[docs]    def summary(self):
        return self.model.summary()



# ref: https://scikit-learn.org/stable/modules/generated/sklearn.ensemble.BaggingRegressor.html#sklearn.ensemble.BaggingRegressor
# NOTE: in order to use this, other models for the custom ensemble must be defined 
#       in the conf file with "_ensemble" somewhere in the name
[docs]class EnsembleRegressor():
    def __init__(self, n_estimators, num_samples, model_list, num_models):
        self.model_list = model_list # should be list of strings
        self.num_models = num_models # how many of each of the specified models should be included in the ensemble
        self.n_estimators = sum(self.num_models)
        self.num_samples = num_samples
        self.max_samples = num_samples
        self.bootstrapped_datasets = []
        self.bootstrapped_idxs = []
        self.all_preds = []
        self.path = ""
        self.model = self.build_models() # actually a list of models for use as the members in the ensemble

        self.fold = -1

        self.bootstrap = True

[docs]    def build_models(self):
        model = []

        for i, num_m in enumerate(self.num_models):
            for j in range(num_m):
                model.append(self.model_list[i])

        return model


[docs]    def setup(self, path):
        self.fold += 1
        self.bootstrapped_idxs = []
        self.bootstrapped_datasets = []
        self.path = path


[docs]    def fit(self, X, Y):
        X = X.values
        Y = Y.values

        idxs = np.arange(len(X))
        # fit each model in the ensemble
        for i in range(self.n_estimators):
            model = self.model[i]

            # do bootstrapping given the validation data
            bootstrap_idxs = random.choices(idxs, k=self.num_samples)
            bootstrap_X = X[bootstrap_idxs]
            bootstrap_Y = Y[bootstrap_idxs]
            if 1 == len(bootstrap_X.shape):
                bootstrap_X = np.expand_dims(np.asarray(bootstrap_X), -1)
            if 1 == len(bootstrap_Y.shape):
                bootstrap_Y = np.expand_dims(np.asarray(bootstrap_Y), -1)

            self.bootstrapped_idxs.append(bootstrap_idxs)
            self.bootstrapped_datasets.append(bootstrap_X)
            model.fit(bootstrap_X, bootstrap_Y)


[docs]    def predict(self, X, return_std=False):

        if isinstance(X, pd.DataFrame):
            X = X.values

        all_preds = []
        means = []

        for x_i in range(len(X)):
            preds = []
            for i in range(self.n_estimators):
                sample_X = X[x_i]
                if 1 == len(sample_X.shape):
                    sample_X = np.expand_dims(np.asarray(sample_X), 0)
                preds.append(self.model[i].predict(sample_X))
            all_preds.append(preds)
            means.append(np.mean(preds))

            # NOTE for ref (if manual jackknife implementation is necessary)
            # https://www.jpytr.com/post/random_forests_and_jackknife_variance/
            # https://github.com/scikit-learn-contrib/forest-confidence-interval/tree/master/forestci
            # http://contrib.scikit-learn.org/forest-confidence-interval/reference/forestci.html

        self.all_preds = all_preds

        return np.asarray(means)


    # check for failed fits, warn users, and re-calculate
[docs]    def stats_check_models(self, X, Y):
        if self.n_estimators > 10:
            maes = []
            for i in range(self.n_estimators):
                abs_errors = np.absolute(np.absolute(np.squeeze(np.asarray(self.all_preds)[:,i])) - Y)
                maes.append(sum(abs_errors) / len(abs_errors))

            alpha = 0.01
            bad_idxs = []
            for i in range(self.n_estimators):
                other_maes = np.delete(maes, [i])
                # ref: https://towardsdatascience.com/statistical-significance-hypothesis-testing-the-normal-curve-and-p-values-93274fa32687
                z_score = (maes[i] - np.mean(other_maes)) / np.std(other_maes)
                # ref: https://stackoverflow.com/questions/3496656/convert-z-score-z-value-standard-score-to-p-value-for-normal-distribution-in/3508321
                p_val = stats.norm.sf(abs(z_score))*2

                if p_val <= alpha:
                    # TODO ok to print these/how to print/log properly?
                    print("Estimator {} failed under statistical significance threshold {} (p_val {}), relevant dataset output to file with name format \'<fold>_<estimator idx>_bootstrapped_dataset.csv\'".format(i, alpha, p_val))
                    print("bad estimator mae: {}".format(maes[i]))
                    print("mean mae (for ref):")
                    print(np.mean(maes))
                    np.savetxt(self.path + "\\{}_{}_bootstrapped_dataset.csv".format(self.fold, i), self.bootstrapped_datasets[i], delimiter=",")
                    bad_idxs.append(i)

            if len(bad_idxs) == self.n_estimators:
                print("ALL models failed, wtf is your data")
                return
            #self.all_preds = np.delete(self.all_preds, bad_idxs, 1)

        y_preds = []
        for idx, x_i in enumerate(self.all_preds):
            y_preds.append(np.mean(x_i))

        return np.asarray(y_preds)



[docs]class ModelImport():
    """
    Class used to import pickled models from previous machine learning fits

    Args:

        model_path (str): string designating the path to load the saved .pkl model file

    Methods:

        fit: Does nothing, present for compatibility purposes

            Args:

                X: Nonetype

                y: Nonetype

                groups: Nonetype

        predict: Provides predicted model values based on X features

            Args:

                X: (numpy array), array of X features

            Returns:

                (numpy array), prediction array using imported model

    """
    def __init__(self, model_path):
        self.model_path = model_path
        self.model = joblib.load(self.model_path)

[docs]    def fit(self, X=None, y=None, groups=None):
        """ Only here for compatibility """
        return


[docs]    def predict(self, X):
        return self.model.predict(X)



# Optional to have xgboost working
try:
    custom_models = {
        'AlwaysFive': AlwaysFive,
        'RandomGuesser': RandomGuesser,
        'ModelImport': ModelImport,
        'XGBRegressor': xgb.XGBRegressor,
        'XGBClassifier': xgb.XGBClassifier,
        'KerasRegressor': KerasRegressor,
        'EnsembleRegressor': EnsembleRegressor
        #'DNNClassifier': keras_models.DNNClassifier
    }
except NameError:
    custom_models = {
        'AlwaysFive': AlwaysFive,
        'RandomGuesser': RandomGuesser,
        'ModelImport': ModelImport,
        'KerasRegressor': KerasRegressor,
        'EnsembleRegressor': EnsembleRegressor
        # 'DNNClassifier': keras_models.DNNClassifier
    }
name_to_constructor.update(custom_models)

[docs]def find_model(model_name):
    """
    Method used to check model names conform to scikit-learn model/estimator names

    Args:

        model_name: (str), the name of a model/estimator

    Returns:

        (str), the scikit-learn model name or raises InvalidModel error

    """
    try:
        return name_to_constructor[model_name]
    except KeyError:
        raise utils.InvalidModel(f"Model '{model_name}' does not exist in scikit-learn.")


[docs]def check_models_mixed(model_names):
    """
    Method used to check whether the user has mixed regression and classification tasks

    Args:

        model_names: (list), list containing names of models/estimators

    Returns:

        (bool), whether or not a classifier was found, or raises exception if both regression and classification models present.

    """

    found_classifier = found_regressor = False
    for name in model_names:
        if name in custom_models: continue
        class1 = find_model(name)
        if issubclass(class1, sklearn.base.ClassifierMixin):
            found_classifier = True
        elif issubclass(class1, sklearn.base.RegressorMixin):
            found_regressor = True
        else:
            raise Exception(f"Model '{name}' is neither a classifier nor a regressor")

    if found_classifier and found_regressor:
        raise Exception("Both classifiers and regressor models have been included")

    return found_classifier






          

      

      

    

  

    
      
          
            
  Source code for mastml.legos.randomizers

"""
This module contains a class used to randomize the input y data, in order to create a "null model" for testing how
rigorous other machine learning model predictions are.
"""

[docs]class Randomizer():
    """
    Class which randomizes X-y pairings by shuffling the y values

    Args:

        None

    Methods:

        fit: just passes through; present to maintain scikit-learn structure

            Args:

                None

        transform: randomizes the values of a dataframe

            Args:

                df: (dataframe), a dataframe with data to be randomized

            Returns:

                (dataframe), a dataframe with randomized data

    """

    def __init__(self):
        pass

[docs]    def fit(self):
        return self


[docs]    def transform(self, df):
        return df.sample(frac=1).reset_index(drop=True)






          

      

      

    

  

    
      
          
            
  Source code for mastml.legos.util_legos

"""
This module contains a collection of classes for debugging and control flow
"""
import logging

import pandas as pd
from sklearn.base import BaseEstimator, TransformerMixin

log = logging.getLogger('mastml')

[docs]class DataFrameFeatureUnion(BaseEstimator, TransformerMixin):
    """
    Class for unioning dataframe generators (sklearn.pipeline.FeatureUnion always puts out arrays)

    Args:

        transforms: (list), list of scikit-learn functions, i.e. objects with a .fit or .transform method

    Methods:

        fit: Applies the .fit method for each transform

        Args:

            X: (numpy array), array of X features

        transform: Transforms the output of the scikit-learn transformer into a dataframe

        Args:

            X: (numpy array), array of X features

        Returns:

            (dataframe), concatenated dataframe after all scikit-learn transforms have been completed

    """

    def __init__(self, transforms):
        self.transforms = transforms

[docs]    def fit(self, X, y=None):
        for transform in self.transforms:
            transform.fit(X, y)
        return self


[docs]    def transform(self, X):
        dataframes = [transform.transform(X) for transform in self.transforms]
        return pd.concat(dataframes, axis=1)



[docs]class DoNothing(BaseEstimator, TransformerMixin):
    """
    Class for having a "null" transform where the output is the same as the input. Needed by MAST-ML as a placeholder if
    certain workflow aspects are not performed.

    Args:

        None

    Methods:

        fit: does nothing, just returns object instance. Needed to maintain same structure as scikit-learn classes

        Args:

            X: (numpy array), array of X features

        transform: passes the input back out, in this case the array of X features

        Args:

            X: (numpy array), array of X features

        Returns:

            X: (numpy array), array of X features

    """

    def __init__(self):
        pass

[docs]    def fit(self, X, y=None):
        return self


[docs]    def transform(self, X):
        return X
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random_forest_error_modified
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In [4]: # Import mastml and get current working directory
from mastml import mastml_driver
import os
cwd = os.getcwd()

In [5]: # Set paths for config file, data file and where to put output
conf = os.path.join(cwd, 'tests/conf/example input.conf')
csv = os.path.join(cwd, 'tests/csv/example data.csv')
output = os.path.join(cwd, 'results/example results')

In [7]: # Start MASTML session
mastml_driver.main(conf, csv, output)

[WARNING] /home/nanohub/rjacobs/results/example results not empty. Renaming...

[INFO] Saving to directory '/home/nanohub/rjacobs/results/example results_04_23_09 53_43"'

[INFO]
ARV A A,
IS INN TS T

I T IN_a I ] I/ /1T

MAST-ML run on 2019-04-23 13:53:43 using
conf file: example input.conf

csv file: example data.csv

saving to: example_results_04_23_09_53_ 43

[INFO]

In [ ]: # Done!

@ Terminate Session

Trusted

| Python 3 O
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Running MAST-ML

(2) In your terminal or IDE, run the command
(1) Navigate to (one line):
your main MAST-
ML directory:

python3 -m mastml.mastml_driver «+——  Call module
tests/conf/example_input.conf «<—— Path toinput
tests/csv/example_data.csv «——— Pathto data

-0 results/example_results <«<——  Path to results
| MASTML_2018-07-18

B docs > (3) If it’s working, you’ll start seeing output on
magpie >
[0 mastml 4 your screen:
[0 results >
g tests » [INFO] 2018-07-26 11:07:55,438 :
README.md VI 77
setup.py //J”///< 7JD /J/ /‘///”///l 5
VERSION

MAST-ML run on 2018-07-26 16:07:55 using
cont filer Diffusion MLAR.cont

csv file: Diffusion MLMR.c:

Seving to Diffusion MLWR 0726 11_07_55

[INFO] 2018-07-26 11:07:55,438 : Copying input files to output directory..

[INFO] 2018-07-26 11:07:55,461 : blacklisted features, either fron "not Y input_features” or a "grouping_colum": [*Host element’,
'Solute elenent', 'predict Pt'

IDEBUG] 2018-07-26 11:07:55,434 : splitter_to_group_names:

{'LeaveOneGroupOut_host': 'Host element'}
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What is MAST-ML?

MAST-ML is an open-source Python package designed to broaden and
accelerate the use of machine learning in materials science research

MAST-ML:
* Leverages canonical machine learning packages (e.g. scikit-learn) to enable
the easy construction and execution of general machine learning analysis
pipelines

* Codifies best practices of in-depth statistical analysis on user-defined model
assessment tests (e.g. leave out group CV)

* Enables data-driven materials research on a faster scale by automating
execution and assessment of analysis pipelines, particularly for non-experts
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TRAIN:

R2: 0.999 +/- 0.000
root_mean_squared_error: 0.017 +/- 0.001

mean_absolute_error: 0.011 +/- 0.001
rmse_over_stdev: 0.038 +/- 0.003

JTEST:

R2: 0.930 +/- 0.012
root_mean_squared_error: 0.124 +/- 0.010

mean_absolute_error: 0.083 +/- 0.007
rmse_over_stdev: 0.270 +/- 0.024

PREDICTION for predict_Pt:

R2: 0.925 +/- 0.011
root_mean_squared_error: 0.332 +/- 0.009

mean_absolute_error: 0.242 +/- 0.007
rmse_over_stdev: 0.720 +/- 0.022

stats.txt
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MAST-ML hyperparameter optimization

* MAST-ML currently supports hyperparameter optimization using grid search
and a genetic algorithm (GA).

* Example heat maps of running grid search to optimize the a and y parameters
in a KernelRidge model on the diffusion data set from the work of Wu, et al.
Comp. Mat. Sci. (2017)
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MAST-ML feature generation and selection
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MAST-ML scope and capabilities

* The focus of MAST-ML is currently on supervised learning
problems, with emphasis on its application to materials
research problems

* MAST-ML supports the full library of scikit-learn modules, ‘
and is currently being extended to support tensorflow with
Keras

* MAST-ML allows for the simultaneous execution of an
arbitrary combination of data preprocessing, feature
generation/selection, model types and model evaluation
metrics

K

* MAST-ML is publicly available on GitHub
(https://github.com/uw-cmg/MAST-ML) (pull/download
master branch)






_images/MASTMLmodelassessment.png
MAST-ML model assessment

A blizzard of statistics:

Output of every train/test
split and prediction
Averages over every split
and error bars for each point
Best/worst on per-split and
per-point basis
Per-group and per-cluster
train/test visualization
Output as:

* Spreadsheets

* Histograms

* Parity/scatter plots

* HTML summary file
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MAST-ML sample input

[GeneralSetup]
input_features = Auto
target_feature = Reduced barrier (ev)
randomizer = False
metrics = Auto
not_input_features = Host element, Solute element, predict Pt
validation_colunn = predict_Pt

General setup: names of input and target
features, which feature to predict on, etc.

[FeatureNormalization] .
[[Standardscaler]] Method to normalize features
[Datasplits]|
[[NoSplit]]
[[RepeatedKFold]]
n_splits = 5
n_repeats = 5
[[LeaveOneGroupOut_host]]
grouping_column = Host element

How to split up data for testing, e.g. full fit
(“NoSplit”), random CV, leave out group

[Models]
[[LinearRegression]]
[[KernelRidge_5fold]]
alpha = 0.009
gamma = 0.027
kernel = rbf
[[RandonForestRegressor]]
criterion = mse
max_depth = 10
max_leaf_nodes = 200
min_samples_leaf = 1
min_samples_split = 2
n_estimators = 10
[[MLPRegressor]]
#hidden_layer_sizes = 50, 4
hidden_layer_sizes = 296, 26
activation = relu
solver = adam
alpha = 0.001
batch_size = 20
learning_rate = constant

Which models to test on and their
associated parameters. Note that all model
and parameter names are the same as in
scikit-learn!

[PlotSettings]
feature_learning_curve = False
data_learning_curve = False
target_histogram = True
train_test_plots = True
predicted_vs_true = True
predicted_vs_true_bars = True
best_worst_per_point = True
feature_vs_target = True

Plotting controls: decide what is output





